
1 Introduction

This module of the course with cover sequence alignment. The problem of sequence alignment is one of
most central questions in sequence analysis and has a large number of applications for (a) protein function
similarity, (b) building phylogenetic trees. The question that sequence alignment is trying to address is:
are two sequences related by evolution. What this means is that the sequences that we are comparing have
derived from an ancestral copy of the sequence in a potentially long change of speciation events. Sequence
alignment problems come in different versions: (a) pairwise alignment, (b) multiple sequence alignment, (c)
global alignment and (d) local alignment.

2 Operations that change sequences

Sequences diverge through mutations. Such mutations can be substitutions, insertions and deletions. Inser-
tions and deletions result in sequences of different lengths. Insertions and deletions are together referred to
as “gaps”. Scoring functions of the alignment need to account for these operations.

3 Key considerations for alignment problems

There are four things we need to address:

• What type of alignment?

• How to score an alignment?

• The algorithm to find an alignment of the best score.

• How to assess significance of the alignment?

4 A global alignment

A global alignment is defined as the problem of find the common substrings across the entire sequence.

5 Scoring functions/model

When aligning two sequences, what we are really trying to answer is whether they are related by common
ancestry, or in other words whether they have diverged from a common ancestral version through the pro-
cesses of mutation and selection. The mutational processes that cause two sequences two diverge from one
another are substitutions and deletions and insertions. Insertions and deletions are both referred to as gaps.
Natural selection acts on these mutations so that some disappear and some stay and some appear more than
others.
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The scoring functions are important for telling us what is a good alignment. Since two sequences can change
by substitutions or insertions or deletions, we will need the scoring function to specify how expensive it is to
allow these types of operations. The scoring function will therefore have two components: (a) substitution
matrix, which specifies how expensive is it to substitute one letter for another, (b) gap penalties. The scoring
functions we will use are additive. What this means is that the mutations that happen in one position of a
sequence are independent of the mutations happening at another part of the sequence. Because of additivity
we can score an alignment simply by adding up the pairings at individual positions.

5.1 Substitution matrices

The substitution matrices for DNA sequence is simple because we have only four letters. The substitution
matrix for amino acids is more complex and there are multiple variations of these. Some of these substitution
matrices might capture different things. How are substitution matrices derived? To address this question let
us consider a probabilistic model of how likely are certain pairs of bases/characters to be aligned.

Let us introduce some notation. Let x and y denote two sequences to be aligned and let xi denote the
symbol in the ith position of sequence x. These symbols from the sequence-specific alphabet. So for DNA
this alphabet is A, T, G and C. Given an alignment of two sequences (or an aligned pair of sequences), we
would like the scoring function to tell us the relative likelihood that the sequences are related versus they are
not related. To do this we will have two probabilistic models, the “random” model that is used to score the
alignment if the sequences are unrelated and, the “match” model to score an alignment if the sequences are
related.

The “random” model is denoted by R, and under this model, we assume that all symbols/letters in the
alphabet independent of each other. Under this model, the probability of observing two sequences is

P (x, y|R) =
∏
i

qxiqyj

In the “match” model, denoted by M , we use the joint probability of observing the two symbols, one from
x and y, pab and score an alignment as follows:

P (x, y|M) =
∏
i

pxi,yi

Now that we have defined the probabilities of the aligned from the two models, we can compute the log-
likelihood ratio as follows:

P (x, y|M)

P (x, y|R)
=

∏
i pxiyi∏

i qxi
∏
j qyj

which is equivalent to ∏
i

pxiyi
qxiqyi

In log space this becomes ∑
i

log
(
pxiyi
qxiqyi

)
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Thus the score of an alignment can be obtained by adding up the log ratio of the probability of the symbols
at each position. Denoting log

pxiyj
qxiqyj

= s(xi, yj), our substitution matrix needs to then specify the entries

s(a, b) where a and b represent different characters of our alphabet. a, b ∈ {A, T,G,C} for DNA and s
would be a 4 × 4 matrix. For protein sequence a and b would represent one of the 20 amino acids and s
would be a 20 × 20 matrix. For now let us assume we have a scoring function. For protein sequence these
scoring matrices are called BLOSUM50 and PAM. We will come back to this later.

5.2 Gap penalties

There are two types of gap penalties functions, γ(g) where g is the length of the gap: (a) linear penalty, and
(b) affine penalty. The linear penalty is:

γ(g) = −dg

says all gaps are the same and has a cost of d. The affine penalty considers that creation of a gap is more
expensive but extending the gap is not as much. Affine penalty is written as:

γ(g) = −d− (g − 1)e

So the penalty function has two components to it: d gap creation and e gap extension.

6 Algorithms for sequence alignment alignment

The task of finding an optimal global alignment is as follows: given a scoring function and a pair of se-
quences, find the common substrings that maximize the overall score of the alignment. To motivate the
algorithm used for alignment, we need to first consider how many possible alignments there are.

6.1 How many possible alignments are there?

If we did not have gaps, we would have only 1 alignment. If we consider two sequences of length n each,
and allow for gaps, there are

(
2n
n

)
possible alignments.

One way to think about this is to consider how many ways can you arrange m positions between n positions
keeping the the arrangement the same. The total sequence will be of length m+n. Recall

(
m+n
m

)
=
(
m+n
n

)
.

Once we such an arrangement, we can derive an alignment as follows. Have two pointers, one for the first
sequence and one for the second sequence. Match as many as possible positions from both sequences. This
is equivalent to

(
2n
n

)
. This by Stirling’s approximation is equal to 22n√

πn
. Hence we cannot exhaustively

enumerate all possible alignments.

Another way to think about this is that we can have between 0 to k matches and the rest are all matched
to gaps. Pick k positions from one sequence and k positions in the other sequence. These positions are
matched or mismatched. All other positions are matched to gaps in the other sequence. Then the number of
possible alignments is

n∑
k=0

(
n

k

)
∗
(
n

k

)
=

(
2n

n

)
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6.2 Dynamic programming solution

The dynamic programming algorithm provides an efficient way to find the optimal alignment, where by
optimal we mean, one that maximizes the overall score. The idea is to build an alignment gradually from
a partial alignment. The algorithm that we will use is called the Needleman-Wunsch algorithm. Let us
introduce some notation. Let x denote the first sequence, and let y denote the second alignment. The let
x(i) denote the ith position of the sequence x. Let s(a, b) be the score for substituting a by b between the
two sequences. Let d denote the gap penalty. What we will do is store the score of each partial alignment in
a matrix called F . F (i, j) stores the score of the best alignment so far. between x1, · · · , xi to y1, · · · , yj .
Because we can have gaps in the beginning of either sequence we will start from 0, 0. We initialize the
matrix as F (0, 0) = 0. F (i, j) is built up from all entries neighboring to F (i, j) that come before it, that is
F (i−1, j), F (i, j−1) and F (i−1, j−1). These corresponding to inserting a gap in sequence x, inserting a
gap in sequence y or moving in both directions. We select the direction that maximizes the three operations.
Thus we write the recurrence for our dynamic programming solution as follows

F (i, j) = max


F (i− 1, j)− d
F (i, j − 1)− d
F (i− 1, j − 1) + s(xi, yj)

Note each time what we store in the matrix is the best score we would have obtained if we stopped our
alignment at the positions starting from 0 to the current position in the matrix. We also need to worry about
some boundary conditions. According to the book the values for F (i, 0) and F (0, j) are not defined. We
initialize these to −i× d and −j × d. This is equivalent to having i and j gaps in the beginning of the first
or second sequence respectively.

Creating the alignment from here requires us to keep track of some additional things. In particular we need
to track where we came from, having multiple pointers if there are multiple choices. Once we have reached
the bottom most and right most position in the matrix, what we have the score of the optimal alignment. All
we need to do now is trace back. This procedure is called the trace-back.

6.3 Complexity of the algorithm

Time complexity and space complexity are important concepts when considering a particular algorithm.
We note that we need to store (n + 1) × (m + 1) different numbers for the score of the alignment. Each
computation takes a constant time and we need to do it for m × n numbers. Thus the computational
complexity is O(mn). Further because m and n are more or less equal in length we write this as O(n2).
What this means is that the time complexity and space complexity scales polynomially, specifically square
of the length of the sequence.

6.4 Local alignment

The idea for local alignment is the same as global alignment however instead of trying to maximize the score
of the alignment for the entire pair of sequences, we are interested in a local part of the sequence pair. That
is a common sub-sequence. This is important especially for sequences that have diverged a long time ago,
and the sequence may not have much in common but perhaps only a small protein domain.
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The algorithm for local alignment is called the Smith-Waterman algorithm. It aims to find the best local
alignment score, which is defined as the highest scoring alignment of subsequences of x and y. This is very
similar to the global alignment problem except that (a) we have the option of re-starting the alignment and
so we maximize over 0 and the three other options for the global alignment, and we initialize with 0s, (b)
the alignment can end anywhere, and so the alignment score is obtained by identified by the entry to that
maximizes over all F (i, j) entries. The occurrence of a 0 marks the beginning of an alignment. Any position
in the matrix could correspond to the best alignment score.
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