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abstract
Many biological studies involve manipulating some aspect of a cell and then simultaneously measuring the effect on some biological response of interest. A common
challenge is to explain how a set of genes identified as relevant in the given experiment are organized into a subnetwork that accounts for the response. This
task, which we call subnetwork inference, is dependent on the information present
in publicly available databases, which suffer from incompleteness. Much relevant
information (gene relevance, interactions between entities, etc.) resides only within
the text of scientific literature. We contend that by exploiting this information, we
can improve the explanatory power of subnetwork inference in multiple applications.
We contribute to subnetwork inference methodology by incorporating information present in the scientific literature. We show that by using tools that mine the
scientific literature we can (i) augment the set of nodes identified as being relevant
in the subnetwork inference task, (ii) augment the set of interactions used to infer
subnetworks, and (iii) support targeted browsing of a large inferred subnetwork
by identifying nodes and edges that are closely related to concepts of interest. We
show the applicability of our approach by uncovering pathways involved in interactions between different viruses and a human host cell, and pathways that involve
a transcription factor associated with breast cancer.
We also contribute to the task of extracting relations between biological entities by developing an undirected graphical model that combines evidence across
multiple instances in a corpus. This evidence combination approach attempts to
predict the probability that at least one instance from our corpus describes a specific
relation of interest between entities.

1

1

introduction

Within a cell there are many entities interacting with each other in a variety of
ways. The central dogma of molecular biology is that information represented
in DNA can be copied into RNA (transcription), and proteins can be synthesized
using the information in the RNA as a template (translation). These proteins can
then physically interact with each other or be used to regulate the creation of more
proteins by interacting with genes and other biological molecules.
These interactions are not just limited to proteins; many other molecules can
interact with the DNA, RNA, and proteins at any given time. With the multitude
of such interactions among entities occurring within the cell, it can be difficult
to elucidate which interactions and elements are involved in specific biological
processes of interest. Subnetwork inference is a computational approach to predicting
a subset of biological entities (genes, RNA, proteins, etc.) and interactions that form
pathways for certain biological processes of interest.
The subnetwork inference task requires multiple types of inputs. One of the
inputs is a background network which is composed of different interactions among
sub-cellular entities (i.e., genes, proteins, RNA, metabolites, etc.). The interactions
are most often identified via experimental methods. We represent our background
networks in a graphical representation. The edges in the graph denote the interactions while the nodes represent the entities that are interacting. Directed
edges represent interactions that influence the regulation of protein production,
post-translational modifications, and complex membership. The undirected edges
represent protein-protein interactions. The other inputs are sets of source nodes
and target nodes. The task takes the background network as well as the source and
target nodes as input, and infers a set of paths connecting the source nodes to the
target nodes. We refer to all the other nodes from the background network that get
included in the paths as intermediates. The assembly of these paths represents a
subset of the initial background network which we call a subnetwork. Figure 1.1
illustrates the subnetwork inference task.
One common approach to subnetwork inference is to use an Integer Linear
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Figure 1.1: General representation of subnetwork inference task. The first panel
displays a background network composed of source nodes (black), target nodes
(blue), and interactions. The second panel displays an inferred subnetwork. Elements in the background network that are not included in the inferred subnetwork
are greyed out. White nodes show elements that are not source or target nodes but
instead are intermediates in the inferred subnetwork.
Program (IP) (Ourfali et al., 2007; Yosef et al., 2009; Silverbush et al., 2011; Atias
& Sharan, 2013; Chasman, 2014; Chasman et al., 2014a,b). Given a set of genes
implicated in a particular response, and a background network representing known
intra-cellular interactions, the IP elucidates relevant subnetworks that hypothesize
how the genes might affect the response. The IP consists of an objective function
and a set of constraints specifying which subnetworks that are deemed consistent
with experimental data and biologically interpretable.
There are various limitations of the subnetwork inference approach, one of
which involves the data itself. The background network is typically assembled from
information in publicly available structured databases. There are a large number of
biological databases that manage, and allow access to, experimental results. The
data types present in these databases include: functional annotations of genes and
proteins, genotype-phenotype relationships, and detailed pathway information.
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However, these databases are incomplete. For example, when information that
is based on sequence similarity is taken into consideration, only about 50% of all
reaction steps in metabolic pathways can be linked to the genes and proteins that
catalyze them (Karp, 1998; Philippi & Köhler, 2006). Even the ENCODE experiment
matrix, which aims to identify all the functional elements in the human genome, still
does not have ChIP-Seq data for many cell lines and transcription factors (ENCODE
Project Consortium and others, 2004, 2012; Sloan et al., 2015).
While the inference of subnetworks helps researchers gain a better understanding of the interactions that are involved in specific processes, interpretability may
still be an issue (Gong et al., 2015). Although small subnetworks may be easy to
interpret, most signaling pathways and regulatory networks are complex due to
the large number of entities and interactions. Moreover, a process like viral replication may include a large number of such pathways. Therefore, there is a need for
methods that can identify, select, and display conceptually related subsets of an
inferred subnetwork.
It is important to try to identify additional sources of information that can be
used to supplement the amount data in the knowledge bases as well as guide in the
interpretation of subnetworks. One major source of additional information is the
scientific literature. Currently, there are roughly 29 million articles indexed (count
as of 2019 from www.nlm.nih.gov) by the PubMed search engine (Roberts, 2001).
Relevant information that can be extracted from the literature includes interactions
between cellular entities as well as genes that are related to concepts of interest.
The scientific literature is potentially valuable for this task because it contains
information which may not be present in the structured databases. One of the
reasons for this is that these databases are manually populated by expert curators. Therefore, a bottleneck exists in which the information incorporated into
the databases is limited by the rate at which the curators can read, distill, and
input the information. Also, there are important aspects of the biology described
in the scientific literature that tend not to be present in the structured databases.
For example, databases tend to focus on specific physical interactions and not on
indirect interactions that may be mentioned in the articles. Databases also tend
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to have a limited focus. For example, there are multiple databases that contain
information about HIV-1, but other viruses do not have nearly as much information
in structured databases. We argue that, by automatically mining these articles,
relevant information can be extracted and used in conjunction with the data already
available in public databases and studies for a variety of applications including
subnetwork inference.

1.1

Thesis Statement and Contributions

The central thesis of this work is that we can use information extracted from
the scientific literature to augment experimental evidence in order to infer more
accurate subnetworks.
The major contributions of this dissertation are the following:
1. We determined that information extracted from the scientific literature can
be used to augment the inputs of the subnetwork inference task and improve the accuracy and interpretability of inferred subnetworks (Chapter 3,
Chapter 4, Chapter 6). In Chapter 3, we apply our subnetwork inference approach to two different applications: characterizing the subnetworks involved
in HIV-1 replication and breast cancer tumor growth.
For the HIV-1 replication task, we use a tool developed in our lab (Gadget
Ziegler et al. (2019), the evaluation of which can be found in Chapter 6) that
identifies genes related to a specific concept of interest. Using these literatureextracted genes, we are able to augment source node sets that were compiled
via experimental evidence and infer more accurate subnetworks.
For this task we also used the scientific literature to improve the interpretability
of our inferred subnetworks. Gaining insight into specific sub-processes occurring within inferred subnetworks can be valuable to biological researchers.
For example, interactions that occur within specific compartments of a cell
or interactions that occur during specific points in the cell replication cycle
may lend insight into a particular response. We present an approach that
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uses the scientific literature to compute various views of an inferred subnetwork. A view is made up of interactions and entities that are present in the
subnetwork, but it focuses on the subset involved in a specific process. For
the HIV-1 replication task, we show that Gadget can be used to improve the
interpretability of subnetworks by generating views for more specific aspects
of viral replication such as membrane scission.
For the breast cancer tumor growth task, we use a tool that is able to extract
interactions between biological entities (Poon et al., 2014a,b). We use this
information extracted from the scientific literature to augment interactions
in the background network and then infer a subnetwork using an integer
program similar to the one used for viral replication. For this task, the objective
is not just to identify a relevant set of intermediate nodes but also to infer
pathways that are able to reach as many target nodes as possible. By including
interactions extracted from the scientific literature, we show that we are able
to reach more target nodes and identify more probable intermediate nodes
involved in a specific type of tumor growth.
In Chapter 4, we use machine-learning techniques to train models based on
distantly labeled sentences related to HIV-1. We use these models to extract
host-virus interactions from sentences describing other viruses and use them
to augment the target nodes for the viral replication subnetwork inference
task. We apply this approach to infer subnetworks for a variety of viruses
and show that the literature-augmented target nodes result in more accurate
subnetworks.
2. We determined that our subnetwork inference approach can be applied to
a breast cancer tumor growth study as well as a broad range of viruses with
meaningful predictive accuracy (Chapter 3 and Chapter 4). We show the
robustness of our subnetwork inference approach by inferring subnetworks
for a specific type of breast cancer tumor growth as well as for replication of
five additional viruses other than HIV-1.
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For the breast cancer study, the objective is to identify a relevant set of intermediate nodes as well as infer pathways that are able to reach as many
target nodes as possible. The source node is a transcription factor known to
be associated with triple negative breast cancer tumor growth. The target
nodes are genes that change their expression when the expression of the
transcription factor is changed.
We apply our subnetwork inference approach for viral replication of five
different viruses. For each virus (Dengue, Hepatitis C, Influenza A, West Nile,
and Zika), data from genome-wide screens was used to determine source
nodes. Structured data about host-virus interactions for each virus was used
to define target nodes for our approach.
3. We developed a novel undirected graphical model approach to evidence
combination in the relation extraction setting, and compare it to a NoisyOR approach (Chapter 5). When extracting relations between entities from
the scientific literature, it is possible that a corpus contains multiple passages
that provide evidence about whether a given relation holds or not. For many
applications of information-extraction methods, it is sufficient to know if
at least one sentence in the corpus is asserting the relation. Using machinelearning models that are able to predict relations between entities in a sentence,
we combine the outputs for each instance in order to determine if a relation
between a given pair of entities is expressed anywhere in the corpus. We
call this process evidence combination. The goal of evidence combination in
the relation extraction setting is to predict the probability that at least one
instance from our corpus describes a specific relation between entities.
In Chapter 5, we develop an undirected graphical model approach to evidence
combination and compare it to a baseline approach known as Noisy-OR. Our
approach takes into account the similarity between instances and combines
evidence based on these similarity values. The Noisy-OR approach treats
every instance as being independent to others. We compare our novel undirected graphical model to the Noisy-OR approach on two different types of
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data sets. One data set is a manually annotated corpus for a binds relation
between biological entities, while the other is a distantly labeled data set
that we generate for a variety of different relations (binds, cleaves, colocalizes,
degrades, downregulates, upregulates, and regulates).
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2

related work

In this chapter we present previous work related to several aspects of the research in
this thesis. We begin by discussing various methods for subnetwork inference and
applications in which it has been used. We then briefly discuss methods related to
improving interpretability of subnetworks via filtering and visualization techniques.
We next discuss ways in which natural language processing and machine learning
are used to extract information from the biological literature. Finally, we conclude
by discussing various approaches to evidence combination.

2.1

Subnetwork Inference

Previous work has used the subnetwork inference approach to infer the physical
interactions that bring about the observed direct or indirect relationships between
biological entities (genes, proteins, RNA, complexes, etc.). The input to these
methods is a set of sources and targets along with a background network consisting
of protein-protein and protein-DNA interactions as well as interactions involving
small molecules and complexes. The output is an inferred subnetwork that provides
multiple paths between the sources and the targets.

Methods of Subnetwork Inference
Inferring subnetworks that connect source nodes to target nodes in the biological
domain is a common area of research (Yeang et al., 2004; Ourfali et al., 2007; Medvedovsky et al., 2008; Shachar et al., 2008; Suthram et al., 2008; Yosef et al., 2009; Gitter
et al., 2010; Silverbush et al., 2011; Lecca & Priami, 2013; Mitra et al., 2013; Melas
et al., 2015; Lo et al., 2015; Zuo et al., 2015; Kulbe et al., 2016; Lages et al., 2018). There
are many computational approaches that attempt to connect relevant biological
entitites, these include: undirected instead of directional subnetworks (Zhao et al.,
2008), rooted trees (Scott et al., 2006; Schrynemackers et al., 2015), random walks
(Faust et al., 2010; Seal et al., 2015), parallel pathways (Lu et al., 2007), probabilistic
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graphical models (Friedman, 2004; Zuo et al., 2015), and dense highly-connected
subnetworks (Bader & Hogue, 2003).
Some variations have used an objective function based on the Steiner tree method
(Scott et al., 2005; Dittrich et al., 2008). The objective in the Steiner tree problem is to
connect all the sources into a tree structure using a minimal number of connecting
edges and intermediate nodes. A variant of this method that uses weighted elements
is known as the Prize-Collecting Steiner tree (PCST), and it has been used to infer
signalling pathways (Huang & Fraenkel, 2009). Another variation, known as the
Prize-Collecting Steiner forest approach allows for multiple disjoint trees (Tuncbag
et al., 2013).
In the viral replication work presented in this thesis, we use an Integer Programming (IP) based approach that was developed previously (Chasman, 2014;
Chasman et al., 2014a,b). An IP approach was chosen due to the biologically relevant constraints that are more applicable to our domain. The IP factors in the
various properties of our background network including protein complexes and
reactions between entities. We perform subnetwork inference using a variety of
different data sets from various sources. More specifically, we use information
extracted from the scientific literature in conjunction with experimental evidence
from structured databases and individual studies. We treat literature-extracted
information similarly to the experimental evidence, and therefore we are able to
use the same objective functions and constraints as in previous work (Chasman
et al., 2014a).
Our approach to the viral replication task uses a gene-ranking method to prioritize genes for inclusion in the inferred subnetwork. This approach is based on
using a diffusion kernel to weight nodes in the graph. Several inference approaches
include methods that apply graph kernels or flow algorithms to an interaction
network to prioritize genes in the subnetwork (Vanunu et al., 2010; Chen et al., 2011).
A similar technique, known as network propagation, attempts to transform a short
list of candidate genes into a genome-wide profile of gene scores that are based
on proximity to candidates in a gene network (Cowen et al., 2017). Our approach
combines a gene-prioritization method with a directed network inference method.
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In the viral replication task, our approach has constraints that establish the size
of the inferred subnetwork, unlike other tree and shortest-paths methods which
attempt to infer minimal subnetworks without size constraints.
We also present work in which we study breast cancer tumor growth. For
this task, we also use an integer programming approach, but while some of our
constraints are borrowed from the previous work, we develop unique constraints
and new objective functions that are necessary for this specific task. More specifically, our objective is to reach as many target nodes as possible from one source
node. Since our target nodes are genes that were identified via differential expression experiments, we add constraints that incorporate this regulatory information.
Again, we include information extracted from the scientific literature into this approach. Whereas in the viral replication studies we focus on genes and host-virus
interactions, in this study we focus on augmenting the background network with
regulatory interactions among human genes and proteins.

Applications of Subnetwork Inference
One of the tasks we present in this paper is directly based on previous work done
on viral replication. The work we present in Chapter 3 and Chapter 4 is most
closely related to the work done by Chasman et al. in which they have applied their
integer program approach to a variety of different biological settings (Chasman,
2014; Chasman et al., 2014a,b). They used an integer programming approach to infer
host gene networks involved in viral replication as well as salt response signaling
pathways in yeast. We also use variants of the same integer programming approach
to infer host gene networks involved in replication for a variety of viruses.
While previous studies have used influenza and HIV-1 as the viruses of interest
(Gitter & Bar-Joseph, 2013; Hao et al., 2013; Chasman et al., 2014a), we expand the
domain of these studies by focusing on other viruses. In Chapter 3, we focus on
HIV-1 viral replication, while in Chapter 4 we address subnetwork inference for
Dengue, Hepatitis C, Influenza A, West Nile, and Zika viruses.
When inferring subnetworks, the choice of source nodes and target nodes can
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vary between studies. For example, in the approach by Gitter et al., the sources are
human proteins that are known to directly interact with a viral component, and
targets are human genes whose expression is measured over several time points
during viral infection (Gitter et al., 2010; Gitter & Bar-Joseph, 2013). In our approach,
the source nodes are a set of genes identified through genome-wide screens, and the
targets are host genes that interact with viral components. The work by Chasman
et al. (2014a) and our work in Chapter 3 uses genes identified by RNAi studies as
the source nodes. In Chapter 4, our source node sets also incorporate information
from CRISPR/CAS-9 screens. The work presented here also differs from the work
by Chasman et al. (2014a) in the fact that we do not attempt to differentiate between
dependency factors and restriction factors.
Subnetwork inference has been applied to characterize processes other than
viral replication (Yeang et al., 2004; Vanunu et al., 2010; Chen et al., 2011; Poon
et al., 2014b). An example of another application, is the salt response in yeast
(Chasman et al., 2014b). In this study, an inferred subnetwork presented many
novel predictions by identifying new regulators, and discovering previously unknown intermediates with a high degrees of connectivity. These highly connected
intermediates, or “hubs”, were predicted to be involved in signalling responses
caused by salt activated stress. The analysis predicted that a specific enzyme, Cdc14
phosphatase, is a central hub in the network. Using this information, the researchers
discovered that altering the amount of growth-related transcripts (by modifying
RNA polymerase II), lead to induction of various genes related to stress-defense
Chasman et al. (2014b). Our work once again expands the domain of subnetwork
inference applications by using the IP subnetwork inference approach to discover
intermediates and paths for a transcription factor involved in breast cancer tumor
growth in hopes of discovering potentially important “hubs”.
Subnetwork inference approaches can also used to identify gene regulatory
subnetworks that are representative of the biological changes caused by a specific
disease or phenotype. These regulatory subnetworks have potential value by identifying various disease pathways that could help in treatment or diagnosis. There
are a variety of strategies that attempt to handle this problem. The methodologies
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focus on identifying combinations of both interactions and biological elements that
have significant gene expression responses to certain conditions. Examples of these
responses include genes that are differentially expressed for a specific condition, as
well as sets of interactions that connect genes that may be correlated (Ideker et al.,
2000; Guo et al., 2007; Ma et al., 2011). Transcriptome or gene-expression data can
also be used to help infer subnetworks (Chen et al., 2014; Chasman et al., 2014b). In
our breast cancer study, one of our objectives is to connect a transcription factor
source node to as many target nodes that are known to be differentially expressed
when expression of the transcription factor changes.

Inferring Subnetworks with Information Extracted from the
Scientific Literature
A major contribution of this thesis is that we use information extracted from the
scientific literature to augment the subnetwork inference approach.
We believe we are at the forefront of using literature-extracted information
to augment subnetwork inference involved in viral replication. However, there
have been other studies that use literature-extracted information to infer regulatory
pathways. Previous work has been done in which relations between human genes
have been extracted from the scientific literature and used in conjunction with
microarray data to identify regulatory pathways involved in cancer (Chen et al.,
2014). One of our approaches is more specific by focusing on pathways involving a
specific transcription factor involved in breast cancer.
There have also been methods developed that help identify pathways and
subnetworks constructed from both experimental and text based data (Rzhetsky
et al., 2004). Two tasks in the BioNLP 2013 Shared Task competition investigated
automatically constructing networks from the scientific literature alone (Nédellec
et al., 2013). Given a set of relevant biomolecular entities, one task focused on
extracting pathway-relevant events (e.g., gene expression, regulation, binding),
while the other task focused on constructing a gene regulatory network for the
model bacterium Bacillus subtilis using the entities from the first task. These studies
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focus on the interactions of the species as a whole, while our approach focuses on
inferring subnetworks for specific biological processes using literature-extracted
information.

2.2

Subnetwork Filtering and Visualization
Techniques for Improving Interpretability

While inferred subnetworks are less complex than their corresponding background
networks, it is still common for the subnetworks to be difficult to interpret. It is for
this reason that various filtering and visualization tools have been developed to aid
in interpretation of biological subnetworks.
Within the human genome are about 25,000 protein coding genes. These genes
are not all active within every cell. Certain genes involved in tissue function are
only active within the corresponding tissue cells. A common filtering technique
uses information about the functionality of genes at the tissue level. Lists of tissuespecific genes can be used to filter interaction data by only including edges that
connect genes that are within a tissue specific list (Chasman, 2014). There are
multiple software packages and tools that use a tissue-based filtering approach
in order to improve interpretability of networks (Yang et al., 2008; Lee et al., 2009;
Schaefer et al., 2013). Interaction databases have also been assembled that allow
users to query on a list of genes and have returned a set of tissue-specific interactions
related to those genes (Kotlyar et al., 2015). Tissue-specific filtering has also been
used to perform comparative analysis of several popular interaction databases
in order to make recommendations for additional experimentation (Lopes et al.,
2011). It is also possible to prioritize genes related to specific diseases using these
tissue-specific interaction databases (Magger et al., 2012).
Filtering and inference methods are not restricted to tissues. It is possible to
take advantage of various “-omic” data (genome, metabolome, interactome, etc.) to
better interpret pathways as well as infer subnetworks (Huang & Fraenkel, 2009;
Nibbe et al., 2010; Moreno-Risueno et al., 2010; Lecca et al., 2011; Pastrello et al., 2014).
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Different clustering algorithms can be used with transcriptomic maps to find groups
of co-expressed genes. Regulatory hierarchies of gene expression can be inferred by
identifying genes belonging to the same co-expression clusters. The genes within
these clusters can be assumed to be co-regulated by similar transcription factors
(Moreno-Risueno et al., 2010).
Filtering methods can also reduce the presence of nodes that are reported as
relevant to many conditions, or that have very high degree in order to improve
the interpretability of the subnetwork (Wang, 2010). For example, proteins like
Ubiquitin tend to interact with a multitude of proteins which adds to the complexity
when both inferring a subnetwork and constructing views from the subnetwork. It
is for this reason that we remove Ubiquitin from our background networks when
inferring subnetworks.
Chasman (2014) attempted to gain better insight into the subnetworks they
constructed in the HIV-1 host-virus interaction domain. In the HIV-1 host-virus inference task (described in more detail in Chapter 3), the sources and targets together
comprise thousands of genes and this makes the inferred subnetwork difficult to
manually inspect. Therefore, a method is needed that allows a researcher to focus
on the parts of the subnetwork that are most relevant to a cellular process or gene
set of their choosing. Given a set of relevant nodes, and a consensus subnetwork
that has been identified by specifying a node or edge confidence threshold on the
inferred subnetwork, Chasman (2014) extracts a view onto the inferred subnetwork.
The view consists of a set of paths that contain genes whose role in viral replication
is predicted to be similar to that of genes present in the user selected gene set. The
goal of the view is to make the subnetwork easier to interpret by focusing on specific
processes with which it overlaps.
While previous work has used known entities that are related to specific functions (i.e., the ESCRT pathway), we identify genes using the scientific literature
in order to extract views related to viral replication sub-processes. We contend
that the use of literature will allow researchers to extract views for a multitude of
potential sub-processes for a variety of different applications/domains.
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2.3

Information Extraction from the Biomedical
Literature

A major element of this work is to use information extracted from the scientific literature. Here we describe common methodologies involved in extracting information
from the scientific literature, and other natural language processing techniques that
are necessary for these methodologies.

Identifying Relevant Genes
Due to the large amount of biological literature, it is difficult to easily identify which
genes are relevant for specific phenotypes of interest. One of the tools we developed
in our lab to handle this problem is a system called Gadget (Ziegler et al., 2019).
Gadget takes as input a query and outputs a ranked list of genes associated with
that query. This is accomplished by using keyword matching on a set of abstracts
in conjunction with gene-to-abstract matching files. Genes are ranked based on the
co-occurrence proportion calculated using the number of abstracts mentioning a
gene and a query along with the total number of abstracts mentioning the gene.
This ranked list of genes provides access to abstracts for the genes returned, thus
potentially guiding research experimentaion. Another tool that performs a similar
function is KinderMiner (Kuusisto et al., 2017). While Gadget focuses on returning
a ranked list of genes (and metabolites), KinderMiner returns a ranked list of target
terms (e.g., transcription factors or drugs) by their association with a query. The
eGIFT system (Tudor et al., 2010) is also able to associate text terms with genes.
However, instead of returning a ranked list of genes related to a query, it returns an
alphabetical list of genes associated with a closed vocabulary of terms.

Named Entity Recognition
There are multiple types of information that can be extracted from the biomedical
literature and analyzed. One type of analysis that is useful is the identification
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of certain classes of entities. This task is called named entity recognition (NER).
Systems that perform NER take as input raw text and return annotated text that
identifies mentions of entities of interest. In the biomedical domain, the types of
named entities that are commonly recognized include: genes, proteins, cell lines,
cell types, chromosomal locations, drugs, diseases, species, and disorders (Shatkay
& Craven, 2012). One of the factors that makes the task of NER difficult in the
biomedical domain is the fact that genes and proteins have multiple representations.
For example, BRCA1 is short for breast cancer type 1 susceptibility protein. A system
that performs the NER task well would be able to map both of the synonyms of the
gene to a single entity.
A straight-forward approach to named entity recognition is to look for matches
against a predefined dictionary of entity names. This approach is limited for
multiple reasons. First, this approach typically assumes that the provided dictionary
is complete. Second, it cannot address the problem of homonymy (words that
are spelled the same but have different definitions). There are several genes that
are homynyms of common words. An example of this is the fruitfly (Drosophila
melanogaster) gene known as And. A dictionary based approach would have trouble
distinguishing between occurences that involve the gene and the common word.
String matching is not the only way to perform NER. A wide variety of machinelearning based methods have been applied to the task. A machine learning approach to NER can employ a wide array of features, and frame the NER task as a
classification problem. Various algorithms from support vector machines to deep
neural networks have been used to perform this task (Ju et al., 2011; Yao et al., 2015).
It is also possible to use methods that take advantage of the sequential nature of
the linguistic context in which names are found. Many of the most accurate named
entity taggers are based on probabilistic sequence models such as hidden Markov
models and conditional random fields (Sun et al., 2007; He & Kayaalp, 2008)).
One tool that tags entities within the biological domain is known as PubTator
(Wei et al., 2013). PubTator provides automated annotations for five common types
of biological entities (gene, disease, chemical, species, and mutation). PubTator
tags entities by using a variety of machine learning models. We use entities tagged
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by PubTator to help in our relation-extraction model building.

Dependency Parsing
One popular syntactic tool to use in biological relation extraction is dependency
parsing (Chen et al., 2014). Dependency parsing is based on the fact that words in a
sentence are connected to each other by syntactic relationships. A verb is typically
the structural center and all other words are connected to the verb by directed links
(called dependencies). A dependency parser analyzes the grammatical structure of
a sentence, and outputs a parse tree based on the dependency relations between
words. There are various computational approaches to generating dependency
parses (Manning et al., 2014). One common natural language processing package
that performs dependency parsing is the Stanford CoreNLP Pipeline (Manning
et al., 2014). The parser uses a transition-based parsing approach in conjunction
with neural networks to produce parse trees (Chen & Manning, 2014).
Dependency relations have formed the basis for various features, including
syntactic features like shortest dependency paths between entities, in machinelearning approaches to information extraction. These syntactic features can be used
with lexical and semantic features in various natural language processing tasks
such as relation extraction (described in next section). In our work, we use syntactic
dependency parsing to build features for our relation extraction models.

Relation Extraction
Identifying relations among entities is another common task in the natural language
processing domain. This task is known as relation extraction. There has been much
research in biomedical relation extraction due to the role that genes, protein, and
drug/chemical interactions have in different biological processes. In the biomedical
domain, relations that are commonly extracted include interactions among proteins
and other entities, subcellular localization, transport relationships, and gene-disease
associations (Shatkay & Craven, 2012). There are a variety of ways in which relation
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extraction has been approached. These methods include co-occurence, rule based
approaches, kernel approaches, and various machine learning models.
Identifying co-occurence between entities is a fairly straightforward technique
to identify relations in the biological domain. Co-occurence attempts to identify
relations based on the frequency at which entities are mentioned together. The
logic behind this approach is that if entities are mentioned together often, there is a
chance that they share a specific relation. For example, co-occurrence has been used
as a method to calculate and evaluate the associations between drugs and diseasess
within the biological literature (Chen et al., 2008). Work has also been done in which
trained relation extraction models have been combined with co-occurence to infer
protein-protein interactions (Bunescu et al., 2006).
Another common technique in relation extraction is to use rule based approaches.
Rules are either generated manually by domain experts or automatically by machine
learning methods. These rule based approaches have been used to identify relations
for a variety of entities in the biological domain including protein-protein interactions and drug-drug interactions (Abacha & Zweigenbaum, 2011; Segura-Bedmar
et al., 2011).
Both supervised and unsupervised machine-learning based techniques for classification are also widely used methods for relation extraction in the biomedical
domain (Xiao et al., 2005; Ciaramita et al., 2005). Supervised techniques like Support
Vector Machines (SVMs) have been used to extract the relations between medical
records and treatments (Rink et al., 2011). Supervised machine learning techniques
have also been applied to detect and classify relations between diseases and treaments (Bundschus et al., 2008).
Various types of parses (such as dependency parsing and phrase structure parsing) have been utilized to extract different types of relations within the biological
literature (Miyao et al., 2008). Syntactic patterns that are learned from labeled
examples can be matched against text using sequence alignment algorithms to
detect protein-protein interactions (Hakenberg et al., 2005). Kernel based methods
have also been applied in conjunction with dependency parses to identify relations within the scientific literature (Airola et al., 2008; Miwa et al., 2009). These
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approaches convert the information in dependency parses into a graph-like representation that kernel based learning algorithms can utilize. Syntactic dependency
paths between entities have been used in state-of-the-art learned models as well as
rule-based relation extraction methods (Shatkay & Craven, 2012).
In this work, we apply a machine learning based approach where we train a feed
forward neural network on distantly labeled instances. We use shortest syntactic
dependency paths as a subset of features to train our models. We train several
models related to various relations of gene-gene, gene-protein, and protein-protein
interactions.

Event Extraction
Although binary relations can be used to represent many biological relationships,
some relationships can only be represented with more complex structures. A
sentence can contain dynamic interactions among arguments. These dynamic
interactions are known as events. An event is typically identified through a trigger
word or phrase that categorizes the event into a specific type (Vanegas et al., 2015).
The arguments are categorized as themes and/or causes. Themes indicate the
entities (genes, proteins, etc.) that are the subject of an event, while causes are the
entities that cause the given event. Complex cases, such as regulation events, may
be made up of other individual events. These complex events require the detection
of nested structures and themes (Vanegas et al., 2015).
Event extraction methods can be categorized in a variety of ways. One approach
is to use a pipeline, where the output of the preceding step is used as input to
the subsequent step (Tsochantaridis et al., 2005; Vlachos & Craven, 2011; Björne
& Salakoski, 2013). The pipeline is typically formulated as a series of phases that
include machine-learning classifiers. For example, some systems might first try to
identify triggers and then attempt to link the triggers to their associated themes
and causes. An alternative to the pipeline architectures are statistical joint inference
methods. These methods perform the analysis in one phase by classifying each
candidate argument path as a whole (Taskar et al., 2004; Riedel et al., 2009; Poon &
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Vanderwende, 2010).
In Chapter 3, we use an event extraction tool, Literome, to identify relations
between human proteins and genes (Poon et al., 2014a). While we do not perform
event extraction to predict host-virus interactions, we believe it is worth exploring
in the future.

Word Embeddings
Word embeddings provide a way to represent a vocabulary of words in a condensed
vector representation. These condensed vectors can be employed by a variety of
natural language processing tasks that use machine learning models (e.g., deep
neural networks) including named entity recognition and relation extraction. One
popular word embedding model is Word2Vec (Mikolov et al., 2013) developed
at Google. Several word embbeding techniques have been used for biological
documents (Li et al., 2015; Jiang et al., 2015; Mehryary et al., 2016).
While the work presented here does not use any word embedding models, we
did explore the use of word embeddings for our relation extraction model using a
long short term memory deep neural network architecture.

2.4

Distant Supervision

Distant supervision is a technique used to heuristically label data sets for training
information-extraction systems. The appeal of distant supervision is that it does not
require any manual human expert annotation but rather utilizes existing knowledge
bases (KBs) to label a training corpus (Craven et al., 1999; Mintz et al., 2009). Distant
supervision can automatically generate training examples for relation extraction
systems by labeling relation mentions in the source corpus according to whether
the argument pair is listed in an external knowledge base. This method significantly
reduces human efforts for obtaining training data for relation extraction.
Multiple modifications have been made to distant supervision over time. It
has been shown that accuracy of distant supervision tends to be lower when the
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knowledge base is not tightly aligned to the text corpus (Riedel et al., 2009; Zheng &
Blake, 2015). Work by Takamatsu et al. (2012) attempted to reduce incorrect labeling
by using an algorithm that removes mentions that match low probablity patterns
(Min et al., 2013). The probability patterns were estimated from a heuristically
labeled data set. Similar work has also used probability patterns of relations, but
instead of removing mentions, they attempt to relabel the examples (Sun et al., 2011;
Min et al., 2013). Distant supervision potentially generates a significant number of
false negatives if the knowledge base is incomplete. Min et al. (2013) proposed an
algorithm that learns from only positive and unlabeled instances with results that
demonstrate an advantage over existing algorithms.
The earliest use of distant supervision involved work in the biological domain,
more specifically on protein sub-cellular localization (Craven et al., 1999). Craven
and Kumlien used a Naive Bayes classifier with a “bag of words” representation of
text as well as a relational learner. They aligned the Yeast Protein Database (YPD)
(Hodges et al., 1998) with abstract sentences describing the relation instances in the
YPD to get positive examples (Craven et al., 1999). More recent work on subcellular
localization has also used distant supervision (Zheng & Blake, 2015).
Distant supervision has also been used to extract protein regulatory interactions.
Work at Microsoft Research on a system known as Literome presents the first
attempt to formulate the distant supervision problem for pathway extraction and
applies a method known as MultiR to extracting pathway interactions from PubMed
abstracts (Poon & Vanderwende, 2010; Poon et al., 2014a). MultiR attempts to solve
the problem of noisy labels in positive examples by casting distant supervision as a
form of multi-instance learning. MultiR assumes that in all sentences that contain a
certain pair of entities which participate in a known relation, at least one sentence
expresses the relation (Riedel et al., 2010). Experiments conducted using Literome
show that distant supervision can effectively compensate for the lack of annotation,
attaining an accuracy approaching supervised results. From 21 million PubMed
abstracts, the researchers extracted 1.5 million pathway interactions at a precision
of 25% (Poon et al., 2014a,b).
A major portion of the work presented in this thesis uses distant supervision to
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label instances in order to train a variety of models.

2.5

Evidence Combination

When performing information extraction from the biological literature, individual
entities and relations may occur multiple times within the corpus. This is especially
true for large corpora. A large portion of the work presented in this thesis involves
extracting different types of interactions between biological entities (i.e., proteinprotein interactions, protein-gene interactions, and gene-gene interactions). The
entities and the relations we are attempting to extract may be represented over
multiple occurrences in the corpus. A key problem is deciding how to combine
individual instance pair relation predictions across these multiple occurrences. We
refer to this problem as evidence combination. In evidence combination for relation
extraction, we group instances with the same entity pair mentions together. We
call these groupings “bags”.
Previous methodologies revolve around using various statistical models and
heuristics that combine evidence across multiple instances. A common heuristic is
the Noisy-OR gate. Noisy-OR treats all predictions as independent and assigns a
value to the bag that represents the probability of at least one of the instances in
the bag being positive (Koller et al., 2009). Noisy-OR is typically used as a baseline
approach when comparing evidence combination methods (Skounakis & Craven,
2003; Downey et al., 2006). Another heuristic that could be used for evidence
combination is Soft-OR. In this method, the value assigned to the bag is equal to
the highest value of all the instances within the bag (Koller et al., 2009).
More complex probabilistic models have also been developed to perform evidence combination. Skounakis & Craven (2003) developed a model within the
supervised setting. Their approach (known as Bayesian evidence combination of
instance predictions or BECEP) uses a binomial model, in conjunction with the false
positive and true positive rates of the classifier, to determine the probability that at
least one occurrence in a bag of similar instances is positive. Probabilistic evidence
combination methods have also been developed that use conditional random fields
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(CRFs) to assign accurate probabilities based on features extracted from the text
(Culotta & McCallum, 2004). Combinatorial “balls and urn” models have also been
used to perform evidence combination (Downey et al., 2006). This method factors
in sample size, redundancy, and corroboration from multiple extraction rules to
generate a probability that an extracted relation is correct (Downey et al., 2006).
The methods described above are probabilistic in the sense that the value assigned to the bag is a probability of belief for the relation. Other approaches to
evidence combination do not rely on probabilistic representations. Heuristics like
Soft-Count, which simply sums the individual outputs within a bag, have also
been used. Other heuristic methods that use a Weighted Majority voting scheme
tend to achieve poor results. These heuristic methods have been used as baseline approaches when comparing evidence combination approaches (Skounakis & Craven,
2003).
While approaches like Noisy-OR treat the instances independently, in Chapter 5
we investigate an approach which factors in the similarity between instances. Our
approach uses undirected graphical models that assign a combined probability
using similarity between instances. The cosine-similarity is calculated from the
hidden units and weights of the neural network used to make predictions. More
specifically, we generate vectors for each instance calculated from the hidden unit
activations and gradients of the output of the model with respect to the weights
within our model. We then calculate pair-wise cosine similarities between instances
using these vectors.
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3

augmenting subnetwork inference

This chapter presents our work on using literature-extracted information to augment
the subnetwork inference approach on to two different applications: characterizing
the subnetworks involved in HIV-1 replication and breast cancer tumor growth. We
show that by using literature-extraction systems, we can augment different inputs
required by our approach and improve the predictive accuracy of our inferred
subnetworks. We augment our source node sets by using a system that identifies
relevant genes from the literature given a specific query. We use a system that
identifies human gene/protein interactions in order to augment our background
network. In both of our applications we show that using this literature-extractedinformation helps to improve the results based on various evaluation criteria.
This work was done in collaboration with Deborah Chasman, Amanda Henning,
Hoifung Poon, Eunju Park, Paul Ahlquist, and Mark Craven. Elements of this work
were published in PLoS Computational Biology (Kiblawi et al., 2019).
Data and code for this work can be found at:
https://github.com/Craven-Biostat-Lab/subnetwork_inference.

3.1

Introduction

An important and pervasive type of analysis in systems biology research is to
characterize the set of molecular entities and interactions that are involved in a
biological process or response of interest. This type of analysis, which we refer to as
subnetwork inference, takes as input background knowledge describing potentially
relevant entities and interactions (a background network), along with experimental
data characterizing the relevance of entities to the response of interest. It returns as
output a subset of the entities and interactions (a subnetwork) that are predicted
to be centrally involved in the response. This approach has been shown to lend
insight and make accurate predictions in a wide range of biological applications.
However, it suffers from several key limitations that arise due to the reliance of
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the approach on curated databases of interactions. In this chapter, we explore
several ways in which the subnetwork inference approach can be augmented with
information that is automatically elicited from the scientific literature, and we
empirically demonstrate that such literature-extracted information can lead to more
accurate and interpretable subnetworks.
Figure 1.1 in Chapter 1 provides an overview of the subnetwork inference task.
One of the inputs to the subnetwork-inference approach is a background network
consisting of (i) entities such as genes/proteins and complexes, and (ii) intracellular
interactions such as protein-protein interactions, protein-DNA interactions, protein
constituents of a complex, etc. The background network is commonly assembled
by integrating interactions from publicly accessible, curated databases such as
BioGRID (Stark et al., 2006) and Reactome (Croft et al., 2013). Note that although
each of these interactions is believed to occur in some cellular context, many of
them may not be involved in the response of interest. When representing the
background network as a graph, the nodes correspond to entities and the edges
correspond to interactions. The other inputs for the task typically are sets of source
and target nodes. These sets might be identified by experimental data or they might
be defined using background knowledge. The computational task of subnetwork
inference is to (i) identify a subset of edges and nodes in the graph that enable the
sources to be connected to the targets, while (ii) adhering to constraints that specify
required properties of the subnetwork (e.g., there must be at least one path from
each source to a target), and (iii) optimizing an objective function that describes
desirable properties of the subnetwork (e.g., it must be minimal in some sense).
Here, we consider two applications of subnetwork inference that are representative of the general task. The first application is to infer the host-cell subnetwork that
is exploited by HIV during virus replication. In this analysis, the source nodes are
host genes that have been identified as playing a significant role in viral replication
via RNAi assays that systematically knock the genes down. The target nodes are
HIV proteins. The goal of the inference task is to determine a subnetwork that explains how the RNAi-identified genes might be affecting HIV replication (Chasman
et al., 2014a; Chasman, 2014).

26
The second application we consider is focused on characterizing a nuclear
receptor, NR2F1, which is an important factor mediating the activity of the Mcs1a
Mammary Carcinoma Susceptibility locus, and may have therapeutic relevance to
triple-negative breast cancer (Smits et al., 2013). In this analysis, NR2F1 is the sole
source node, and the target nodes correspond to the genes that are differentially
expressed when NR2F1 is overexpressed. The goal of the subnetwork inference
task in this case is to identify the regulatory interactions that link NR2F1 to its
downstream-regulated genes.
Although the subnetwork inference approach has proven to have significant
value in a range of applications (Liang et al., 1998; Akutsu et al., 1999; Ideker et al.,
1999; Reiser et al., 2001; Yeang et al., 2004; Markowetz & Spang, 2007; TamaddoniNezhad et al., 2006; Ourfali et al., 2007; Medvedovsky et al., 2008; Vaske et al., 2009;
Peleg et al., 2010; De Maeyer et al., 2013), it suffers from a number of key limitations.
One of the limitations is that the ability of the approach to identify a subnetwork
that provides an accurate characterization of the response of interest is limited by
the completeness and accuracy of the interactions represented in the background
network. This, in turn, is determined by the completeness and accuracy of the
curated data sources from which the background network is assembled. Although
curated databases of molecular interactions tend to have high accuracy, it is well
known that they capture only a fraction of the interactions that actually occur in cells.
Moreover, these data sources are limited by what they have deemed eligible for
inclusion, which are typically experimentally verified direct physical interactions.
Few resources include indirect interactions, for example. Another limitation of the
subnetwork-inference approach is that the putatively relevant entities – the sources
and targets – may also be incomplete. Consider, for example, the task of identifying
host genes involved in HIV replication from RNAi experiments. We know that
RNAi screens in this context are likely to result in many false negatives, and even
with multiple screens, we are likely to not detect many of the involved host genes
(Hao et al., 2013). A third limitation of the approach is that inferred subnetworks
may be complex and hard to understand. This may be the case simply because the
number of relevant nodes is large. For example, in the HIV application, more than
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a thousand genes are detected by the experimental screens as being relevant to HIV
replication.
We argue that subnetwork inference methods are hindered by failing to take
advantage of the wealth of knowledge that is represented only in the scientific
literature, as opposed to structured databases. The hypothesis driving the research
presented here is that we can more accurately characterize responses of interest by
automatically extracting and leveraging information from the scientific literature. In
this article, we investigate the use of literature-extracted information to (i) augment
the set of nodes identified as sources in a subnetwork inference task, (ii) augment
the set of interactions used in the background network, and (iii) support targeted
browsing of a large inferred subnetwork by computing views of the subnetwork
which consist of nodes and edges that are closely related to concepts of interest.
Whereas an inferred subnetwork represents a process of interest (e.g., HIV replication), views can be used to identify and inspect more specific concepts within the
inferred subnetwork (e.g., membrane scission). Figure 3.1 illustrates the first two of
these augmentations, while Figure 3.2 represents the task of generating a view of a
subnetwork.

3.2

Methods

In this section, we describe two subnetwork-inference applications that we address using integer programming (IP). We also describe ways in which we have
augmented this approach by using literature-extracted information.

HIV Host-Virus Interaction Task
One approach to characterizing the host cellular machinery that is hijacked by a
virus is to systematically suppress host gene products using techniques such as
RNA interference (Cherry et al., 2005), mutant libraries (Kushner et al., 2003), or
CRISPR/Cas9 (Zhang et al., 2016).The objective of these genome-wide screens is to
identify a set of host genes, which we refer to as hits, whose loss has a significant
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Figure 3.1: General representation of a background network augmented with information from scientific literature. The background network is composed of source
nodes (black), target nodes (blue), and interactions (dashed and solid lines). Elements outlined in red represent information extracted from the scientific literature.
In this case, the literature has been used to identify another source node (A), an
additional target (V), and two additional interactions.

effect on the virus. These screens do not reveal how the gene products of these
hits are organized into the pathways that replicate the virus. Moreover, they may
fail to detect a large number of host genes that are involved in the process (Hao
et al., 2013). Here, we computationally infer directed subnetworks that attempt to
predict the pathways through which the hits assist in viral replication and also
identify additional host genes that are involved in the process (Chasman et al.,
2014a; Chasman, 2014). The methodology described here for subnetwork inference
is based on and taken from previous work we have done using an integer program
(IP) to infer the relevant subnetworks (Chasman et al., 2014a; Chasman, 2014).
In this task, which is illustrated in Figure 3.3, the source nodes are the genes that
are found to be essential to HIV replication when knocked down using RNAi (i.e.,
the hits from these studies), and the target nodes are viral components which can
be reached in the network via host factors that are known to interact directly with
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Figure 3.2: General representation of a view generated from a subnetwork. The
first panel shows an inferred subnetwork. The second panel shows a view (yellow
background) which delineates a set of nodes and interactions that are related to
a concept of interest. The inferred subnetwork and view are composed of source
nodes (black), target nodes (blue), and interactions (dashed and solid lines). Elements outlined in red represent entitities and interactions used as the basis of the
view (i.e., those most closely linked to the concept).

them. We refer to these host factors that directly interact with viral components as
interfaces. The goal is to infer a subnetwork consisting of paths, each of which is a
linear chain of interactions that begins with a hit (a source) and ends with a host
gene product that directly interacts with a viral protein (a target).
The hits come from five RNAi screening studies that have identified human
genes involved in HIV replication (Brass et al., 2009; König et al., 2010; Zhou et al.,
2008; Yeung et al., 2009; Liu et al., 2011). The union of the hit sets contains 1,178
host genes that act as source nodes in our subnetwork inference process. We
compile a set of human-HIV interface proteins from the NCBI Human HIV-1 Protein
Interaction Database (Fu et al., 2008) and BioGrid(Stark et al., 2006). From these
databases, we select as interfaces those host gene products that have a direct physical
interaction with an HIV protein. In total, the background network graph contains
1,693 interfaces, 195 of which are also RNAi hits.
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Figure 3.3: Overview of the HIV host-virus subnetwork inference task. The first
panel displays a background network composed of source RNAi hits (black), interface nodes (green), and interactions (dashed and solid lines). Each interface is
connected to a target viral component (blue). We can optionally augment the set of
sources by using genes identified by Gadget as being relevant to HIV replication
(red outline). The second panel displays an inferred subnetwork. Elements of the
background network that are not included in the inferred subnetwork are shown
in light grey.

A background network is assembled from publicly accessible databases. We
retrieve protein-kinase interactions, post-translational modification, and proteinprotein interactions from a variety of sources (Newman et al., 2013; Stark et al., 2006;
Schaefer et al., 2012; Keshava Prasad et al., 2008). Protein complexes and reactions
are taken from the Reactome collection of curated pathways (Croft et al., 2013).
The network is represented as a partially-directed graph. Each protein-protein
interaction is represented as an edge in the graph, with directed interactions (such as
kinase-substrate) represented as directed edges. Protein complexes are represented
as separate nodes, with directed edges linking constituent genes to the complex.
The reactions are separate nodes in the graph, with directed edges coming in from
their inputs and catalysts, and directed edges going out to their products. The
inputs and outputs to the reactions may be molecules, gene products, or protein
complexes, and the catalysts may be gene products or protein complexes. The
baseline background network graph contains a total of 197,184 edges among 22,192
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nodes, which include 9 HIV genes and 14,534 human genes. The remaining nodes
are complexes, reactions, and small molecules.
The first step in our subnetwork inference approach is to generate a set of
candidate paths. Using the hits as source nodes, we use a depth-first traversal to
find all directed acyclic paths that lead from the source nodes to the targets. The
search is conducted to a maximum depth of three interactions, so all paths have
at most four nodes. All paths have the same directionality, going from the source
node to an interface target node.
We refer to paths, nodes, and edges that are included in an inferred subnetwork
as being relevant. The integer program identifies a subnetwork by determining
values for a set of binary variables that represent the relevance of paths, edges,
and nodes. The relevance of a path p is represented with a binary variable σp ,
which takes the value of 1 if the particular path is included in the subnetwork, and
0 otherwise. The relevance of an edge e is represented by the binary variable xe ,
which takes a value of 1 if the edge is in at least one relevant path, and 0 otherwise.
The relevance of a node n is represented by the binary variable yn , which takes a
value of 1 if the node is present in any relevant paths, and 0 otherwise.
The integer program determines the settings for these variables using the objective functions and constraints shown in Table 3.1. We denote the set of nodes as N,
the subset of source nodes (i.e., hits) as NH , and the subset of interface genes as NI .
NU is the set of unconfirmed genes – those that are neither hits nor interfaces. NC is
the set of protein complexes and NR represents reactions. E refers to the set of edges,
E(n) refers to the edges that touch a particular node n, and N(e) represents the
nodes that are involved in edge e. The set of paths is denoted as P. E(p) represents
all edges in a given path p, N(p) represents all nodes that are contained within
path p, P(n) represents the set of paths involving node n, and P(e) represents the
set of paths involving edge e.

Table 3.1: Objective functions and constraints for the host-virus integer program. The left column describes
each objective function and constraint. The right column provides the mathematical formulation for each.
Description

Mathematical Formulation

Objective Functions:
(1) Maximize sum of relevant node scores
(2) Maximize paths

max

n∈NU

∀e ∈ E
xe 6
∀p ∈ P
∀e ∈ E(p)

Nodes in relevant edges must be relevant
Nearly all hits must be relevant
∀c ∈ NC , β 6 1

P

P

yn 6 δ

σp
σp 6 xe

p∈P(e)

P
∀n ∈ N
yn 6 e∈E(n) xe
∀e ∈ E
∀n ∈ N(e)
xe 6 yn
P
H
n∈NH yn > (1 − )|N |
P
I
n∈NI yn > (1 − )|N |
n∈N(c)

yn + (1 − yc )|(N(c)| > β|N(c)|
β = 2 |N

∀c ∈ N , ∀e = (n, c) ∈ E
∀r ∈ NR , ∀n ∈ N(r)
C

Reaction substrates and products must be
relevant for reaction to be relevant

score(n)y
n
P
max p∈P σp

n∈NU

P

Constraints:
Limit the number of unconfirmed nodes
determined to be relevant
Edges in relevant paths must be relevant

Nearly all interfaces must be relevant
Majority of protein subunits must be
relevant for complex to be relevant

P

H ∪NI |+δ

20000

xe 6 yc
yr 6 yn
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The two objective functions are optimized sequentially. We use the first objective
function to select the relevant nodes, and the second to identify all possible paths
among those nodes. The rationale for the second objective function is to avoid
arbitrarily selecting the paths that are included in the subnetwork. Instead, we
opt to include all paths that satisfy the other constraints and connect the selected
nodes. We know that the set of hits is incomplete given that RNAi screens typically
have many false negatives (Hao et al., 2013), and thus we would like to predict
which other host genes are involved. However, we need a way to limit the size
of the inferred subnetwork so as to not include everything. In our IP, we control
the size of the inferred subnetwork by constraining the number of unconfirmed
genes that can be included in the subnetwork, and use the first objective function
to include those that maximize predicted relevance scores which are computed
using a diffusion kernel (Hofmann et al., 2008). The reasoning behind the use of
the diffusion kernel is that each relevant entity carries some amount of weight
and the kernel can diffuse out that weight to the nodes in close proximity in the
background network (Chasman, 2014). Each node in the network thereby receives
a weight according to how close and connected that node is to the set of relevant
genes (Chasman, 2014). After selecting which nodes are to be included in the
subnetwork, the second objective function then maximizes the inclusion of paths
from sources to targets that use these nodes. We solve the IP using a branch-and-cut
method (Danna et al., 2007). We perform the optimization using the GAMS/CPLEX
optimization platform.
Due to the fact that there are multiple solutions that satisfy all the constraints
and maximize the objective functions, we generate an ensemble of solutions and
then return a consensus subnetwork characterizing the nodes and edges that occur
with high frequency in the ensemble. We first construct 100 subsampled data
sets by holding aside 25% of the hits and interfaces in each, thus treating them as
unconfirmed genes. To construct the ensemble, we run the IP independently on
each subsampled data set.
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Augmenting HIV Host-Virus Subnetwork Inference with
Literature-Extracted Information
As mentioned above, the intersection among the hit sets identified by the RNAi
knockdown screens is quite small. Prior research has indicated that this is due to
the screens having many false negatives, and thus the number of genes involved
in viral replication is likely to be much larger than even the number represented
by the union of the HIV RNAi screens (Hao et al., 2013). To address this limitation,
we explore an approach that augments our hit set with additional genes that are
associated with HIV replication in the scientific literature. More generally, we can
think of this as an approach for augmenting a set of sources (or targets).
Our approach is based on a web-based tool called Gadget (Ziegler et al., 2019)
that we have developed. Gadget identifies and ranks genes and metabolites that
are associated in the biomedical literature with given queries. The queries may
specify phenotypes, disease states, drugs, genes, processes, and other concepts
that are expressible in a standard search-engine query language. Gadget ranks
the genes/metabolites according to their association with the query. It is able to
2×precision×recall
use several different ranking criteria, but the default criterion is F1 = precision+recall
where precision and recall are defined as follows. Let Ag represent the set of
abstracts mentioning gene g, Aq be the set of abstracts matching query q, and
Aqg be the set of abstracts that both mention gene g and match the query q. We
|Aq
g|
define adjusted precision as |Ag |+10
. The adjusted precision criterion includes a
“pseudocount” of 10 in the denominator in order to bias the measure towards those
genes for which there is more evidence indicating their association with the query.
|Aq |
We define recall as |Agq | , i.e. the fraction of the abstracts matching the query that
also mention gene g. F1 is the default ranking criterion in Gadget since it prefers
genes whose associated literature is both specific to the query ands cover many of
the query-relevant abstracts.
To augment our set of hits in the HIV subnetwork-inference task, we query Gadget for “HIV” which returns an additional 738 human genes that appear in two or
more query-matching abstracts and which were not already in our set of interfaces
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or RNAi-screen identified hits. Instead of employing Gadget’s ranking functions
in this analysis, we simply use all 738 of these genes. In our view-generation experiments, which are described shortly, we make use of Gadget’s ranking capability.
We add these 738 genes to the IP as additional sources, and generate an ensemble
of subnetworks as described above. This idea is illustrated in Figure 3.3 where
some of the nodes (those with a red border) have been determined to be sources by
Gadget.

NR2F1 Subnetwork Inference Task
In the second application we consider, our objective is to connect a nuclear receptor
known as NR2F1 (the source node) to a list of genes that are differentially expressed
when NR2F1 is over-expressed (the target nodes). Prior studies suggest NR2F1’s
potential as a therapeutic agent in triple negative breast cancers (TNBC) since
several lines of evidence indicate that NR2F1 may act as a tumor suppressor, given
its association with decreased proliferation and less aggressive clinical subtypes
(Smits et al., 2013; Aesoy et al., 2015). The subnetwork-inference task we consider
here is to find paths connecting NR2F1 to as many differentially expressed (DE)
genes as possible, while identifying other genes that mediate the regulation of the
DE genes. An overview of this task is shown in Figure 3.4.
RNA-Seq was used to identify a set of genes that were differentially expressed
when NR2F1 was overexpressed in a TNBC cell line. This set of 340 DE genes
served as the targets in our analysis. To assemble the background network, proteinprotein interactions were gathered from HPRD (Keshava Prasad et al., 2008) and
BioGRID (Stark et al., 2006). Protein-DNA interactions were gathered from MCF-7
ChIP-chip data collected by Kittler et al. (Kittler et al., 2013). Although MCF-7 cells
do not represent TNBC, this was the closest cell line for which ChIP-chip data was
available and our goal was to generously include candidate interactions that might
potentially be relevant to TNBC. Additional protein-DNA interactions relevant to
the differentially expressed genes were identified using the ENCODE ChIP-Seq
Significance Tool (encodeqt.simple-encode.org) (ENCODE Project Consortium and
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Figure 3.4: Overview of the NR2F1 subnetwork inference task. The first panel
displays a background network composed of the source NR2F1 (black), target
DE genes (blue), and interactions (dashed and solid lines). Transcription factors
are identified as bright magenta nodes. The background network is augmented
by a set of Literome interactions (red arrows). The second panel displays the
inferred subnetwork. Orange nodes show elements that are not considered source,
transcription factors, or target nodes; we refer to these as intermediate nodes in the
inferred subnetwork.
others, 2012). The input to the ENCODE tool consisted of our set of DE genes
The tool searches a 5000bp upstream and downstream window in all available cell
lines in order to find potential regulatory proteins associated with a given set of
genes. The complete background network consisted of 349,149 interactions (171,789
protein-protein and 132,662 protein-DNA interactions) and 14,874 genes/proteins.
Using NR2F1 as the source node, a depth-first traversal was used to find all
directed acyclic paths that lead from NR2F1 to the DE genes. Each path is required
to end in a direct protein-DNA interaction and the search was conducted to a
maximum depth of three interactions, so all paths had at most four nodes. All
paths have the same directionality, going from the NR2F1 source node to a DE
target node.
Given these paths, we infer an NR2F1 subnetwork by solving a series of integer
programs. The role of the IP approach is to select a subset of the paths (and hence
interactions and nodes) from the background network that reach as many of the DE
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genes as possible, while being parsimonious about incorporating non-DE genes,
and taking into account RNA-Seq expression levels indicating the relevance of each
included node. To incorporate RNA-Seq data into this process, normalized counts
per million values were obtained from edgeR (Robinson et al., 2010) and were used
to weight nodes for selection, with the requirement that incorporated genes be
expressed in MDA-MB-468 cells, which is a triple negative breast cancer cell line.
The rationale for the final objective function is to avoid arbitrarily selecting the
edges that are included in the subnetwork. Instead, we opt to include all edges that
satisfy the other constraints and connect the selected nodes.

Table 3.2: Objective functions and constraints for the NR2F1 integer program. The left column describes
each objective function and constraint. The right column provides the mathematical formulation for each.
Description
Objective Functions:
(1) Maximize number of DE genes reachable
(2) Minimize number of intermediates
(3) Maximize sum of included node scores
(4) Maximize edges included
Constraints:
Require at least one path to each reachable DE gene
Edges in relevant path must be relevant

Mathematical Formulation
P
max Pn∈NT yn
min
P n∈NI yn
max n∈N
PI yn rn
max e∈E xe
∀n ∈ NT

yn 6

∀e ∈ E
xe 6
∀p ∈ P
∀e ∈ E(p)

P
p∈P(n)

P

σp

σp
σp 6 xe

p∈P(e)

P
∀n ∈ N
yn 6 e∈E(n) xe
∀e ∈ E
∀n ∈ N(e)
xe 6 yn
P
T
DE genes must be connected by directed edge
∀n ∈ N
yn 6 e∈E→ (n) xe
P
I
Non-DE genes must have no incoming directed edge
∀n ∈ N
0 = e∈E→ (n) xe
Nodes in relevant edge must be relevant
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A description of the constraints and objective functions used in the IPs is shown
in Table 3.2. The objective functions are optimized in sequence, with the solution
to each subsequently being incorporated as a constraint before the next one is
optimized. We denote the set of nodes as N where each node, n, represents either
a protein or a target gene. NS is a single element set containing the source node,
NR2F1, and NT is the set of DE genes. NI represents the remaining nodes that are
not the source node or targets. The set of edges E represents both the undirected
(protein-protein interactions) and directed (protein-DNA interactions) edges. E(n)
refers to the edges that touch a particular node n, and E→ (n) refers to the set of
edges directed into node n. N(e) represents the nodes that are involved in edge
e. The set of paths is denoted as P. E(p) represents all edges in path p. N(p)
represents all nodes that are contained within a specific path. P(n) represents the
set of paths involving node n, and P(e) represents the set of paths involving edge e.
The RNA-Seq determined score for a node n is given by rn .
The integer program identifies a subnetwork by determining values for a set
of binary variables that represent the relevance of paths, edges, and nodes. The
relevance of a path p is represented with a binary variable σp , which takes the
value of 1 if the particular path was predicted to be included, and 0 otherwise. The
predicted relevance of an edge is represented by the binary variable xe , which takes
a value of 1 if the edge was in at least one relevant path, and 0 otherwise. The
predicted relevance of a node is represented by the binary variable yn . The variable
receives a value of 1 if it is present in any relevant paths, and 0 otherwise.
We use the IP approach to infer an ensemble of subnetworks from subsampled
data sets and then construct a consensus subnetwork as we did in the host-virus
analysis.

Augmenting NR2F1 Subnetwork Inference with
Literature-Extracted Information
As previously discussed, one of the key limitations of the standard subnetworkinference approach is that it relies on existing, structured databases of interactions
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which may be highly incomplete. Although the interactions present in publicly
available databases allow us to generate paths connecting NR2F1 to many of the
DE genes, we are not able to reach all of them. To address this limitation, we
exploit information extracted automatically from the scientific literature. There
is a large body of prior work addressing the tasks of extracting binary relations
and more complex events from text sources (Ananiadou et al., 2010; Li et al., 2013;
Pyysalo et al., 2015), as well as efforts to assemble biological networks from these
extracted relationships (Chen & Sharp, 2004; Percha et al., 2018). However, these
information-extraction methods have not been previously used to complement a
background network in a subnetwork-inference application.
In order to augment our existing interactions, we use the Literome system (Poon
et al., 2014a,b) which is able to extract regulatory interactions from both abstracts
and the full-text of articles in the scientific literature. By querying Literome for
our DE genes, we retrieved interactions extracted from the text and added them
to our background network. In total, 44,879 additional Literome interactions were
added. In our IP, we treat these regulatory interactions in the same way as our
protein-DNA interactions and otherwise run the IP in the same way.

Generating a View of an Inferred Subnetwork with
Literature-Extracted Information
Given the large number of genes and other entities involved in many biological
processes, even the most stringently-defined subnetworks can be large and difficult
to manually inspect. In our host-virus study, for example, there are more than two
thousand hits and interfaces (i.e., genes that are surely involved in HIV replication).
Here we present a methodology for generating a view of a subnetwork, which is
a graphical representation of sub-parts of an inferred subnetwork that is highly
related to a given concept of interest. The concept might represent, for example,
a process, subcellular location, or stage of the viral lifecycle. The methodology
described here for view generation is based on and taken from previous work
conducted in our lab (Chasman, 2014).
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Given a subnetwork and a set of genes NQ representing a concept of interest,
the view generation process returns a set of nodes, and associated edges and paths,
that are enriched for a gene set. The set of genes could be specified (i) manually,
(ii) by selecting genes that have been annotated with an ontology term of interest,
or (iii) by identifying genes associated with the concept of interest in the scientific
literature. Here we explore the third approach by using queries to Gadget to define
gene sets that are closely related to specific concepts.
To compute a view, we first rank every node n in the inferred subnetwork for
its predicted functional similarity to the given query set of genes NQ . Nodes are
considered functionally similar if they share relevant paths. Our similarity function,
s(n, NQ ), measures the fraction of paths in an inferred subnetwork that contain
both n and at least one query node q ∈ NQ , out of all paths that contain either n
or any query node q. Let Pc (n) be the set of paths in the consensus network that
contain a node n. Our similarity function is defined as:
|Pc (n) ∩ (∪ Q Pc (q))|
s(n, NQ ) = P (n) ∪ ∪q∈N P (q)
| c
( q∈NQ c )|
After ranking the consensus nodes by this similarity function, we take the top k
as predicted additions to the query set. We then extract all of the paths that consist
exclusively of query nodes, predicted additions, and targets.

3.3

Results

HIV Host-Virus Subnetwork Inference
In the HIV subnetwork application, our baseline set of source nodes were those
genes identified as important to HIV replication in RNAi studies. Here, we consider
the effect of augmenting this set of source nodes with human genes returned by
Gadget for the query HIV. We evaluated the resulting subnetworks by measuring
their ability to predict the relevance of genes to HIV replication as determined by
whether they were included in an inferred subnetwork.
We use a methodology in which information about the relevance of 25% of the
hits and interfaces (i.e., known relevant genes) was held aside on each iteration. That
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Figure 3.5: Precision-recall curves for HIV replication subnetworks. The blue line
represents results from the consensus network without Gadget genes augmenting
the sources. The red line represents results from the consensus network generated
with Gadget augmentation. The horizontal light green line in the figure represents
the prevalence of known hits and interfaces in the background network.
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is, although the genes were still included in the background network, information
about whether they were hits, interfaces, or neither was hidden. We can estimate
the accuracy of our approach by checking each inferred subnetwork for the presence
of the hits and interfaces that have been held aside from their input. Given the
absence of a set of genes that known not to be involved in HIV replication, we used
the set of all unconfirmed background-network human genes as the set of negatives.
For each gene, we calculated a confidence value as its frequency of being included
in the inferred subnetworks when held aside. By varying a threshold on these
confidence values, we plotted a precision-recall curve characterizing the predictive
accuracy of our method. Recall is defined as the fraction of truly relevant genes
(hits and interfaces) that are predicted to be relevant, and precision is defined as
the fraction of genes predicted to be relevant that truly are relevant. In this context,
we consider precision to be the more important of the two measures, as it is better
to avoid devoting follow-up experiments to false positives.
We infer consensus subnetworks and generate precision-recall curves for both
the baseline approach and the Gadget-augmented approach. These results are
shown in Figure 3.5. The horizontal green line in the figure represents the prevalence of known hits and interfaces in the background network, and thus represents
the default level of precision. Although both approaches demonstrate substantial predictive accuracy, the Gadget-augmented subnetworks show a significant
increase in precision at the high-confidence (low recall) end of the curves, demonstrating the value of incorporating literature-extracted information into the process.
We also considered augmenting our background networks with interactions
extracted from the scientific literature. We queried Literome with our list of relevant
genes and returned all interactions that contained at least one of those genes. We
then incorporate these interactions into our baseline background network. Comparing the precision-recall curves from the baseline approach and the Literomeaugmented approach, there was no significant improvement in precision at any
point along the curve. We also add literature-extracted interactions to our Gadget-augmented background network. When comparing the precision-recall curves
from the Gadget-augmented approach and the Gadget and Literome augmented
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approach, there was once again no significant improvement in precision. However,
we note that the addition of the Literome interactions did not diminish the accuracy
of the inferred subnetworks, suggesting that there is little risk of overfitting when
including literature-extracted interactions. Figure 3.6 shows the precision recall
curves for all the augmentation experiments performed.

Sensitivity of Inferred Subnetwork Size for HIV-1
One of the constraints of the integer program involves adjusting the size of the
inferred subnetwork. This constraint restricts the number of unconfirmed genes
that can be included in the consensus subnetwork. To determine the sensitivity
of subnetwork inference process to the value of this parameter, we infer ensemble
subnetworks with varying values of unconfirmed nodes. The results of this analysis
are shown in Figure 3.7. The horizontal green line in the figure represents the
prevalence of known hits and interfaces in the background network, and thus
represents the default level of precision. As the number of unconfirmed nodes
increases, recall also increases. This is expected since expanding the subnetwork is
more likely to incorporate more relevant nodes into the subnetwork. Based on these
results, it appears that precision is fairly insensitive to the number of unconfirmed
nodes.

NR2F1 Subnetwork Inference
For the breast cancer task, our goal was to infer a parsimonius subnetwork that connects the nuclear receptor NR2F1 to a set of genes that are differentially expressed
(DE) when NR2F1 is overexpressed. Our IP attempts to find the paths connecting
NR2F1 to as many differentially expressed genes as possible. With our baseline
background network (which does not include edges from Literome), we were able
to reach 314 out of 340 differentially expressed genes. In order to reach more DE
genes, we used Literome to incorporate additional interactions into the background
network. We queried Literome for our 340 DE genes and found all interactions
that included one of those genes as a downstream target. We re-ran our IP and
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Figure 3.6: Precision-recall curves for HIV replication subnetworks with and without literature-extracted genes and interactions. The blue line represents results
from the consensus network without Gadget or Literome augmentation. The red
line represents results from the consensus network generated with Gadget genes
augmenting the sources. The light blue line represents results from the consensus
network generated with Literome interactions augmenting the network. The orange
line represents results from the consensus network generated with both Gadget
genes and Literome interactions augmenting the sources. The horizontal light
green line in the figure represents the prevalence of known hits and interfaces in
the background network.
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Figure 3.7: Precision-recall curves for HIV-1 replication subnetworks. The lines
represent consensus subnetworks that were inferred with varying values of unconfirmed nodes allowed. The horizontal light green line in the figure represents the
prevalence of known hits and interfaces in the background network.
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discovered that we were subsequently able to reach 326 out of 340 differentially
expressed genes from NR2F1. The number of intermediate nodes used to connect
the genes also increased when we used Literome due to the fact that more nodes
were necessary to reach the additional differentially expressed genes.
We use a set of genes that are essential for basal tumor cell generation (Marcotte
et al., 2016) to determine the degree to which our IP returns a subnetwork that is
biologically relevant. We expect that the inferred subnetwork will be closely related
to genes involved in basal tummor cell generation. Although none of these genes is
incorporated in our consensus subnetworks, a number of them are neighbors (in the
background network) with genes in the inferred subnetworks. Figure 3.8 displays
the cumulative number of subnetwork genes that are neighbors of a gene essential
for basal tumor cell generation. We rank each gene included in a subnetwork
ensemble by the number of subnetworks in which it occurs, and construct these
plots for our baseline subnetwork ensemble and our subnetwork ensemble that
used Literome interactions. When they incorporate regulatory interactions from
Literome, our inferred subnetworks are more related to the basal tumor cell essential
genes. The larger number of genes that are incorporated into some member of the
Literome-based ensemble is due to the fact that the constituent subnetworks tend
to be larger since they connect to more DE genes.
We also use RNA-Seq data to evaluate the subnetworks. Genes that are highly
expressed may be more essential for the differences within certain cell types. We
obtained RNA-Seq data in counts per million (CPM) for every gene expressed in
our cells and ranked the genes based on sequence read abundance. Similar to the
analysis above, we varied a threshold on the ranked list of genes and counted the
number of genes above the threshold that were in the top 10% of genes in terms of
RNA-Seq abundance. In Figure 3.9, we see that more subnetwork genes are in the
top ten percent of the highly expressed genes when we use Literome edges.
The results of this study indicate that literature-extracted interactions may provide value by enabling an inferred subnetwork to “explain” additional data. In
this application, we were able to include more DE genes into the inferred subnetwork when including literature-extracted interactions in our background network.
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Figure 3.8: The number of subnetwork genes that are within one interaction away
from a set of known essential basal cell genes from Marcotte et al. (Marcotte et al.,
2016). The magenta line represents genes included the Literome-augmented subnetworks, and the green line represents genes included in the baseline subnetworks
which did not contain literature-extracted information.
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Figure 3.9: The number of subnetwork genes that are in (A) the top 10% in RNASeq abundance, and (B) the top 25% in RNA-Seq abundance. The magenta line
represents genes included in the Literome-augmented subnetwork, and the green
line represents genes included in the baseline subnetwork which did not contain
literature-extracted information.
Moreover, the augmentation with literature-extracted interactions led to the incorporation of additional relevant genes in the inferred subnetwork.

Generating Views of the HIV Host-Virus Inferred Subnetwork
To demonstrate the value of our view-generation approach in browsing and understanding a large subnetwork, we consider the case of computing views onto
our inferred HIV consensus subnetwork. This subnetwork includes 14,426 edges
connecting 948 nodes and thus is quite large and complex to comprehend. The
inherent complexity of HIV subnetwork is due to the fact that a large number of
host genes and processes are involved across the multiple stages of viral replication. We illustrate the view-generation approach by computing views that focus on
genes related to the concepts of membrane scission and intrinsically disordered proteins.
Whereas the inferred subnetwork represents the process of HIV replication, the
views we generate isolate more specific concepts (membrane scission, intrinsically
disordered proteins) represented within the subnetwork.
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Figure 3.10: Graphical representation of the inferred HIV subnetwork and the
elements of it that are selected for the membrane scission view. Light grey nodes
represent nodes within the subnetwork that are not part of the view. Black nodes
represent RNAi hits (source nodes), green nodes represent host interface genes,
dark grey nodes represent elements that are both RNAi hits and interfaces, and
blue nodes represent viral components (target nodes). Nodes with red borders are
the Gadget hits used to anchor the view.
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Figure 3.11: Graphical representation of a view onto the HIV subnetwork for the
membrane scission concept. Black nodes represent RNAi hits (source nodes), green
nodes represent host interface genes, grey nodes represent elements that are both
RNAi hits and interfaces, and blue nodes represent viral components (target nodes).
Nodes with red borders are the Gadget hits used to anchor the view.
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In order to assemble a set of genes for the membrane scission view, we issued the
query HIV AND “membrane scission” to Gadget. This query returns 16 genes which
Gadget has determined are associated with the query. We used our similarity
function to rank all nodes in the HIV consensus subnetwork based on the frequency
with which they are found in the same paths as these Gadget query genes. We took
the top 10 of these ranked genes to be used as predicted additions to the membrane
scission concept. We then assembled the consensus paths that consisted entirely of
our Gadget query genes, predicted additions, and HIV proteins.
Figure 3.10 shows the complete inferred HIV subnetwork, highlighting the genes
that are selected for the membrane scission view. Figure 3.11 shows the resulting view
for this concept. Seven of the 16 genes returned by the Gadget query are present in it.
Four of the additional genes included are RNAi hits, one is an interface, and four are
both hits and interfaces. As illustrated by this example, views provide a flexible and
concise way to comprehend a large subnetwork by selecting conceptually coherent
portions of it.
Although the gene set that served as the basis of this view came from a Gadget
query, there are multiple sources which could provide a gene set such as the Gene
Ontology (Gene Ontology Consortium, 2009). The advantage of Gadget in this
context is that it can retrieve a list of genes for a very specific concept (note that our
query specified the conjunction of HIV AND “membrane scission”), or a concept that
is not defined in any ontology.
In order to demonstrate that queries are not limited to terms defined in an
ontology, we computed a view based on the concept intrinsically disordered proteins.
We queried Gadget for the terms HIV AND “intrinsically disordered.” Using the same
methodology as above, we inferred a view that includes of 8 of the 36 genes returned
by Gadget. The view, which is shown in Figure 3.12 consists of 26 nodes connected
by 94 edges.
The experiments presented in this section show how literature-extracted information can be used to explore and gain insight into a large inferred subnetwork by
generating different views of the subnetwork. The key idea of a view is to select
a subset of the genes in an inferred subnetwork that are enriched for a concept
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Figure 3.12: Graphical representation of a view onto the HIV subnetwork for the
concept intrinsically disordered proteins. Black nodes represent RNAi hits (source
nodes), green nodes represent host interface genes, grey nodes represent elements
that are both RNAi hits and interfaces, and blue nodes represent viral components
(target nodes). Nodes with red borders are the Gadget hits used to anchor the view.
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of interest, such as a cellular process or gene products sharing a specific physical
property.

3.4

Discussion and Conclusion

We have investigated the use of information automatically extracted from the scientific literature to augment the process of inferring subnetworks characterizing
biological responses of interest. Specifically, we have used literature-extracted information to (i) enlarge the set of nodes identified as sources in a subnetwork inference
task, (ii) enlarge the set of interactions used in the background network, and (iii)
support targeted browsing of a large inferred subnetwork by computing views of
the subnetwork that are closely related to concepts of interest.
The empirical studies we present demonstrate that literature-extracted information can improve the explanatory power and accuracy of subnetwork inference in
both of the applications considered. However, we argue that our general approaches
are relevant to a range of other network analysis tasks, including predicting and
ranking genes that are likely to be involved in the same response as a given set of
genes (Köhler et al., 2008; Navlakha & Kingsford, 2010; Vanunu et al., 2010; Murali
et al., 2011; Börnigen et al., 2012), and combining multiple network data sets in order
to perform classification or collaborative recommendation (Pavlidis et al., 2002; Kato
et al., 2005; Tsuda et al., 2005; Lippert et al., 2010; Žitnik & Zupan, 2014).
Although the specific constraints and objective functions used in subnetwork
inference are somewhat application-dependent, the integer programs typically
incorporate several common elements. Among these elements are a background
network consisting of subcellular entities and interactions, and a procedure that
aims to connect source and target nodes in the network in order to optimize various
objectives. Our approach is applicable to any network analysis task that shares
these common elements. In cases in which either the source or target nodes are
believed to be incomplete, tools like Gadget can be used to augment the sources or
targets by mining the scientific literature. In cases in which the relevant interactions
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are believed to be incomplete, tools like Literome can be used to augment the set of
interactions in the background network.
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4

pan virus subnetwork inference

This chapter presents our work on characterizing the subnetworks involved in
viral replication for five different viruses. We use a machine-learning approach to
predict host-virus interactions and use this information to augment the subnetwork
inference task. We also use literature-extracted information in a similar manner to
Chapter 3 in augmenting our subnetwork-inference approach.
Data and code for our subnetwork inference and relation extraction approaches
can be found at
https://github.com/Craven-Biostat-Lab/subnetwork_inference_pipeline
and https://github.com/Craven-Biostat-Lab/relation_extraction.

4.1

Introduction

In this chapter, we focus on one specific application of subnetwork inference: identifying pathways involved in viral replication. When a virus infects a host cell,
the viral components commandeer the host cell elements to perform functions
such as replication. We infer host-virus interaction subnetworks that attempt to
describe how the host cell is used by various viruses for replication. We have
previously demonstrated the effectiveness of our subnetwork inference approach
for one specific virus, HIV-1 (Kiblawi et al., 2019). Here, we extend our approach
to five additional viruses: Dengue, Hepatitis C, Influenza A, West Nile, and Zika.
For these viruses, we apply an integer program (IP) based subnetwork inference
approach in order to uncover pathways and intermediate nodes that are potentially
involved in viral replication.
Our approach requires multiple inputs, one of which is a background network
consisting of entities (such as genes/proteins and complexes) and intracellular interactions (such as protein-protein interactions, protein-DNA interactions, protein
constituents of a complex, etc.). The background network is assembled by integrating interactions from publicly accessible, curated databases such as BioGRID (Stark
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et al., 2006) and Reactome (Croft et al., 2013). Although each of the interactions
catalogued in these databases is believed to occur in some cellular context, many
of them may not be involved in the response of interest. We use a graph structure
to represent the network, in which the nodes correspond to entities and the edges
correspond to interactions. The other key inputs for the task are sets of source
and target nodes. These sets are typically identified by experimental data and are
deemed to be relevant for specific biological processes. The approach returns as
output a subset of the entities and interactions (a subnetwork) that are predicted
to be centrally involved in the response. A graphical overview of the approach is
provided in Figure 1.1 in Chapter 1.
Host genes that play a significant role in viral replication can be identified via
screens that knock down or knock out genes at a genome-wide level. There is a
variety of genome wide screening techniques that can be used to identify the host
genes necessary for different viral processes, including: mutant libraries (Kushner
et al., 2003), RNA interference (Cherry et al., 2005), and CRISPR/Cas9 (Zhang et al.,
2016). In our HIV-1 study (Kiblawi et al., 2019) the source nodes were collected
solely from genome-wide RNA interference (RNAi) screens. In this analysis, we
extend the source nodes beyond those identified via RNAi screens, also including
CRISPR/Cas9 screens where available. Our target nodes are viral genes/proteins
that have direct interactions with host components.
For each virus, we perform subnetwork inference using the genes identified from
genome-wide screens as source nodes, viral genes that have direct interactions with
host genes as target nodes, and the same background network that was used in the
HIV-1 study (Kiblawi et al., 2019). For each virus, we are able to infer subnetworks
with notable predictive accuracy, showing the robustness of our approach.
As in Chapter 3, we investigate the effect of using information extracted from the
scientific literature to augment our subnetwork inference approach. Whereas before
we focused on augmenting the source nodes with our gene-relevance identification
tool (Gadget), here we also study the effect of augmenting the target node set. We
extract host-virus interactions from the scientific literature and incorporate this
information into our inputs. More specifically, the literature may provide us with
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different ways to reach the viral targets from the host components or even identify
host entities that did not have an interaction with a viral entity in our previous data
sets. We also investigate how the stringency of selection of information extracted
from the scientific literature affects the results of subnetwork inference.

Figure 4.1: Overview of the host-virus subnetwork inference task. The first panel
displays a background network composed of source genome-wide screen hits
(black), interface nodes (green) connected to a target viral components (blue), and
interactions (dashed and solid lines). We can optionally augment the set of sources
and interfaces by using genes and interactions identified by literature-extraction
methods as being relevant to viral processes (red outlines and arrows). The second
panel displays an inferred subnetwork. Elements of the background network that
are not included in the inferred subnetwork are shown in light grey.

4.2

Methods

In this section, we describe our integer programming (IP) approach to subnetwork
inference. We also describe two ways in which we augment this approach using
information extracted from the scientific literature. Lastly, we discuss how we
perform subnetwork inference for several different viruses. The objective functions
and constraints for the integer program are based on work on inferring viral replication subnetworks previously developed in our lab (Chasman et al., 2014a). The
literature-extraction method we describe to augment the source node set using the
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gene-relevance identification tool, Gadget, is also described in Chapter 3 and in
Chapter 6.

Host-Virus Subnetwork Inference Task and Approach
The general approach described here and in the next subsection is also described
in Chapter 3. The key differences lie in the data sets used.
Genome-wide screens identify host genes whose change in expression has a
significant effect on the viral life cycle. We refer to these genes as hits. The screens
themselves do not reveal how the gene products of these hits are organized into the
pathways that affect the virus. They also fail to detect a number of host genes that are
involved in the process (Hao et al., 2013). Here, we computationally infer directed
subnetworks that predict the pathways through which the hits (source nodes) affect
viral replication and also predict additional host genes that are involved in the
process.
In this task, which is presented in Figure 4.1, the source nodes are the genes
that are found to be essential to a viral process (such as replication or programmed
cell death) when knocked out or knocked down using genome-wide screens (i.e.,
the hits from these studies). Target nodes are viral components that are known to
interact directly with host cell components. We refer to the host factors that directly
interact with viral components as interfaces. The goal is to infer a subnetwork
consisting of paths, each of which is a linear chain of interactions that begins with
a hit (a source) and ends with a viral gene product (a target) that directly interacts
with a host component (an interface).
For each virus, the hits come from genome-wide screens that have identified
human genes involved in a viral process of interest (i.e., replication, programmed
cell death, etc.). We compile a set of human-virus interface proteins from BioGRID
(Stark et al., 2006), VirHostNet (Guirimand et al., 2014), and individual studies if
they are available. From this data, we select as interfaces the host genes that have
direct physical interactions with a viral component.
We assemble a background network from information present in publicly avail-
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able databases. We retrieve protein-kinase interactions, post-translational modifications, and protein-protein interactions from a variety of sources (Stark et al.,
2006; Keshava Prasad et al., 2008; Schaefer et al., 2012; Newman et al., 2013). Protein complexes and reactions are taken from the Reactome collection of curated
pathways (Croft et al., 2013). We represent the background network as a partiallydirected graph. Direct physical interactions like protein-protein interactions are
represented as undirected edges in the graph, with directed interactions (such as
kinase-substrate and regulatory interactions) represented as directed edges. Protein complexes are represented as separate nodes, with directed edges linking
constituent genes to the complex. The reactions we obtain from the Reactome
database are represented as separate nodes in the graph, with directed edges coming in from their inputs and catalysts, and directed edges going out to their products.
The inputs and outputs to the reactions may be molecules, gene products, or protein complexes, and the catalysts may be gene products or protein complexes. The
background network contains a total of 224,522 edges among 32,991 nodes, which
include 16,662 human genes, 6,464 human protein complexes, 5,567 reactions, and
4,288 small molecules. This background network is used for subnetwork inference
on each of the various viruses we study.
Given a background network, a set of sources, and a set of targets, we generate
a set of candidate paths connecting the sources to the targets. Using the hits as
source nodes, we use a depth-first traversal to find all directed acyclic paths that
lead from the source nodes to the targets. The search is conducted to a maximum
depth of three interactions, so all paths have at most four nodes. All paths have the
same directionality, going from the source node to an interface target node.
We refer to paths, nodes, and edges that are included in an inferred subnetwork
as being relevant. The integer program identifies a subnetwork by assigning values
to a set of binary variables that represent the relevance of paths, edges, and nodes.
The relevance of a path p is represented with a binary variable σp , which takes the
value of 1 if the particular path is included in the subnetwork, and 0 otherwise. The
relevance of an edge e is represented by the binary variable xe , which takes a value
of 1 if the edge is in at least one relevant path, and 0 otherwise. The relevance of

61
a node n is represented by the binary variable yn , which takes a value of 1 if the
node is present in any relevant paths, and 0 otherwise.
The integer program determines the settings for these variables using the objective functions and constraints shown in Table 3.1 from Chapter 3. We denote
the set of nodes as N, the subset of source nodes (i.e., hits) as NH , and the subset
of interface genes as NI . NU is the set of unconfirmed genes – those that are neither
hits nor interfaces. NC is the set of protein complexes and NR represents reactions.
E refers to the set of edges, E(n) refers to the edges that touch a particular node n,
and N(e) represents the nodes that are involved in an edge e. The set of paths is
denoted as P. E(p) represents all edges in a given path p, N(p) represents all nodes
that are contained within path p, P(n) represents the set of paths involving node n,
and P(e) represents the set of paths involving edge e.
The two objective functions are optimized in sequential order. The first objective
function selects the relevant nodes, and the second identifies all possible paths
among those nodes in order to avoid arbitrarily selecting the paths that are included
in the subnetwork. We include all paths that satisfy the other constraints and
connect the selected nodes. Although genome-wide screens return a set of relevant
host genes, these screens still fail to detect all relevant genes (Hao et al., 2013; Wang
et al., 2015; Park et al., 2017). We would therefore like to predict which other host
genes are involved in viral processes. However, we need a way to limit the size of the
inferred subnetwork so as to not include everything. In our IP, we control the size of
the inferred subnetwork by constraining the number of intermediate nodes (referred
to here as unconfirmed genes) that can be included in the subnetwork, and use the
first objective function to include those that maximize predicted relevance scores
which are computed using a diffusion kernel (Hofmann et al., 2008). In other words,
we use a diffusion kernel to prioritize unconfirmed genes. The intuition behind the
diffusion kernel is that each relevant entity carries some amount of weight and the
kernel can diffuse out that weight to the nodes in close proximity in the background
network (Chasman, 2014). Each node in the network thereby receives a weight
in proportion to its proximity and connectivity to the set of relevant nodes. After
selecting which nodes are to be included in the subnetwork, the second objective
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function then maximizes the inclusion of paths from sources to targets that use
these nodes. We solve the IP using a branch-and-cut method (Danna et al., 2007).
Due to the fact that there are multiple solutions that satisfy all the constraints
and maximize the objective functions, we generate an ensemble of solutions and
then return a consensus subnetwork characterizing the nodes and edges that occur
with high frequency in the ensemble. We first construct 1000 subsampled data
sets by holding aside 10% of the hits and interfaces in each, thus treating them as
unconfirmed genes. To construct the ensemble, we run the IP independently on
each subsampled data set.

Augmenting Host-Virus Subnetwork Inference with
Literature-Extracted Hits
As mentioned above, genome-wide screens fail to capture all the relevant genes
essential for a viral process. This is due to a high number of false negatives (Hao
et al., 2013). To address this limitation, we explore an approach that augments our
hit set with additional genes that are associated with viral processes in the scientific
literature. More generally, we can think of this as an approach for augmenting the
set of sources.
Our approach is based on a web-based tool called Gadget (Ziegler et al., 2019)
that we have developed. Gadget identifies and ranks genes and metabolites that
are associated in the biomedical literature with given queries. The queries may
specify phenotypes, disease states, drugs, genes, processes, and other concepts that
are expressible in a standard search-engine query language.
In this study, we perform host-virus subnetwork inference on five different
viruses: Hepatitis C, Influenza A, Dengue, Zika, and West Nile. The experimental
screens we collect all measure phenotypes associated with various viral processes.
For West Nile, one CRISPR/Cas9 screen identifies host genes involved in virus
induced cell death (Ma et al., 2015), while the remaining screens (for West Nile and
the other viruses) identify host genes involved in viral replication.
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To augment our set of hits for each of our viruses, we query Gadget for the
virus and the relevant phenotype. Our queries are listed as follows:
• “Hepatitis C” AND replication
• “Influenza A” AND replication
• Dengue AND replication
• Zika AND replication
• “West Nile” AND replication
Gadget returns a list of genes that appear in query-matching abstracts. We
select a set of genes from the results that are present in two or more abstracts and
which are not already in our set of interfaces or experimentally identified hits. We
refer to the hits retrieved from Gadget as literature-extracted hits. Nodes outlined in
red in Figure 4.1 represent literature-extracted hits from Gadget.

Augmenting Host-Virus Subnetwork Inference with
Literature-Extacted Interfaces
The target nodes in the host-virus subnetwork inference task are the viral entities that have direct interactions with host entities. We denote the host entities in
these interactions as interfaces. These elements are represented as green nodes
in Figure 4.1. For some viruses there are known host-virus interactions collected
in BioGRID (Stark et al., 2006) and other publicly available data sets. Other potential sources of interfaces include virus-specific databases in which experts have
manually curated host-virus interactions from the literature.
In addition to these interactions, we also extract interactions from the literature.
We use machine-learning methods to infer relation-extraction models that we use
to extract host-virus interactions from the scientific literature. Given a sentence
containing two entities (a host gene/protein and a viral gene/protein), our models
predict whether a specific relation of interest exists between those two entities.
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Each model is used to predict one of the following seven relations: binds, colocalizes,
cleaves, degrades, downregulates, upregulates, and regulates. In order to learn each
model, we require training data characterizing known host-virus interactions. We
use data for HIV-1, which has interactions that are well catalogued in the HIV-1
Human Interaction Database Ptak et al. (2008); Ako-Adjei et al. (2014), to train our
models and then use the learned models to extract host-virus interactions for other
viruses.
To learn our models we require three key components: (i) a set of sentences
containing both a host gene mention and a viral gene mention that we use as
instances, (ii) information about the sentence structure that we can exploit to build
features for our instances, and (iii) a way to label training instances in order to
perform supervised learning.
Our data set was assembled using a publicly available repository (Percha et al.,
2018) that contains annotated sentences from abstracts indexed by PubMed (McEntyre & Lipman, 2001) as well as syntactic parses and tagged entities (genes/proteins).
Biological entities within each sentence were tagged using PubTator (Wei et al.,
2013). We construct a vector for each instance from four different sources of information present in the repository. We use shortest dependency paths between
entities, parsed using the Stanford CoreNLP pipeline (Manning et al., 2014), as
one set of features. Each instance contains only one shortest dependency path
between entities. We also encode lexical information in features. We use individual
words that lie on the shortest dependency path and words that lie between entities
as features. We also define features based on dependency elements each of which
is composed of the type of dependency as well as the two words connecting the
dependency. Our data set for HIV-1 includes a total of 16,970 instances each of
which contains a mention of a human gene and an HIV-1 gene (i.e., an entity pair).
An example of the features we extract from the text is shown in Figure 4.2.
Each of the feature groups shown consists of a set of binary features, representing
the presence/absence of shortest dependency paths, words, or elements in each
sentence. Words and dependency elements that do not appear in five or more
instances in the training set are not selected as features. In total each instance
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is represented by a feature vector of length 7,080 (constructed from 407 unique
dependency paths, 1,537 words in dependency paths, 2,589 words between entities,
and 2,547 dependency elements). The feature vector is encoded using a multi-hot
binary encoding (i.e., a value of 1 representing the occurrence of each specific
feature and 0 otherwise).

Figure 4.2: An example of the relation-extraction task. We create an instance for
every host gene and viral gene pair within a sentence (i.e., an entity pair). Different
colors are used to represent different feature types, which are shown in the table.
Green and blue words represent the entity pairs (human and virus respectively).
The orange arrows represent the shortest dependency path between the entities.
Red words are those occurring on the shortest dependency path. Purple words
represent words between entities. Dependency elements constructed from words
and dependency types between words are shown in the last row. The instance is
input into a specific relation classifier and the classifier outputs the probability that
the sentence is saying the relation exists between the entities.

Although we do not know of a labeled corpus for specific relations between
human and HIV-1 genes, we can use a technique known as distant supervision to
create one. Distant supervision does not require any human annotation but rather
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employs existing knowledge to heuristically label a training corpus (Craven et al.,
1999; Mintz et al., 2009). The existing knowledge is typically represented as known
relations in a structured database or knowledge base. Distant supervision automatically generates training examples by labeling instances in a corpus according
to whether the entity pair is listed in the external knowledge base. This method
significantly reduces human efforts for labeling.
One issue with distant supervision is that it has the potential to create noisy
data sets. An instance will get labeled as positive if the pair of entities are in an
external knowledge base, even if the sentence does not mention the relationship that
the knowledge base specifies. Conversely, a sentence that discusses a relationship
between two entities may be labeled as a negative instance if the two entities are
not present in the external knowledge base. This second case arises from having
incomplete knowledge bases.
To train our models, we use the HIV-1 Human Interaction Database (Ako-Adjei
et al., 2014) as our external knowledge base. This resource represents a number
of different types of interactions that we aggregate into a smaller set of broader
relations. We use this external knowledge base to label instances for seven different
relations: binds, colocalizes, cleaves, degrades, downregulates, upregulates,and regulates
(the regulates relation contains all instances in the downregulates and upregulates
relations as well as unique instances). We train a relation-extraction model for each
of these seven relations. We thus create seven different training sets composed of
the same instances and features but containing different labels. Each of these seven
training sets are used to learn a separate model for each relation of interest.
We train feed forward neural networks to extract relations between the entity
pairs. Each neural network contains an input layer of 7,080 nodes (one for each
feature), a single hidden layer of 256 rectified linear units (ReLUs), and a single
sigmoid output node. We use the cross entropy loss function and regularize each
network using dropout on the hidden nodes (Srivastava et al., 2014).
Once the models are trained, we extract host-virus interactions for each of the
viruses. We assemble test instances in a similar manner to our training instances,
using the same repository (Percha et al., 2018). While some viruses (Hepatitis C
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and Influenza A) have sentences that mention both a human gene and a viral gene,
others (Dengue, Zika, and West Nile) do not. For these cases, we build instances
from sentences mentioning a human gene and the specific virus. For each of these
sentences we treat the mention of the virus as the entity of interest.
Each test instance is run through each of our trained models and posterior
probabilities are calculated for each entity pair on each of the seven relations. We
combine posterior probabilities both within and across the models using a NoisyOR gate (Koller et al., 2009). Host genes/proteins with interactions with a combined
posterior probability greater than 0.5 are selected to be additional interfaces for
the host-virus subnetwork inference task. We denote these additional interfaces
as literature-extracted interfaces. Figure 4.1 shows literature-extracted interfaces as
green nodes outlined in red and the interactions with viral components as red
arrows.

Data Sets for Host-Virus Subnetwork Inference on Five Viruses
We perform host-virus subnetwork inference on five different viruses: Dengue,
Hepatitis C, Influenza A, West Nile, and Zika. For each virus, we collect experimental
hits, literature-extracted hits, experimental interfaces, and literature-extracted interfaces.
Experimental hits and experimental interfaces are collected from publicly available
sources (either databases or individual studies), whereas literature-extracted hits
and literature-extracted interfaces are acquired from Gadget and our host-virus
relation extraction models, respectively.
Our experimental hits are gathered from a variety of sources. For Dengue,
we retrieve 505 experimental hits from multiple genome-wide screens (Marceau
et al., 2016; Karyala et al., 2016; Savidis et al., 2016; Hafirassou et al., 2017; Sessions
et al., 2009; Kwon et al., 2014; Krishnan et al., 2008). 360 experimental hits were
collected for Hepatitis C from CRISPR/Cas9 and RNAi screens related to viral
replication (Marceau et al., 2016; Tai et al., 2009; Li et al., 2009; Randall et al., 2007). For
Influenza A, we retrieved 1,216 experimental hits from a CRISPR/Cas9 screen (Han
et al., 2018) and four RNAi studies (Hao et al., 2008; König et al., 2010; Brass et al., 2009;
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Karlas et al., 2010) related to viral replication. We identify 404 experimental hits
from RNAi and CRISPR/CAS-9 genome-wide screens for West Nile Virus (Krishnan
et al., 2008; Gilfoy et al., 2009; Yasunaga et al., 2014; Ma et al., 2015). For Zika, we
obtain 423 experimental hits (Savidis et al., 2016) from RNAi and CRISPR/CAS-9
screens. These studies have used various criteria for determining which genes from
the screen are considered hits. It is not feasible for us to impose a uniform standard,
so we defer to the authors of each study to determine which genes are considered
hits.
Experimental interfaces are collected from various publicly available databases
and individual studies. We collect 940 direct interfaces for Dengue from two sources
(Shah et al., 2018; Karyala et al., 2016). We retrieve a collection of direct host-virus
interactions for Hepatitis C from BioGRID (Stark et al., 2006). Within this interaction
set we identified 126 host interfaces. For Influenza A and West Nile we retrieve 837
and 17 interfaces respectively from a set of interactions retrieved from VirHostNet
(Guirimand et al., 2014). For Zika we obtain 450 experimental interfaces from a
single study (Shah et al., 2018).
Literature-extracted hits for each virus are collected from Gadget using the
methodology described in Section 2.2. We infer literature-extracted interfaces by
creating test instances for each one of our viruses using the same repository we
used to create training instances (Percha et al., 2018). These test instances are run
through each of our models to predict host-virus interactions which are then used
to identify literature-extracted interfaces.
A summary of the numbers of hits and interfaces identified for each virus is
shown in Table 4.1. The table catalogs both experimentally-derived and literatureextracted hits and interfaces.

4.3

Results

In this section, we present experiments that are designed to test if the subnetworkinference approach we previously developed and applied to HIV-1 can infer informative host-virus subnetworks for a broad set of viruses. Additionally, we also
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assess how accurately we are able to extract direct host-virus interactions from
the scientific literature, and determine how accurately we are able to infer subnetworks when we augment our input sets with these extracted interactions. We also
study the effect of augmenting our subnetwork inference approach with literature
extracted hits.

Evaluation of the Interface Extraction Method
We use a machine-learning approach to automatically extract host-virus relations
from the scientific literature in order to augment our set of host-virus interactions.
In this section, we evaluate the relation-extraction models learned by this approach
in order to determine whether we can extract host-virus interactions from the text
with high accuracy.
We use distant supervision to label instances relating to human gene/protein
and HIV-1 gene/protein entity pairs. We use these 13,586 training instances to train
seven individual relation extraction models for seven different relations. Instances
with an entity pair not mentioned in our external knowledge base receive a negative
label, while instances with entity pairs in our external knowledge base receive a
positive label.
In order to evaluate our models, we hold aside a subset of our labeled instances
as a test set. We select test instances by holding aside 20% of the abstracts in our
corpus. This results in 3,384 individual instances in the test set.
We evaluate our models by considering the task of determining whether a given
host-virus entity pair represents an occurrence of any of our relations. We run each
of our test instances through each of the seven models we trained (one model for
each relation). For test instances with the same entity pair, the probabilities output
by each relation extraction model model are combined using a Noisy-OR gate (Koller
et al., 2009). This results in a single value that represents the probability of the entity
pair representing any type of relation of interest. The potential advantage of seven
different models is that we have a type (or possibly multiple types) associated with
each extracted interaction. Although the IP is agnostic to interaction types, our
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graphical depictions of inferred subnetworks could indicate the type of interaction
that exists between pairs of host proteins and viral proteins.
We characterize the accuracy of our models by generating a precision-recall
curve from the probabilities. An entity pair is labeled as positive if it represents
any of the seven relations of interest. For example, it is possible for an individual
test instance to have a positive label for one relation (e.g., binds) and a negative
label for another relation (e.g., downregulates). In this case, we would treat the
entity pair as a positive instance. Out of the 734 entity pairs, 390 are positive.
The precision-recall curve for this evaluation is shown in Figure 4.3. The horizontal green line in the figure represents the fraction of positive instances in the
test set, and thus represents default precision. Our models achieve higher precision
than the baseline at all levels of recall. Given that the models have some degree of
predictive accuracy, they are likely to have value in positing candidate interfaces
for the host-virus subnetwork inference task.

Extracting Hits and Interfaces from Literature
Here we consider the hits and interfaces we extract from the literature that are not
present in the experimental data sources. For each of the five viruses studied, we
identify a set of experimental hits from CRISPR/Cas9 and RNAi screens. Using
Gadget, we extract additional source nodes which we refer to as literature-extracted
hits. Literature-extracted hits were selected based on the criterion of the genes being
in two or more abstracts matching the queries described in section 4.2. We use
our host-virus relation extraction model to extract literature-based interfaces. Host
genes within entity pairs having a combined probability (from Noisy-OR) larger
than 0.5 were selected to be literature-extracted interfaces.
We also study the effect of changing the stringency of our selection criteria on
the accuracy of the inferred subnetworks. For literature-extracted hits, we identify
stringent hits as those having a high likelihood of being associated with the query
according to Gadget (p-value 6 1e − 10). For literature-extracted interfaces, we
identify stringent interfaces as the host genes within extracted interactions that have
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Figure 4.3: Precision-recall curve for the relation extraction model on the HIV1 test set. The horizontal green line represents the fraction of positive-labeled
entity pairs. Predictions are made by seven different models (binds, colocalizes,
cleaves, degrades, regulates, upregulates, and downregulates), and combined using
Noisy-OR across all instances with same entity pair.

a probability within the top ten percentile of all entity pairs.
Table 4.1 shows the counts of the various categories of hits and interfaces for each
virus. The counts of literature-extracted hits and interfaces do not include those
genes that were already in the sets of experimental hits and interfaces. Some genes
double as both hits and interfaces and they are counted in each of the respective
hit/interface columns. Values in parentheses under the literature-extracted columns
represent the counts when using our more stringent criteria.
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Table 4.1: Number of hits and interfaces from text and experimental sources. Values
in parentheses are those determined using more stringent thresholds.
Experimental
Virus
Hits
Dengue
505
Hepatitis C
360
Influenza A
1216
West Nile
404
Zika
423

Literature
Literature
Extracted Experimental Extracted
Hits
Interfaces Interfaces
232 (13)
940
225 (54)
1178 (80)
126
16 ( 2)
523 (52)
837
148 (70)
107 (12)
17
84 (21)
32 ( 3)
450
52 (10)

Inferring Subnetworks
Here we assess the predictive accuracy of our integer programming approach to
subnetwork inference on a broad set of viruses. We infer consensus subnetworks
for each of our five viruses: Dengue, Hepatitis C, Influenza A, West Nile, and Zika.
Precision-recall curves were generated using a methodology in which information
about the relevance of 10% of the hits and interfaces (i.e., known relevant genes)
was held aside on each iteration. That is, although the genes were still included
in the background network, information about whether they were hits, interfaces,
or neither was hidden. We can estimate the accuracy of our approach by checking
each inferred subnetwork for the presence of the hits and interfaces that have been
held aside from its input. Given the absence of a set of genes that are known not
to be involved in the replication of each virus, we used the set of all unconfirmed
background-network human genes as the set of negatives. For each gene, we
calculated a confidence value indicating its frequency of being included in the
inferred subnetworks when held aside. By varying a threshold on these confidence
values, we are able to plot a precision-recall curve characterizing the predictive
accuracy of our method. Recall is defined as the fraction of truly relevant genes
(hits and interfaces) that are predicted to be relevant, and precision is defined as the
fraction of genes predicted to be relevant that truly are relevant.
For each virus, we infer subnetworks using only experimental evidence. The
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results are shown in Figure 4.4. Each panel represents a different virus and shows
a precision-recall curve evaluating the ensemble subnetworks. The horizontal
green line in each panel represents the fraction of known hits and interfaces in the
background network, and thus represents the default value of precision. The blue
curve in each panel represents a precision-recall curve determined by the average
diffusion kernel score of every node across each subnetwork it is held aside from,
and we use this curve as another baseline to which we can compare the accuracy of
our models.
For each virus, we observe that we can infer subnetworks with predictive accuracy greater than the default-precision baseline represented by the horizontal
green line. For three of the viruses (Dengue, Hepatitis C, and Influenza A) we
infer subnetworks with greater predictive accuracy than the precision-recall curve
determined by the average diffusion kernel score. However, for the West Nile and
Zika viruses, we do not outperform the average diffusion kernel score curves.
A possible explanation for the West Nile and Zika viruses not achieving greater
predictive accuracy may be due to the connectivity of the experimental hit and
interface nodes within the graph. One way to analyze the connectivity is to look
at the degree of each node, which is the number of interactions associated with
that node. We generate violin plots showing the distribution of the degree of
the experimentally determined hits and interfaces in Figure 4.5. The median and
maximum degree of hits and interfaces is higher for Dengue, Hepatitis C, and
Influenza A than it is for West Nile and Zika which may explain why those viruses
outperform the average diffusion kernel score baseline. The frequency of nodes
with degree one are also more prevalent in the West Nile and Zika viruses. Another
possible reason for the West Nile and Zika viruses having lower precision may be
due to the smaller number of experimental hits (compared to the other viruses)
that we were able to collect for those viruses. West Nile also has a relatively small
number of experimental interfaces which may also contribute to the lower precision
levels.
Figure 4.6 shows a consensus subnetwork for the replication of the Dengue
virus. The subnetwork was pruned to only include the 100 highest confidence
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(a) Dengue Virus

(b) Hepatitis C Virus

(c) Influenza A Virus

(d) West Nile Virus

(e) Zika Virus
Figure 4.4: Precision-recall curves for subnetwork ensembles inferred for viruses
with experimental hits and interfaces. Each panel represents a different virus. The
red curve in each represents the precision-recall curve of the inferred subnetwork
ensemble. The blue curve represents the average diffusion kernel score, and the horizontal green line in each panel represents the fraction of known hits and interfaces
in the background network.
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Figure 4.5: Violin plots for the natural logarithm of the degree of experimental
hits and interfaces within the background network for each virus. The horizontal
line at the top and bottom of each plot represents the maximum and minimum
degree. The thick vertical line within the shaded region represents the interquartile
range with the horizontal line within representing the median of the distribution.
The thickness of the shaded region represents the density of experimental hit and
interface nodes with that specific degree value.
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interactions in order for the subnetwork to be easier to interpret. The subnetwork
shows how pathways are assembled, going from source nodes (represented in
black) to host interfaces (represented in green) to the viral node. Due to the strict
selection criteria, only a small number of interactions that connect to the virus node
are displayed. In the full consensus subnetwork, all the nodes that double as hits
and interfaces (grey nodes) and the interfaces (green nodes) have interactions with
a virus node.

Figure 4.6: Graphical representation of the Dengue virus consensus subnetwork
inferred using integer program. Black nodes represent experimental hits (source
nodes), green nodes represent host interface genes, dark grey nodes represent
elements that are both hits and interfaces, and the blue nodes represent the viral
entities (target node). For this virus we have information on host proteins interacting
with a specific viral gene (blue NS1 node) as well as information of host genes having
interactions with unspecified viral genes (blue virus node). The white nodes are
those included in the subnetwork that are neither hits nor interfaces. Only the 100
highest-confidence interactions from the ensemble are shown here.
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Effect of Augmenting Subnetwork Inference with
Literature-Extracted Interfaces
In this section, we assess the effect of augmenting the experimental interface set
with literature-extracted interfaces on the accuracy of the inferred subnetworks. For
each virus, we augment our target set in two ways. We use the literature-extracted
interfaces predicted by our host-virus interaction models and the more stringent
subset of these literature-extracted interfaces (from top 10 percentile of all entity
pairs).
We show the results of our subnetwork inference on the different target set
augmentations for each viruses in Figure 4.7. Each panel represents a different virus
and shows a precision-recall curve evaluating each of our subnetwork ensembles.
The horizontal green line in each panel represents the default value of precision.
For four of the five viruses the inferred subnetworks augmented with literatureextracted interfaces show a small increase in precision at lower levels of recall. For
Influenza A we do not see an increase in precision at the lowest ends of recall, but
we do achieve some increase in precision at other levels of recall. For the West
Nile virus the endpoint recall more than doubles from 0.086 to 0.175 when using
literature extracted interfaces.

Effect of Augmenting Subnetwork Inference with
Literature-Extracted Hits
In this section, we evaluate the effect of augmenting the experimental hit set with
literature-extracted hits on the accuracy of the inferred subnetworks. For each virus,
we infer separate ensemble subnetworks to study the effect that literature-extracted
hits have on subnetworks where the target nodes are from experimental interfaces.
We study the effect in two ways, we infer one set of subnetworks using all the
literature-extracted hits from Gadget. The second set of subnetworks is inferred
using a more stringent set of literature-extracted hits retrieved from Gadget.
We show the results of our subnetwork inference for these five viruses in Fig-

78

(a) Dengue Virus

(b) Hepatitis C Virus

(c) Influenza A Virus

(d) West Nile Virus

(e) Zika Virus
Figure 4.7: Precision-recall curves comparing the ensemble subnetworks inferred
with and without literature-extracted interfaces. Each panel represents a different virus. The red curve in each represents subnetworks inferred without any
augmentation to the experimental hits and interfaces. The dark green curve represents subnetworks augmented with literature-extracted interfaces, and the blue
curve represents subnetworks augmented with the more stringent subset of these
literature-extracted interfaces. The horizontal light green line in each panel represents the fraction of known hits and interfaces in the background network.
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ure 4.8. For Dengue, Hepatitis C, and Zika we see slightly better precision at the
lower ends of recall. Hepatitis C and Zika virus also acheive a higher endpoint
recall when using literature extracted hits. For Influenza A we again do not acheive
higher levels of precision at the low ends of recall. For West Nile virus we do not
see significant improvement, however, we also do not perform significantly worse
showing that we are not overfitting by including literature extracted hits.

Effect of Augmenting Subnetwork Inference with both
Literature-Extracted Hits and Literature-Extracted Interfaces
Finally, we evaluate the effect of augmenting both the experimental hit set and
the experimental interface set with hits and interfaces extracted from the scientific
literature. The results are displayed in Figure 4.9. Each panel represents a different
virus with precision-recall curves evaluating each of our subnetwork ensembles.
The horizontal green line in each panel represents the default value of precision.
We achieve greater overall precision and better endpoint recall for Hepatitis C, West
Nile, and Zika. We find that Influenza A once again achieves less precision at the
low end of recall. The results of using literature-extracted hits and interfaces for
Dengue do not show much improvement in precision. However, they also do not
overfit. For West Nile the endpoint recall nearly doubles from 0.086 to 0.158 when
using literature extracted information.

Sensitivity of Inferred Subnetwork Size for Hepatitis C
One of the constraints of the integer program influences the size of the inferred
subnetwork. By restricting the number of unconfirmed genes that can be included
in each subnetwork. We infer ensemble subnetworks on our baseline Hepatitis C
data sets with varying numbers of unconfirmed nodes in order to determine the
sensitivity of our approach to this parameter. We restrict the percentage of held
aside hits and interfaces to 10% and generate 100 subnetworks. The results of this
experiment are shown in Figure 4.10.
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(a) Dengue Virus

(b) Hepatitis C Virus

(c) Influenza A Virus

(d) West Nile Virus

(e) Zika Virus
Figure 4.8: Precision-recall curves comparing the ensemble subnetworks inferred
with and without literature-extracted hits. Each panel represents a different virus.
The red curve in each represents subnetworks inferred without any augmentation
to the experimental hits and interfaces. The green curve represents ensemble subnetworks augmented with literature-extracted hits, and the blue curve represents
subnetworks augmented with the more stringent subset of these literature-extracted
hits. The horizontal light green line in each panel represents the fraction of known
hits and interfaces in the background network.
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(a) Dengue Virus

(b) Hepatitis C Virus

(c) Influenza A Virus

(d) West Nile Virus

(e) Zika Virus
Figure 4.9: Precision-recall curves comparing the ensemble subnetworks inferred
with and without literature-extracted hits and interfaces. Each panel represents a
different virus. The red curve in each represents subnetworks inferred without any
augmentation to the experimental hits and interfaces. The blue curve represents
subnetworks augmented with both literature-extracted hits and interfaces. The
horizontal light green line in each panel represents the fraction of known hits and
interfaces in the background network.
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The horizontal green line in the figure represents the prevalence of known hits
and interfaces in the background network, and thus represents the default level of
precision. Recall increases as the number of unconfirmed nodes increases. We also
observe that precision is fairly insensitive to the number of unconfirmed nodes,
except when using a very large number of nodes (5000).

Figure 4.10: Precision-recall curves for Hepatitis C viral replication subnetworks.
Each line represents an ensemble subnetwork that was inferred with a given number of unconfirmed nodes allowed. The horizontal light green line in the figure
represents the prevalence of known hits and interfaces in the background network.
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4.4

Discussion and Conclusion

In this work, we have shown that we can apply our subnetwork inference approach
to infer subnetworks with significant predictive accuracy for a variety of viruses,
thereby showing the generality of our approach. We have also shown that we
can enlarge the set of nodes identified as hits and interfaces in the host-virus
subnetwork inference task by using literature-extracted information in order to
infer more accurate subnetworks.
We showed that we can achieve substantial predictive accuracy in inferring subnetworks for some of the viruses using experimental evidence alone. We compared
our results to two different baselines: one based on the default precision of known
relevant genes, the other based on using the average diffusion kernel score to infer a
subnetwork. For West Nile and Zika virus we did not show significant improvement
in predictive accuracy over the average diffusion kernel score baseline. We believe
this may be due to the connectivity of the experimental hits and interfaces within
the background network. It is possible that host genes essential for replication of
other viruses are more connected than host genes required for West Nile and Zika
replication.
This work extends our previous studies showing that literature-extracted information can be used to augment experimental data sets and improve the predictive
accuracy of subnetwork inference. We augment the experimental hits using literature extracted information in a similar manner to our previous work (Kiblawi
et al., 2019). We determine that literature-extracted hits used in conjunction with
experimental hits improves the accuracy of the subnetwork inference approach.
We also studied the effect of augmenting another component of our inference approach with literature extracted information. We extract host-virus interactions
from the scientific literature by training a set of feed forward neural networks to
extract several different relations. Our models are able to extract host-virus relations
with significant predictive accuracy. We show that augmenting the experimental interfaces with literature-extracted interfaces results in at least the same level
of predictive accuracy as subnetworks inferred with only experimental evidence.
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We show that augmenting hits and interfaces together using literature-extracted
information results in significant increase in precision at some levels of recall.
We consider this work as a deeper evaluation of subnetwork inference for hostvirus studies at a large scale, and the range of ways in which text mining can boost
the subnetwork-inference process.
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5

evidence combination for corpus-wide information

extraction
In this chapter, we consider the task of combining evidence when applying
information-extraction models to a large corpus. More specifically, we investigate ways to perform evidence combination on predictions made from learned
relation-extraction models. The goal of evidence combination is to predict how
likely a specific relation between entities is, given multiple predictions from a
relation extraction model for instances containing the same pair of entities. We
present a novel approach, based on an undirected graphical model, that takes into
account the dependencies among instances. We compare it to a Noisy-OR baseline
approach which treats instances with the same entity pairs as independent. We use
two different data sets (one human annotated, one distantly labeled) to compare
two different evidence combination approaches.
Data and code for this work can be found at:
https://github.com/Craven-Biostat-Lab/evidence_combination.

5.1

Introduction

A common task in the biological natural language processing domain is to extract
relations between entity pairs from a large corpus. Often, there are multiple sentences in the corpus that describe the same relation between entities in a variety of
different ways. Conversely, it is also possible that sentences containing the same
entity pairs describe different relations between those entity pairs. When extracting
relations between entities in some applications, it may be sufficient to know if at
least one sentence in the corpus is asserting the relation. For example, in Chapter 4
we included literature-extracted interfaces into our subnetwork inference approach
if there was a high enough probability (greater than 0.5) that one of our instances
described a host-virus interaction. We define the evidence combination task as follows: estimate the probability that at least one instance in a corpus describes a
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specific relation between entities by using instance-specific probabilities output by
a relation-extraction model.
In order to better illustrate the task, consider the examples in Table 5.1. The
table contains hypothetical sentences from a corpus. Each sentence has a label
specifying if the sentence describes a binds relation between the proteins (shown in
italics). Sentences are grouped by the entity pair of proteins. We refer to groups
of sentences with the same entity pair as bags. In this particular example, the task
is to determine if a binds relation exists for an entity pair given the sentences in
the bag. Some of these sentences represent the relation, while others do not. We
consider the bag to be positive (label of 1) if at least one of the sentences in the bag is
positive. For example, in the third group of sentences (the sentences containing the
entity pair HFE and TfR) the second sentence does not describe the binds relation.
However, the other two sentences do describe a binds relation between the two
entities. We stipulate that to determine if a relation exists between entities, we need
one piece of evidence (in this case a single sentence) detailing this relation.
Table 5.1: Example of the evidence combination task. Each group of sentences,
referred to as a bag, mentions the same entity pairs (entities are identified in italics).
The task is to determine if a specific relation exists between each entity pair. In this
case, we focus on the binds relation. Positive labels are represented by 1, negative
labels are represented by 0
Sentence
We found that YY1 and Sp1 form a complex.
YY1 and Sp1 bind to form a complex.
We found that YY1 binds Sp1 to form a complex.
Oct1 and Oct2 have specific interactions with TBP.
Oct1 and Oct2 proteins are found in the nucleus.
Oct1 and Oct2 are transcription factors.
HFE binds to the transferrin receptor (TfR )
TfR and HFE both lie on the cell membrane.
HFE and TfR bind together to form a complex.

Instance
Label
1
1
1
0
0
0
1
0
1

Bag
Label
1

0

1
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We formulate the evidence combination task for relation extraction between
biological entities in a similar manner to Skounakis & Craven (2003). The goal is
to estimate the probability that a bag representing an entity pair has at least one
instance describing the relation of interest. In Table 5.1, we assume that individual
sentence labels for the binds relation are known. When using relation extraction
models for prediction, we do not know the true labels of the instances. Instead,
a model outputs the probability that each instance is positive. Thus, given these
instance level probabilities, the task is to determine the probability that at least one
instance in a bag is positive.
One method for evidence combination in this context is the Noisy-OR model
(Koller et al., 2009). Noisy-OR treats all predictions as independent and assigns a
value to the bag that represents the probability of at least one of the instances in
the bag being positive. The formula for Noisy-OR is as follows:
P(

k
X
i=1

y

(i)

> 1) = 1 −

k
Y

1 − P(Y (i) = 1|x(i) )

(5.1)

i=1

Here i is the index of an instance, k is the number of instances in each bag, x(i)
is the feature representation of instance i, Y (i) is a random variable representing the
label of instance i, and P(Y (i) = 1|x(i) ) is the predicted probability from a specific
relation-extraction model that instance i is positive.
Table 5.2 provides specific examples of instances for the entity pair CD30L
and CD30 instance-level probabilities and the resulting Noisy-OR calculation for
two bags. In Table 5.2, the first two instances were input into our trained relationextraction model (which is described in detail in the Methods section) and probabilities of the binds relation were output. This pair of instances are not similar
in terms of their lexical and syntactical features, although both can be described
as representing a binds relation (counter-receptors are elements that bind). Given
the instance probabilities 0.91 and 0.14, the Noisy-OR gate outputs a probability of
0.923 that at least one of these two instances describes a binds relation.
When combining evidence using Noisy-OR, the resulting probabilities tend to
be over estimated when the instances are not independent sources of evidence. To
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illustrate this point, consider the two synthetic instances at the bottom of Table 5.2.
In this case, the two instances have identical feature representations. The NoisyOR model overestimates the probability that one instance is positive. The goal
of evidence combination is to determine the probability that at least one instance
describes the relation of interest. However, having multiple instances with identical
text should not increase this probability; there are not multiple independent sources
of evidence in this case. Since the two instances are identical in terms of their feature
representations it would make sense for the probability that the bag is positive to
not exceed the probability that the individual sentences are positive.

Figure 5.1: The general structure of the undirected graphical model. Shaded elements represent observable variables. The φ boxes represent the potential functions
which are calculated using connecting nodes.
To address the limitations of this independence assumption, we propose a novel
graphical model approach to perform evidence combination. Our approach differs
from Noisy-OR by factoring in the similarity of instances. Our approach determines whether two instances provide independent evidence of the relation being
expressed by assessing how similar the instances look to the relation-extraction
model. More specifically, we characterize a model’s internal representation of an in-
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Table 5.2: Example of the evidence combination task on instances with varying levels
of similarity. This table depicts two bags of instances. The first bag shows instances
that are dissimilar. These instances are constructed from sentences in the AIMed
corpus (Bunescu et al., 2005). The second bag depicts instances that are considered
to be very similar. These instances are identical in their feature representations.
The colors of the words represent different features of the instance. Green and
blue words represent the entity pairs (start entity and end entity, respectively). The
orange arrows represent the shortest dependency path between each pair of entities.
Red words are those on the shortest dependency path. Purple words are those that
occur between entities (words between entities that also lie on the dependency path
are represented in green, e.g., "binding"). The second column is the probability
output by the relation-extraction model of whether the instance is positive. The
third column is the combined probability output by the Noisy-OR approach. The
last column is the combined probability output by the undirected graphical model
approach.
Dissimilar Instances

p(Y (i) = 1|x(i) )
0.91

Similar Instances

p(Y

(i)

0.14
= 1|x(i) )
0.94

Noisy-OR

Markov Model

0.923

0.923

Noisy-OR

Markov Model

0.996

0.94

0.94

stance using a vector. The elements of the vector can represent either the activations
of the hidden units or the gradient of the neural network output with respect to
the weights within the neural network ( ∇p(1) (w) where p(1) represents the output
of our neural network model and w represents the vector of weights). We use the
vector similarity between instances as a proxy for whether they offer independent
evidence of the relation being expressed. To make inferences about bags, we use
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an undirected graphical model (also known as a Markov network) that takes into
account this similarity in its potential function when estimating the probability that
at least one of the instances in the bag is positive.
A general representation of this Markov network is shown in Figure 5.1. Revisiting the previous examples in Table 5.2, our Markov network computes values
similar to the Noisy-OR model when dealing with dissimilar/independent instances. For the case of the second bag, however, the Markov network recognizes
that the two instance-level predictions are highly dependent and thus does not
overestimate the bag-level probability, as Noisy-OR does.
Our relation extraction models output a probability of a specific relation existing
between entities. We want this probability to be calibrated properly in order to
accurately represent the confidence of the prediction. Some models give poor
estimates of the class probabilities (Guo et al., 2017). Probability calibration can be
used to more correctly characterize this uncertainty. It has been shown that modern
neural networks perform better for certain applications when the probabilities are
calibrated (Guo et al., 2017). In this work, we argue that if the probability we output
for the bag is going to be meaningful then the sentence-level probabilities need to
be well calibrated.

5.2

Methods

In this section we describe our approach to evidence combination and how we train
our relation-extraction models.

Undirected Graphical Model
In contrast to Noisy-OR, we devise an undirected graphical model approach to
evidence combination. Unlike Bayesian networks, in which the graph represents a
set of variables and their conditional dependencies, undirected graphical models
use potential functions to represent dependencies among variables. The choice of
potential functions is not restricted to those that represent conditional distributions.
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Potential functions are defined over subsets of the graph’s variables known as
cliques. We formulate the potential function of our undirected graphical model
to take into account in the similarity between pairs of instances (described below).
The joint distribution defined by our undirected graphical model is defined by a
normalized product of potential functions.
Q
(1)

P(x

,y

(1)

,...,x

(k)

,y

(k)

)=

i,j

φ(x(i) , x(j) , y(i) , y(j) )
Z

(5.2)

Here i and j are indices of instances, x(i) is the feature representation of instance
i, y(i) represents the label of instance i, k is the number of instances in a bag, and
φ(x(i) x(j) , y(i) , y(j) ) is the potential function. In order to make inferences with
this joint distribution, undirected graphical models require a normalization factor,
known as the partition function represented above by Z. The formulation of the
partition function for our models is as follows:
Z=

X

X

y(i) ∈{0,1}

y(j) ∈{0,1}

Y

φ(x(i) , x(j) , y(i) , y(j) )

(5.3)

i,j

In our approach, we define a potential function that takes into account the
similarity between instances. Therefore, our potential is a function of only two
instances at a time. The specific potential function we use is displayed in Table 5.3.
The X(i) represents observable random variables corresponding to the feature vector
of instance i, Y (i) represents an unobserved random variable indicating whether
instance i is a positive observation of the relation. The potential function calculates
the similarity between two instances using the learned relation extraction model,
represented by f(·). r represents the number of potential functions in the graph
and d represents the degree of an instance (i.e., the number of potential functions
calculated for each instance).
Like Noisy-OR, our approach calculates the probability that at least one instance
in a bag of instances is positive, or equivalently, the probability that not all the
instances in the bag are negative. Therefore, we can calculate the probability that
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Table 5.3: The potential function for our undirected graphical model for evidence
combination. X(i) and X(j) represent observable variables corresponding to the
(i)
instances (where x1 is the value of the first feature in instance i). Y (i) and Y (j)
represent the unobserved random variables indicating whether instances i and j
are positive observations of the relation. The function f(·) represents the learned
relation extraction model that is used to compute the cosine similarity between two
(i)
instances. p1 = P(Y (i) = 1|X(i) ) which is the probability of instance i being positive
(i)
and p0 = P(Y (i) = 0|X(i) ) which is the probability instance i being negative. k is
the number of instances in the bag, d and r are parameters that are dependent on
the graphical model structure.
X(i)

X(j)

Y (i)

Y (j)

x1 (i) . . . xn (i)

x1 (j) . . . xn (j)

0

0

x1 (i) . . . xn (i)

x1 (j) . . . xn (j)

0

1

x1 (i) . . . xn (i)

x1 (j) . . . xn (j)

1

0

1

1

x1

(i)

. . . xn

(i)

x1

(j)

. . . xn

(j)

φ(X(i) , X(j) , Y (i) , Y (j) )

1
(i) (j)
(i) (j) r
sim
x
,
x
,
f(·)
max(p
p
)
+
0
0


1
1 − sim x(i) , x(j) , f(·) [p0 (i) p0 (j) ] d


1
1 − sim x(i) , x(j) , f(·) [p0 (i) p1 (j) ] d


1
1 − sim x(i) , x(j) , f(·) [p1 (i) p0 (j) ] d

1
(i) (j)
(i) (j) r
sim
p1 ) +
1
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1
1 − sim x(i) , x(j) , f(·) [p1 (i) p1 (j) ] d

instances are negative and subtract the resulting value from one.
P(

k
X
i=1

Q
y

(i)

> 1) = 1 −

i,j

φ(x(i) , x(j) , Y (i) = 0, Y (j) = 0)
Z

(5.4)

A challenge arises in calculating the partition function. The number of settings
that must be considered is exponential in the number of instances being considered.
Given k instances, the calculation of the partition function involves summing over
the product of potentials of 2k possible settings of the Y (i) variables.
In order to address the computational complexity issue, we use two different
forms of the undirected graphical model when performing evidence combination.
If the number of instances in a bag is small (say between two and ten), we use a
model that includes a potential for every pair of instances in the bag. In this case

we assign r = k2 and d = k − 1. If there are many instances in a bag (more than
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ten), we use a ring shaped graphical model. The potential function of the ring
structure is identical to the pairwise structure except we set r = k and d = 2, since
we are only calculating similarities between pairs of instances at a time. Graphical
representations of the two model structures are shown in Figure 5.2.
In the ring form, the partition function is calculated using the forward algorithm
(Koller et al., 2009). However, due to the circular nature of the ring structure we
slightly modify the algorithm. Our modified algorithm is shown in Algorithm 1. At
each step, we calculate the value α(i, j, y(j) ), representing the cumulative product
of the potential functions for the instances in the ring up to the potential that
links instances i and j. When we reach the termination step, we take into account
the potential function for the instances with the last and first indices in the ring.
The order in the ring is determined by the abstracts and sentences of the bag (i.e.,
instances of all the sentences from the same abstract are next to each other in the
ring).

(a) Fully Connected Model

(b) Ring Model

Figure 5.2: Graphical representation of undirected graphical model. Shaded elements represent observable variables. The φ boxes represent potential functions
calculated over connecting nodes.
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Algorithm 1 Calculating partition function for ring structure of Markov network
Input: Number of instances k and potential function φ(X(i) , X(j) , Y (i) , Y (j) ).
1. Initialization:
α(0, 1, 0) = 1
α(0, 1, 1) = 1
2. Recursion: for all j ∈ {2 . . . k}, y(j) ∈ {0, 1}
X

α(j − 1, j, y(j) ) =

α(j − 2, j − 1, y(j−1) )φ(x(j−1) , x(j) , y(j−1) , y(j) )

y(j−1) ∈{0,1}

3. Termination: for all y(1) ∈ {0, 1}
X

α(k, 1, y(1) ) =

α(k − 1, k, y(k) )φ(x(k) , x(1) , y(k) , y(1) )

y(k) ∈{0,1}

4. Calculate partition function:
Z=

X
y(1) ∈{0,1}

Output: Partition function Z

α(k, 1, y(1) )
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Calculating Similarity
Our Markov network takes into account the similarity of two instances. One type
of similarity measure is cosine-similarity, which measures the cosine of the angle
between two vectors in multi-dimensional space. Therefore, it is a measure of
orientation rather than being a measure of magnitude. Two vectors with the same
orientation have a cosine-similarity of 1, while vectors at orthogonal angles have
a cosine similarity of 0. In our approach, we create two types of vectors for every
instance in our test set. The first type of vector is the gradients of the network
output with respect to the weights in the model for a given instance (∇p(1) (w)),the
second type is the activation function values of the hidden units in the models.
For each entity-pair we calculate cosine similarities between all pairs of instances
within the bag representing the entity pair.

Noisy-OR
We use Noisy-OR as our baseline approach to evidence combination. Noisy-OR
treats all predictions as independent and assigns a value to the bag that represents
the probability of at least one of the instances in the bag being positive. All instances
containing the same pair of entities within our test-set are placed in the same bag
and a combined probability is calculated using Noisy-OR.

Relation Extraction Model
We use feed forward neural network models to extract relations between the entity
pairs. Each neural network contains an input layer representing the feature space
(1,259 features for the AIMed data set, and 5,429 for the distantly labeled data set),
a single hidden layer of 256 rectified linear units (ReLUs), and a single sigmoid
output node. We use the cross entropy loss function and regularize each network
using dropout on the hidden nodes (Srivastava et al., 2014).
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Probability Calibration
We use isotonic regression to calibrate the probabilities output by our neural network models (Niculescu-Mizil & Caruana, 2005). Isotonic regression fits a set
of observations (instances and the probabilities output by the relation-extraction
model) as closely as possible to a non-decreasing or (non-increasing) function. Isotonic regression is a non-parametric calibration method that learns a piece-wise
constant function that minimizes the square loss between the function and observations (Guo et al., 2017). This function is used to transform uncalibrated probabilities
output by the relation-extraction model.
We use a held-aside subset of training instances to train an isotonic regression
function for each learned model.

Data Set and Instance Creation
We study evidence combination for two different types of data sets. The first data set
is a manually curated corpus known as AIMed (Bunescu et al., 2005) that represents
the binds relation between proteins. The second data set is created by using a
distant-supervision approach for human and HIV-1 interactions (Ptak et al., 2008;
Ako-Adjei et al., 2014).
The AIMed corpus is composed of 225 MedLine abstracts (Bunescu et al., 2005).
We create an instance for each pair of proteins within a sentence. If the AIMed
corpus annotates a protein-protein (binds) relation between those two entities in the
sentence, we give the instance a positive label. Conversely, if there is no mention of
a binds between the entities we give the instance a negative label. Each sentence
may contain multiple entity pairs. The data set contains 4,546 instances of which
2,532 are labeled positive.
We are also interested in extracting relations between host genes and virus genes,
and thus we also create a data set of instances with these types of entity pairs. While
we do not have a labeled corpus of sentences containing relations between human
and virus genes, we can label our instances using a process known as distant supervision. As described in Chapter 4, distant supervision does not require any human
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annotation but rather employs existing knowledge to heuristically label a training
corpus (Craven et al., 1999; Mintz et al., 2009). The existing knowledge is typically
collected in curated knowledge bases. Distant supervision automatically generates
training examples by labeling instances in our corpus according to whether the
entity pair is listed in the external knowledge bases with curated information. This
method significantly reduces human efforts for labeling.
To train our models we use the HIV-1 Human Interaction Database as our external knowledge base (Ptak et al., 2008; Ako-Adjei et al., 2014). The knowledge base
represents a number of different types of interactions in which we aggregate into
seven different relations: binds, colocalizes, cleaves, degrades, downregulates, upregulates, and regulates (the regulates relation contains all entries in the downregulates
and upregulates relations as well as unique entries). We train a relation-extraction
model for each of these seven relations. We assemble a data set with 16,970 instances
containing a mention of a human gene and a mention of an HIV-1 gene.
Our instances are represented by a variety of lexical and syntactic features. We
use the shortest dependency paths between entity pairs, which have already been
computed by Percha et al. (2018) and collected in a repository. Within this repository
are shortest dependency paths between entities that are determined from parses
computed using the Stanford CoreNLP pipeline (Manning et al., 2014). We use
these dependency paths as one set of features. Each instance contains only one
shortest dependency path between entities. We also use lexical information to
define features. More specifically we use individual words that lie on the shortest
dependency path and words that lie between entities as features. We also define
dependency elements which are composed of a dependency type as well as the two
words connecting the dependency type. An example of the features we extract
from the text is shown in Figure 4.2. Words and dependency elements that do not
appear in five or more instances in the training set are not selected to be features.
For the AIMed corpus the feature vector is of length 1,259, whereas the feature
vector for the distantly labeled data set is of length 5,429.
Each data set is then partitioned into three subsets: a training set, a calibration
set, and a test set. The partitioning of the data sets are performed at the abstract
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level. For the AIMed data set, 50% of the abstracts are used for training, 15% are
used for calibration, and 35% are used for testing. For the distantly labeled humanHIV-1 data set, 70% are used for training, 10% are used for calibration, and 20%
are used for testing. The reason for the disparity in partitions is due to the AIMed
data set having a smaller number of instances, and the need to have a fairly large
set of instances with matching entity pairs (i.e., more than one instance per entity
pair) in the test set in order to have a strong evaluation of the evidence combination
methods.

5.3

Results

In this section we present results comparing our undirected graphical model approach for evidence combination to the Noisy-OR model. Our experiments are
conducted on two different data sets. The first of which is a labeled data set in which
we infer the binds relation between entities. The second is a distantly labeled data
set for seven relations (binds, cleaves, colocalizes, degrades, downregulates, upregulates,
and regulates). We evaluate our models using precision-recall curves generated
after performing evidence combination on a held aside test set.

Evidence Combination on a Manually Labeled Data Set
The Markov network model requires a cosine similarity between pairs of instances.
We calculate cosine similarity in two different ways. One approach uses the gradients of the output with respect to the weights in the feed forward neural network
model used to predict the binds relation between entity pairs. The second approach
uses the rectified linear unit (ReLU) hidden layer activation values.
Figure 5.3 shows precision-recall curves when we combine evidence on the test
set using both our Markov network and Noisy-OR. For both measures of similarity,
we achieve slightly higher precision using our Markov network model than using
the Noisy-OR model. We achieve higher precision at more levels of recall using
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cosine similarity calculated from the gradients than from the hidden unit activation
values.

(a) Gradient of Network wrt Weights

(b) Hidden Unit Activation

Figure 5.3: Precision-recall curves comparing evidence combination approaches
on a manually labeled data set. Each panel represents a different type of vector
used to calculate the cosine similarity. In each panel, the blue curve represents our
Markov network approach, and the red curve represents the Noisy-OR approach
to evidence combination. The horizontal green line in the figure represents the
fraction of positive entity pairs for the binds relation.

Evidence Combination on a Distantly Labeled Corpus
We performed a similar analysis of evidence combination using a distantly labeled
corpus. With this corpus we trained seven different models for relation extraction on
the following relations: binds, cleaves, colocalizes, degrades, downregulates, upregulates,
and regulates. We are not able to calibrate the probabilities output by these models
since we would need instance-level labels in our calibration set in order to train the
isotonic regression model. For this data set, the labels are determined using distant
supervision so an instance not describing a specific relation between two entities
may still be labeled positive if the entity pair was in our external knowledge base.
We compare our Markov model with the Noisy-OR model for six out of the seven
relations in Figures 5.4 and 5.5 (we do not show results for the cleaves relation
due to the fact that we do not have many positive instances for it). Figure 5.4

100
shows the results when using our relation-extraction model weight gradients to
calculate cosine-similarity. Figure 5.5 shows the results when using hidden unit
activation values. For the gradient similarity metrics, our undirected graphical
model performs similar to the Noisy-OR model in terms of precision at most levels
of recall. While we do not see any improvement, we also do not see any degradation
in predictive accuracy. For the hidden unit activation similarity metric, there is
some disparity between the models for some relations. For binds and colocalizes,
we see some improvement of precision at specific points of recall, whereas for
downregulates and regulates it appears that Noisy-OR performs better in terms of
precision at certain points of recall.
We next compare our Markov model to the Noisy-OR approach when evidence
is combined among all the relations. We use our Markov network to combine
evidence for each individual relation, and then use Noisy-OR to combine evidence
across relations. The reason for using Noisy-OR in this way is that we believe we
can treat each individual relation as independent and predict whether any type
of interaction exists between entities using this model. In other words we are
measuring the probability that an entity pair represents any type of relation. The
results for this experiment are shown in Figure 5.6. Similar to the results for the
individual relations, it appears that our Markov network performs comparable to
the Noisy-OR model in terms of precision and recall when using weight gradients
to calculate cosine similarity. It also appears that we see slight but not significant
improvement in precision when using hidden unit activations.

Sensitivity of Probability Calibration
The results in Figure 5.3 were generated using instances that were calibrated with
an isotonic model (trained from a held aside calibration set). To determine the
sensitivity of the approach to having well calibrated probabilities, we perform
a similar analysis using uncalibrated instances. The results of this analysis are
shown in Figure 5.7. For both similarity metrics, we do not achieve a significant
improvement using our undirected graphical model compared to Noisy-OR, and
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(a) Binds

(b) Colocalizes

(c) Degrades

(d) Downregulates

(e) Upregulates

(f) Regulates

Figure 5.4: Precision-recall curves comparing evidence combination approaches
on a distantly labeled corpus using gradients of the model with respect to the
weights. Each panel represents a different relation. In each panel, the blue curve
represents our Markov network approach, and the red curve represents the NoisyOR model approach to evidence combination. The horizontal green line in the
figure represents the fraction of positive entity pairs for that specific relation.
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(a) Binds

(b) Colocalizes

(c) Degrades

(d) Downregulates

(e) Upregulates

(f) Regulates

Figure 5.5: Precision-recall curves comparing evidence combination approaches
on a distantly labeled corpus using hidden unit activations to calculate cosine
similarity. Each panel represents a different relation. In each panel, the blue line
represents our Markov model approach, and the red line represents the Noisy-OR
model approach to evidence combination. The horizontal green line in the figure
represents the fraction of positive entity pairs for that specific relation.
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(a) Gradient of Network wrt Weights

(b) Hidden Unit Activation

Figure 5.6: Precision-recall curves comparing evidence combination approaches
on combined relations from a distantly labeled data set. Each panel represents a
different metric used to calculate the cosine similarity. The blue curve in each panel
represents our Markov model approach, and the red curve represents the Noisy-OR
model approach to evidence combination. The horizontal green line represents the
fraction of positive entity pairs for any relation.

Noisy-OR has higher precision at some points of recall. The Noisy-OR model results
when using uncalibrated probabilities also have higher precision when compared
to the calibrated Noisy-OR curves in Figure 5.3.

5.4

Discussion and Conclusion

In this chapter, we presented a novel approach to performing evidence combination
for relation-extraction models. Whereas the Noisy-OR method treats all instances
as providing independent evidence, our approach attempts to identify independence by assessing how similar the instances look to the relation-extraction model.
We presented empirical evaluations that compared the two different methods for
performing evidence combination with relation-extraction models.
We evaluated our evidence combination approaches on two different types of
data sets. We showed that for a manually-labeled data set with sentences describing
the binds relation (Bunescu et al., 2005), our Markov network outperforms Noisy-OR.
For distantly labeled data sets, our Markov model performs similar to the Noisy-OR
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(a) Gradient of Network wrt Weights

(b) Hidden Unit Activation

Figure 5.7: Precision-recall curves comparing evidence combination approaches on
uncalibrated instances from a manually labeled corpus. Each panel represents a
different metric used to calculate the cosine similarity. In each panel, the blue curve
represents our Markov model approach, and the red curve represents the Noisy-OR
model approach to evidence combination. The horizontal green line represents the
fraction of positive entity pairs for the binds relation.

model on a variety of different relations.
In the labeled data set, we tested the sensitivity to our approach to not having
well calibrated probabilities. Our undirected graphical model performed better
than Noisy-OR when instances were calibrated. We expect that well-calibrated
probabilities are important to our evidence combination approach. For the distantly
labeled data set we were not able to calibrate the probabilities at the instance level
(due to the lack of instance-level labels in distantly-labeled data sets). This may
explain why our Markov model was not as effective on the distantly-labeled data
set.
Our undirected model takes into account similarity between instances by using
cosine similarity when calculating potential functions. In this work, we calculated
cosine similarity between instances using two different properties of our feed forward neural network, the gradients of the model output with respect to the weights,
and hidden unit activations. In the analysis of our labeled data set, the improvement
in precision across different levels of recall was more significant when using weight
gradients than hidden unit activations. For the distantly labeled data set, there
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was more variability in precision when using the hidden unit activations. When
we combined our evidence across all seven relations, there was not a substantial
difference in precision between the undirected graphical model and the Noisy-OR
for either similarity metric.
This work is an initial foray into determining how undirected graphical models
can be used to perform evidence combination for relation-extraction models. We
believe that our approach could be applicable to other relation-extraction applications and domains. Future work could explore the performance of our undirected
graphical model on different data sets and different types of relations. It would
also be beneficial to investigate how to construct a pipeline that is able perform
evidence combination and probability calibration at the abstract or corpus level
in order to perform evidence combination on distantly labeled data sets. In this
work, the weight gradients and hidden unit activations used to calculate the cosine
similarity were elicited from feed forward neural network models that have an
architecture with just one hidden layer with 256 rectified linear units. It would be
interesting to see how our evidence combination approach handles different deep
network architectures.
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6 evaluation of a system for identifying associations
between concepts, genes, and metabolites
In this chapter we evaluate a tool created in our lab called Gadget, which was
primarily developed by Matthew Ziegler. The principal contributions I made to this
project include: expanding Gadget to return results of metabolites, expanding the
mapping file by incorporating the gene mappings from PubTator (Wei et al., 2013)
and developing a user interface used for evaluation. The evaluation was conducted
with the help of Eunju Park, a member of Paul Ahlquist’s research group.
The Gadget web interface and access to the source code is available at
gadget.biostat.wisc.edu.

6.1

Introduction

Many studies that are focused on characterizing biological phenomena at a systems
scale have a need to consult the scientific literature in order to assemble and rank
the biological entities that are involved in the phenomena of interest. For example,
cell reprogramming studies have been guided by prioritizing transcription factors
according to the evidence that they might be implicated in guiding a cell towards a
target cell state of interest. One approach to this task is to first query the literature
using PubMed in order to identify articles that match a query of interest, and then
to read the abstracts of the articles to see which entities (e.g., genes) are mentioned
in them. This process is extremely laborious, especially for concepts that entail
hundreds or thousands of genes.
Here we present Gadget, which is a web-based tool that enables researchers
to readily query several million abstracts indexed by PubMed in order to summarize the genes and metabolites associated with concepts of interest. Given a
user-specified query, Gadget identifies and ranks the genes and metabolites that
are associated in the biomedical literature with the query. Queries may specify
phenotypes, disease states, drugs, genes, processes, and other concepts that are
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expressible in a standard search-engine query language.
Gadget can be used to characterize relationships among biomedical entities, formulate hypotheses, and prioritize experiments, among other applications. Gadget
can be thought of as an analog to PubMed that ranks genes/metabolites, instead of
articles, according to their relevance to a given query.
Among a plethora of possible use cases for Gadget, several that we have explored
are the following:
• A routine way to analyze genome-wide experimental data sets is to determine if the genes (or proteins) of interest are enriched for certain biological
functions, processes, or components. Commonly, this is done by contrasting
gene sets identified in the experiment with gene sets defined by a resource
such as the Gene Ontology (Gene Ontology Consortium, 2009). However, it
may be desirable to assemble gene sets that are not represented by concepts
in the ontology. For example, we have used Gadget to define gene sets corresponding to various aspects replication of viruses of interest, and then used
these gene sets for enrichment testing.
• In some cases, experimental methods might not identify all of the genes
involved in a process of interest. For example, it has been established that
RNAi screens for virus-required host genes have many false negatives (Hao
et al., 2013). In such studies, it may be profitable to augment the experimentally
determined genes with genes identified by Gadget as being involved in the
process (Kiblawi et al., 2019).
• As mentioned above, cell reprogramming studies have been guided by prioritizing transcription factors according to the evidence that they are involved
in steering a cell towards a target cell state of interest. In such applications,
Gadget can be used to efficiently identify and rank genes that are implicated
in the target cell state.
These specific use cases are representative of two broad classes that we have
identified through our collaborations and usability tests with biologists. The first
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two cases above represent applications in which Gadget output is used programmatically to assemble lists of genes/metabolites for some downstream analysis.
The third use case above is representative of applications in which the user interacts
with Gadget as they would with a search engine, by scanning the search results to
identify a few specific genes or metabolites of interest.

6.2

Methods

In this section we describe the form of the queries that Gadget accepts and the
information it provides as output in response to a query. We use the terms gene-based
and metabolite-based to refer to queries that ask for rankings of genes or metabolites,
respectively.

Queries
Queries to Gadget are formulated like queries to a search engine such as PubMed.
They consist of keywords and/or multi-word phrases optionally connected by
Boolean operators. Wildcards can be used to match inexactly specified terms.
Queries can also specify lists of genes indicated by Entrez identifiers or gene symbols, including all synonyms for a given gene.
The system processes the queries against a corpus of abstracts from PubMed.
Given the set of abstracts matching the query, Gadget determines the genes and
metabolites that are mentioned in each abstract. For genes, this is done using the
PubTator system (Wei et al., 2013). For metabolites, we determine the metabolites
mentioned in each abstract using the Human Metabolome Database (Wishart et al.,
2007) as a dictionary source. Gadget currently maps more than 66,000 genes
(including RNA genes) and 41,000 metabolites to mentions in more than 5 million
abstracts.
Although genes and metabolites can be specified in queries as keywords, the
special “Query Genes” box on the query page invokes the use of the PubTator
system to match genes in the query rather than simply using string matching.
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This approach can help avoid false-positive matches for gene identifiers that are
polysemous with other entities.
The user can also restrict the abstracts considered by the year in which they
were published. The query modifier year: followed by a specific year ensures that
abstracts only from the specified year are used when answering the query. Similarly,
ranges of years can be specified by using year:[startyear to endyear ]. Either startyear
or endyear can be omitted to specify an open-ended range.
Another option when querying is to take homologs into account. When determining which genes are included in the results for a given query and how they
are ranked, Gadget counts the number of abstracts that mention each gene and
also match the query. If the homologs option is selected, Gadget will also include
abstracts that mention homologs of the gene, as indicated by the Homologene
database (NCBI Resource Coordinators, 2012).
Gadget also has limited support for species-specific queries. Gene-based queries
can be issued for Homo sapiens, Mus musculus, and Saccharomyces cerevisiae. Currently, metabolite-based queries can be done only for Homo sapiens.

Ranking Genes/Metabolites
Gadget ranks genes/metabolites according to their association with the query. The
system uses several different ranking criteria, and the user can easily switch among
them to re-rank the returned genes/metabolites. Here we explain the ranking
criteria in terms of genes, but the same criteria are used for metabolites.
The adjusted precision criterion assesses the extent to which abstracts mentioning
a gene are associated with the given query. More precisely, let Ag represent the
set of abstracts mentioning gene g, Aq be the set of abstracts matching query q,
and Aqg be the set of abstracts that both mention gene g and match the query q.
|Aq
g|
We define adjusted precision as |Ag |+10
. The adjusted precision criterion includes a
“pseudocount” of 10 in the denominator in order to bias the measure towards those
genes for which there is more evidence indicating their association with the query.
(e.g., a gene with 25 of its 50 abstracts matching a query will have a higher value
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than a gene with 2 of its 4 abstracts matching the query).
Another ranking criterion is simply |Aqg |, the number of abstracts associated
with the query that mention the gene. Whereas the adjusted precision measure
prefers genes whose literature is more specific to the query, the |Aqg | criterion prefers
genes that cover many of the query-relevant abstracts.
The default ranking criterion in Gadget is the F1 measure, which balances the
|Aq |
two previous criteria. More specifically, define recall as |Agq | , i.e., the fraction of the
2×precision×recall

abstracts matching the query that also mention gene g. Then F1 = precision+recall ,
which is the harmonic mean of precision and recall. Gadget uses adjusted precision,
as described above, when computing F1 .
The fourth ranking criterion is the total number of abstracts mentioning a gene,
|Ag |. Although this last criterion does not factor the query into the ranking, it is
applied only to genes that match the query.
Gadget also computes a p-value for each gene using the hypergeometric test.
The null hypothesis is that the fraction of abstracts that match the query for a given
gene is equal to the “background” fraction of abstracts that match the query in the
entire corpus of abstracts. The p-value thus indicates how confident we are that a
gene’s abstract set is enriched for the query.
Results returned from Gadget include information about the genes/metabolites
returned, along with the various ranking scores and the p-value for each. For genebased queries, Gadget provides the following information for each gene returned
as a result: gene symbol, gene name, synonyms, Entrez ID, chromosomal location,
and links to more than 40 external sources providing further information about
the gene. These sources include sequence, expression, interaction, disease, and
other types of databases. For metabolite-based queries, Gadget list synonyms and
provides a link to the corresponding record in the Human Metabolome Database
(Wishart et al., 2007). For both query types, Gadget lists the abstracts associated
with each gene/metbolite in the results.
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6.3

Results

In this section, we present an empirical evaluation of Gadget that was designed to
test its ability to accurately identify genes related to specific queries.

Assessing the Precision of Gadget Results
In order to determine whether the genes that Gadget returns are relevant to a
given query, we conducted an experiment in which an expert in the field of viral
replication (collaborator EP) evaluated the relevance of Gadget-identified genes
for a set of queries.
Our study involved giving Gadget four specific queries along with a decoy
query paired with each. The inclusion of decoy queries was done so that we could
rigorously assess the precision of the system by including putative negatives in the
evaluation. The decoy queries were designed to return “near misses” to the results
of the target queries; each decoy query describes a concept that is more general than
the target query but similar in function. For example, in order to formulate a decoy
query for the target query HIV AND “cell membrane”, we used a more general term
for a virus as well as another location within a cell, resulting in the decoy query
viral AND cytoskeleton. The queries and their corresponding decoys are shown in
Table 6.1.
For each query, we selected the top-10 and bottom-10 genes as ranked by Gadget
using the F1 criterion. Note that the bottom-10 genes in this case are genes mentioned
in at least two abstracts matching the given query. Therefore, we expect these genes
to have some relation to the query, although they are not considered to be as strongly
relevant to the query as higher ranked genes. We combined these genes with the
top 10 genes returned by Gadget when given the decoy query, excluding any genes
that also appear in the actual query result set. Thus, we have four sets consisting
of 30 genes each (10 high confidence results, 10 low confidence results, 10 decoy
results). We devised a web-based interface in which the 30 genes for each target
query/decoy pair were ordered alphabetically, and each gene was linked to the
abstracts Gadget returned with it. For each query, our expert marked each gene as
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relevant to the given query or not relevant. Our expert made her decisions based
on either prior knowledge of the gene and the query or by reading the abstracts
that Gadget retrieved for that particular gene. In an ideal case, if all the genes
returned by Gadget were relevant, our expert would mark all the high confidence
and low confidence genes as relevant and presumably mark none of the decoy hits
as relevant.
Table 6.1: Target and decoy Gadget queries. The left column shows the target
queries we used to evaluate Gadget. Each query was paired with a decoy query
which is shown in right column.
Target Query
HIV
HIV
HIV
HIV

AND
AND
AND
AND

Decoy Query

“cell membrane” viral AND
budding
viral AND
ESCRT
viral AND
capsid
viral AND

cytoskeleton
attachment
MAPK
tail

The results of the evaluation are shown in Figure 6.1. For each of the four queries,
our expert agreed that the genes for which Gadget was highly confident were all
relevant to the given query. For the genes that Gadget gave a low confidence
ranking, our expert determined that a majority of the genes were relevant to the
query. The precision for these sets of genes ranged from 0.6 to 1.0. For two of the
queries, the expert did not consider any of the decoy query results as being relevant
to the concept. However, for the HIV AND “cell membrane” and the HIV AND capsid
queries, our expert marked some of decoy genes as being relevant. These genes
belong to a family that the expert knew to be associated with the target concept.
Recall that each decoy query was designed to return genes that are “near misses”;
that is genes that are relevant to a related concept, but not directly relevant to the
target query. In these two cases, it appears that the some of decoy query results
were actually relevant to the target concept and not near misses, thus indicating
that the recall of Gadget is not perfect. However, we conclude that overall the genes
returned by Gadget are relevant to the given query concepts, and this is especially
true for genes it ranks highly.
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Figure 6.1: Precision of Gadget results. Each group of bars represents the highconfidence genes (blue) and low-confidence genes (orange) returned by Gadget,
along with the genes returned by the corresponding decoy query (grey). The y-axis
represents the fraction of genes in each set that the expert marked as relevant.

6.4

Discussion and Conclusion

Gadget represents a unique resource for characterizing the genes and metabolites associated with biomedical concepts of interest. Gadget supports a standard
search-engine query language that enables queries to be expressed using arbitrary
words, multi-word phrases, gene identifiers, wildcards, Boolean operators, and
date ranges. The system ranks genes/metabolites according to their association
with the query using several different ranking criteria. In addition to ranked lists of
genes/metabolites, Gadget also provides links to the abstracts associated with each
item in the results, and links to a broad set of external data sources. The system
also enables results to be downloaded to CSV files, and it provides an API that
handles queries issued via URLs. The API can return results in either CSV or XML
format.
To accommodate biologists’ use cases and workflows, we continuously sought
user input over the course of Gadget’s design and development. We conducted
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usability tests to ensure that the site was easy to use and understandable, and to
prompt feedback about design improvements.
In this chapter, we presented an empirical evaluation of Gadget that demonstrated its ability to accurately identify genes related to specific queries pertaining
to HIV replication.
The existing systems that are most similar to Gadget are eGIFT, CoCiter, and
KinderMiner. The eGIFT system (Tudor et al., 2010) is also able to associate text terms
with genes. In contrast to Gadget, which supports arbitrary queries and ranks genes
and metabolites according to their association with the query, the eGIFT system
works with a closed vocabulary of “iTerms” describing biological concepts, and it
does not rank genes but merely lists alphabetically those that are linked to an iTerm.
Moreover, eGIFT does not support queries on metabolites. The CoCiter system
(Qiao et al., 2013) supports a type of query which identifies the genes associated with
a user-defined set of terms, and returns the top-100 genes ranked by counts of their
co-occurrences with the terms. Gadget has several of advantages over this system
such as enabling more-expressive queries, queries on metabolites as well as genes,
and multiple ways of ranking returned genes/metabolites. Additionally, Gadget
can return more than 100 genes for a given query and provides a rich set of attributes
and links characterizing each gene. The KinderMiner system (Kuusisto et al., 2017)
ranks an arbitrary list of target terms (e.g., gene symbols) by their association with
an arbitrary key phrase within the Europe PMC corpus (Europe PMC Consortium,
2014). Currently, there is not a web-based version of KinderMiner available.
In future work, we plan to address two limitations of the current instance of
Gadget. First, we will improve the accuracy of the mapping from abstracts to
genes that currently is computed by PubTator. In particular, we have noticed cases
in which mentions of viral genes are incorrectly mapped to human genes with
the same name. We believe these mistakes can be alleviated by employing better
heuristics for resolving ambiguous gene mentions. Second, we plan to extend the
system to provide more support for queries on genes from model organisms.

115

7

conclusion and future work

The majority of this thesis presents research on subnetwork inference. The subnetwork inference task requires multiple types of inputs. The inputs are a background
network which is composed of different interactions that involve sub-cellular entities
(i.e., genes, proteins, RNA, metabolites, etc.) and sets of source nodes and target nodes
that lie within the background network. The output is a subset of paths connecting
source nodes to target nodes from the background network. The approach is used
to characterize the genes involved in specific responses of interest.
In this work, we have shown that we can use information extracted from the
scientific literature to augment experimental evidence in order to infer more accurate
subnetworks. We show that we can infer subnetworks involved in viral replication
for multiple viruses, and infer subnetworks involved in breast cancer tumor growth.
Another aspect of this work involves investigating ways in which predictions of
relations between entity pairs from a machine-learning model can be combined
across multiple occurrences of identical entity pairs.

7.1

Summary of Contributions

1. Contribution to the subnetwork inference approach by augmenting data
sets. We use literature-extracted information to (i) enlarge the set of nodes
identified as sources in a subnetwork inference task, (ii) enlarge the set of
interactions used in the background network, (iii) enlarge the set of nodes
identified as targets in a subnetwork inference task, and (iv) support targeted
browsing of a large inferred subnetwork by computing views of the subnetwork
that are closely related to concepts of interest. The empirical studies we present
demonstrate that literature-extracted information can improve the explanatory
power and accuracy of subnetwork inference in a variety of applications.
The background network, source nodes, and target nodes necessary to perform
subnetwork inference are usually collected from publicly available sources
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and databases. These databases are often incomplete due to a curation bottleneck, so there is a wealth of information that is only available in the scientific
literature. In this work, we show that information extracted from the scientific
literature can be used to augment the inputs of the subnetwork inference
approach and improve the accuracy and interpretability of inferred subnetworks.
We augment our data sets for subnetwork inference in multiple ways. In
order to augment the source nodes we use a tool developed in our lab called
Gadget. Gadget is able to identify genes for specific concepts of interest.
Using these literature-extracted genes, we are able to augment a source node
set that was compiled via experimental evidence. We use Gadget to augment
the source node set for various viruses. For multiple viruses, the use of
literature-extracted hits was able to improve the precision of our inferred
subnetworks.
We also investigated augmenting the background network with interactions
extracted from the scientific literature. In our study investigating host-virus
replication for the HIV-1 virus, the use of literature-extracted interactions did
not provide any significant improvement in predictive accuracy compared
to baseline methods. However, in another study investigating breast cancer
tumor growth, we were able to reach more relevant target nodes when using
literature-extracted interactions.
We investigated the use of information extracted from the literature to augment target sets. We used a machine learning model that is able to predict
host-virus interactions. Using these literature-extracted interactions, we augment the target set for various subnetwork inference studies involving viral
replication. Our results showed that augmenting the target sets with these
literature-extracted host-virus interactions improved the precision of the inferred subnetworks at various levels of recall for multiple viruses. We also
inferred subnetworks that used both literature-extracted hits and literatureextracted host-virus interaction and found that augmenting both the source
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nodes and the target nodes resulted in improved predictive accuracy.
We show that literature-extracted information can also be used to improve the
interpretability of subnetworks. We once again used Gadget to infer views
into specific subprocesses of viral replication.
2. Contribution to subnetwork inference approach by showing robustness of
approach on a variety of different applications. Although the specific constraints and objective functions used in subnetwork inference are somewhat
application-dependent, the integer programs typically incorporate several
common elements (the background network, source nodes, and target nodes).
In this work, we showed that our approach is applicable to any network analysis task that shares these common elements. More specifically, we showed
that we can perform our approach to infer subnetworks involved in viral
replication for six viruses (HIV-1, Hepatitis C, Dengue, Influenza A, West
Nile, and Zika). We also identified a subnetwork involved in breast cancer
tumor growth. The genes/proteins comprising the source nodes and target
nodes differ for each of these tasks. They also differ in the technologies used to
identify them. For the viral replication task, we employed data from a variety
of different screening technologies to identify relevant genes to use as source
nodes. For the breast cancer task, we used a pre-determined transcription
factor known to be involved in tumor growth as the source node.
3. Contribution to methods of combining evidence when extracting relations
from text. A major focus of the work presented in this thesis has been to extract
different types of interactions between biological entities (i.e., protein-protein
interactions, protein-gene interactions, and gene-gene interactions). This
process is known as relation extraction. The entities and the relations we are
attempting to extract may be represented over multiple sentences and articles.
This is especially true for large corpora. A key problem in such contexts is
deciding how to combine evidence across these multiple occurrences, in order
to determine if at least one instance in the corpus is describing the relation of
interest.
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We developed a novel undirected graphical model approach to evidence
combination for relation extraction which takes into account the similarity
between instances. We compared our undirected graphical model approach
to a Noisy-OR approach which treats every instance as being independent.
The Noisy-OR method acts as a baseline for comparison.

7.2

Future Directions

Although we have advanced the state of the art in methods for the subnetwork
inference task and evidence combination, we consider this work as an initial foray
and we believe there are many areas that are worth additional exploration.

Subnetwork Inference
In this work, we use an integer programming approach to perform subnetwork
inference. There are various aspects of this method that could be modified to try to
improve its accuracy.
In the future, applications that require other types of biological entities and
relationship to predict subnetworks may present themselves and it would be worth
investigating these problems. The work we present here focuses on inferring subnetworks connecting relevant genes and proteins, but this could be expanded to
account for other types of entities, relations, and even cellular compartments.
One of the steps in our inference approach is to weight nodes using a diffusion
kernel. The diffusion kernel assigns weights to nodes according to their proximity
and connectivity to the set of source/target nodes. These weights are used in the
objective function of our integer program method. A diffusion kernel is just one
approach to assigning weights, various node similarity measures that might be
worth investigating include betweeness and iterative propagation.
We could also investigate other subnetwork inference approaches such as Steiner
tree, prize-collecting Steiner Tree, or prize-collecting Steiner forest approaches (Scott
et al., 2005; Dittrich et al., 2008; Tuncbag et al., 2013).
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Extracting Information from Scientific Literature
There are various methods in our literature-mining approaches that requires further
study and improvement.
Data Sources
Both Gadget and our host-virus interaction models utilize the abstracts indexed by
PubMed. While the number of abstracts is large (approximately 29 million), there
is still a wealth of information that is present in the full text of articles rather than
just the abstracts. A logical next step in the development of these methods would
be to use the full text of articles. There are a variety of data sets we could expand to,
including the PubMed Central Open Access Subset, which contains a large set of
freely available articles. Another data source we could utilize is the GeoDeepDive
project which has agreements with various publishers and allows programmatic
downloading and mining of published content. (Zhang et al., 2013).
Named Entity Recognition
One challenge we faced in this work is the homonym problem when conducting
named-entity recognition (NER). There are a variety of biological entities such as
genes that have common names over multiple species, and it is difficult for NER
systems to differentiate between the homonyms. Multiple systems that we use
to extract information from the scientific literature build on NER systems. It is
possible when using Gadget or our relation extraction models, that the entities in
the data sets were tagged for host genes when the text was mentioning the viral
homonym of the gene.
One possible solution to this problem would be to try to identify the primary
species that is the subject of an abstract/paper and to tag the proper homonym
based on that species. For example, an approach like relation-extraction could be
used where a membership relation between species and genes gets extracted.

120
Relation Extraction Model
We used feed forward neural network models to extract relations from the scientific
literature. There are a variety of different model architectures and approaches that
could also be used. Previous work has used a Long Short Term Memory (LSTM)
recurrent neural network to perform relation extraction (Xu et al., 2015).
Future work could explore other architectures (Gated Recurrent Networks,
Convolutional Neural Networks, etc.) or try to augment the dataset with additional
distantly-labeled training instances.
As mentioned in Chapter 2, some descriptions of biological phenomena are best
described in terms of events. A simple event might be expressible as a binary relation, but more interesting events may involve a complex nested structure. Another
logical next step would be to expand on our information-extraction approach by
also incorporating event extraction models.
We focused on extracting relations between genes. It may be valuable to extract
relations for other types of entity pairs and to extract relations between entities and
Gene Ontology terms. An ontology is a system of named terms and relationships
that are used to provide structure and organization to various domains.
Evidence Combination
We use an undirected model to perform evidence combination. This model is based
on similarity between instances computed using the weights and hidden units of
relation-extraction neural network. Future work could investigate generalizing our
undirected graphical model approach to other neural network architectures (e.g.,
LSTM) and other types of learned models.
In Chapter 4, we used our host-virus interaction prediction model to extract
potential interfaces from the scientific literature and used Noisy-OR to perform
evidence combination. To train this host-virus interaction model, we used every
instance of our distantly labeled data set in order to reduce generalization error.
In future work it may be beneficial to hold aside a small subset and manually
labeling the instances in order to perform probability calibration before making
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predictions. Determining a methodology to perform probability calibration and
evidence combination on distantly labeled instances at the abstract or corpus level
may lead to better predictions.
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