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ABSTRACT
Gene regulatory networks (GRNs) function as the master plan for controlling the expression
of genes in living cells. Understanding the interactions between regulatory factors and their target
genes in such regulatory networks is a fundamental and challenging problem for experimental and
computational biologists. The main goal of this dissertation is to develop novel statistical models
and computational algorithms to better understand which regulators control which genes and how,
by analyzing gene expression and genomic sequence data.
In contrast to most previous methods for inferring GRN models from high-throughput data
sources, the approach of this dissertation improves the state of the art by inferring models that
directly address the underlying mechanism of regulator-gene interactions.
My approach involves representing and learning the key kinetic parameters in regulation functions that govern transcription rates as functions of features in the genomic sequence. Thus, this
approach provides a more mechanistic representation of regulator-gene relationships and offers
better predictive accuracy and explanatory power than alternative models.
My approach also involves refining the structure of prior network models by discovering hidden regulators in gene regulatory networks, based on both expression and sequence data. This
new framework provides a tool for biologists to discover new regulatory relationships with high
precision.
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Chapter 1
Introduction
Understanding the structure and behavior of gene regulatory networks is a fundamental problem in biology. The major goal of this dissertation is to develop novel statistical models and
computational algorithms that improve the state of the art to better understand which regulators
regulate which genes and how, by analyzing gene expression and genomic sequence data.
Most biological characteristics arise from complex interactions between numerous entities of
a living cell, such as DNA, RNA, proteins and small molecules. Therefore, a key aim of postgenomic biomedical research is to understand the structure and dynamics of the complex cellular
interactions that contribute to the structure and function of living cells. These cellular entities and
interactions form various biological networks that can be generally divided into three types. Signaling networks can be thought of as the communication interfaces of cells to the outside world.
Metabolic networks comprise the chemical reactions of metabolism that break down cellular components to harvest energy or utilize energy to construct components of cells such as nucleic acids.
Regulatory networks mainly consist of regulatory factors and target genes, functioning as the master plan for controlling the expression of genes in a cell. The control of gene expression lies at the
heart of cellular regulation, accounting for biological variety that ranges from differences between
cell types in multicellular organisms to different cell states in all organisms.
Deciphering the structure and functions of gene regulatory networks is an important task in
computational biology. Such knowledge would allow us to better understand how cells work, how
they respond to external stimuli, what might go wrong in diseases like cancer, and how diseases
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can be fought. The availability of complete genome sequences facilitates the development of highthroughput assays that can probe cells at a genome-wide scale. For example, DNA microarrays
can measure the mRNA abundances of an entire genome in a single experiment, therefore offering
a snapshot of the states of all genes in an organism. Furthermore, microarray measurements across
a series of time points provide observations of the dynamic behavior of individual genes in a
cell. In recent years many methods have been developed to reconstruct gene regulatory networks
from gene expression data and other high-throughput data sources [Schlitt and Brazma, 2007].
Figure 1.1 shows an example of such a task.
Although the direct goal of gene regulatory-network reconstruction seems straightforward—
determining which regulators control which genes and how—there are some important issues to
consider in such a computational reconstruction task. These issues are related to learning the
parameters and structure of gene regulatory networks from data. The next section considers questions that motivated the work in this dissertation, and subsequent sections discuss how previous
approaches handle these issues, and how the approaches in this dissertation extend the previous
state of the art.

1.1

Issues in Gene Regulatory Network Reconstruction

1. Most previous reconstruction approaches do not consider direct interactions between regulators and the regulatory sequences of target genes, therefore their inferred models are not
mechanism-based. Another significant limitation of previous approaches is that their inferred
models are not linked to all of the objects that biologists can directly manipulate, such as the
genomic sequence of the organism being studied.
The expression level of a gene is governed by its regulators. Such a regulatory dependency
can be treated as an input-output relationship which I refer to as a regulation function: the
activity states/levels of the regulators are the inputs and the (expected) expression state/level
of the gene is the output. For example, if the expression of gene A is regulated by proteins B
and C, then A’s expression level is a function of the activity levels of B and C. So for a particular gene regulatory-network model, what is the family of regulation functions the model
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Figure 1.1: Illustration of the task of inferring gene regulatory networks from various data
sources, particularly from high-throughput experimental data. In this example network, represented as a direct acyclic graph, nodes represent the quantities of gene
expression (mRNA or protein levels) and arcs correspond to direct/indirect regulation
or influence.

assumes for genes in the model? Obviously, depending on the goal of the reconstruction,
different models may represent different regulation functions at different levels of simplification and abstraction. For example, regulation functions in the form of simple lookup tables
only capture abstract relationships between regulators and target genes, while mechanismbased and quantitative regulation functions reflect the underlying regulatory relationships
more accurately than simpler ones. Closely related to the forms of regulation functions are
the parameters in these functions. Do those parameters have any biological meaning? As we
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Figure 1.2: Illustration of a transcription factor (TF) protein recognizing and binding to a specific
DNA subsequence of characters gagctcgtag (inset) in a promoter, helping to initiate
the transcription by RNAP.

know, regulators and RNA polymerase (RNAP) bind to regulatory elements in the genome
in order to start gene transcription. Figure 1.2 shows an example of a transcription factor
(TF) binding to a specific subsequence in a promoter. If a gene regulatory-network model
is directly connected to the genome (e.g., through certain parameters in regulation functions
that are linked to sequence features), then such a model is more appealing than models which
are not, because biologists can use this model to predict gene-expression outcomes of direct
biological manipulations such as site-directed mutagenesis in promoters.
2. Most previous reconstruction approaches do not consider adding regulators that are not prespecified into the inferred network models. That is, they do not discover new regulators
during network reconstruction.
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Usually, we do not know all the regulators in an organism or all the relevant regulators for a
cellular process under a particular condition or treatment. Regulators may be unknown for
various reasons. For example, a regulator may not be known in an organism because the
corresponding gene has not been discovered yet. A regulator may not be known because
its corresponding gene has not been annotated as having a regulatory function. A regulator
may not be known to be relevant to a cellular process because its role is hard to experimentally detect in that particular process. If a gene regulatory-network model can automatically
discover unknown regulators or new regulatory relationships, then such a model is more
appealing than models that cannot, because this model can aid biologists in knowledge discovery and refinement.
3. Most previous reconstruction approaches consider measured biological factors such as mRNA
levels of genes, but they do not represent unmeasured factors such as the active protein levels
of transcription factors.
Although microarray technologies have made it possible to measure mRNA levels of many
genes simultaneously, it is still difficult today to measure in high-throughput fashion many
other factors/processes contributing to genetic regulatory interactions, such as active protein
levels of transcription factors, binding affinities of regulators in vivo and post-translational
modifications to proteins. If a gene regulatory-network model can address these unmeasured
factors/events in a principled way, then such a model is more appealing than models that ignore them completely or make simplistic assumptions about their effects on gene regulation,
because these factors/events may be critical to explain some gene expression phenomena.
In summary, the first issue is concerned with reconstructing mechanism-based models and
connecting such models to things biologists can directly manipulate; the second issue is related
to discovering new regulators to refine the structure of network models; the third issue is about
accounting for unmeasured biological factors and events.
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1.2

Extending the State of the Art
In this section, I briefly compare and contrast previous approaches and my approaches in ad-

dressing the three issues above.

1.2.1

Connecting Regulation Functions to the Genome

Previously, a number of regulation functions have been suggested. Boolean network models
assume a gene is either on or off depending on a boolean function of its regulators [Akutsu et al.,
1999; Ideker et al., 2001; Maki et al., 2001; Tanay and Shamir, 2001]. Linear regression models
assume the expression level of a gene is a continuous linear function of it regulators [D’haeseleer
et al., 1999; Friedman et al., 2000; Weaver et al., 1999]. Regulation functions have also been
represented by conditional probability tables where expression levels of a gene are discretized
(e.g., underexpressed/normal/overexpressed) [Friedman et al., 2000; Ong et al., 2002; Pe’er
et al., 2001; Segal et al., 2002], or by generalized decision trees where a gene’s expression is
modeled as a Gaussian distribution [Segal et al., 2003a] or a Gaussian mixture [Noto and Craven,
2005] in a tree leaf.
All these regulation functions above are simplified because they do not have mechanistic representations of regulator-gene interactions. In contrast, Nachman et al. [2004] developed a biochemical kinetics-based regulation function to capture regulator-target dependencies, based on basic
principles of biochemical reactions. This regulation function takes a nonlinear Michaelis-Menten
form [Leskovac, 2003] and describes the transcription rate of a target gene as a function of the
concentrations of its active regulators. The parameters of this function include the maximum
transcription rate of a target gene, affinities of regulators to the target gene’s promoter, and the
productivity of each promoter state.
A significant limitation of previous network-modeling approaches, including that of Nachman
et al. [2004], is that the inferred models do not represent some of the important system attributes
that biologists can directly manipulate, such as the genomic sequence of the organism being studied. Regulators and RNAP, essential components of the transcription machinery, interact with their
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binding sites in the genome in order to initiate transcription, and this initiation is often the key step
in producing mRNA molecules. However, most previous approaches do not model the binding of
regulators to their binding sites, and approaches that do consider binding events, such as Nachman
et al. [2004], do not explicitly account for features in the genome that affect regulator binding.
In contrast, my approach extends the previous state of the art by representing and learning the
key kinetic parameters in regulation functions that govern transcription rates as functions of features in the genomic sequence. For example, the binding affinity of a given transcription factor to
the promoter regions in which it binds is represented as a function of the relevant DNA sequence
in the promoter regions, and the coefficients in this function are learned from sequence and expression data. This approach provides a more mechanistic representation of the regulator-gene
relationship. Therefore, it offers more explanatory power than alternative models. For example, it
can explain why a given kinetic parameter has the value it does and it enables one to predict how
certain changes in the genomic sequence might affect gene regulation.

1.2.2

Discovering Regulators

Besides representing and learning the parameters in regulation functions, gene regulatorynetwork reconstruction includes another subtask: reconstructing the structure of the networks,
i.e., figuring out the connectivity between regulators and target genes.
Some previous approaches infer the connections between genes based on their observed mRNA
levels, and treat genes whose mRNA levels correlate with those of their connected target genes as
direct/indirect regulators (e.g., Friedman et al. [2000]). Some approaches assume a pre-defined
list of candidate regulators, so the network structure reconstruction boils down to determining the
connections between this list of regulators and genes in a model (e.g., Pe’er et al. [2002]; Segal
et al. [2003a]). These previous approaches do not consider the addition of currently unknown
(hidden) regulators that might be important for the cellular process being modeled.
A hidden regulator might be one whose corresponding gene is not discovered yet in an organism, or whose role is not characterized in the particular cellular process being studied. Moreover,
a hidden regulator may or may not be a protein molecule—it could be other DNA binding factors
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such as protein-metabolite complexes that have not been experimentally detected before. Because
our knowledge of regulators and their target genes in a species or in a biochemical response is often incomplete, hidden regulator discovery is an important issue in gene regulatory-network reconstruction. From the modeling point of view, this hidden regulator-discovery process corresponds
to network structure refinement.
Some existing methods have addressed this regulator-discovery subtask, such as Nachman et al.
[2004] and Noto and Craven [2005], by automatically adding new regulators when known regulators cannot explain observed gene expression data. The drawback of these expression-data-based
approaches is that spurious regulators might be added into a network structure to “explain” the
noise in the expression data. That is, these approaches solely rely on using gene expression data to
propose hidden regulators; therefore such models are prone to fitting the noise in the data.
My approach to network structure refinement takes as input known regulator-gene relationships
from background knowledge and starts the regulator-discovery process when the existing regulators cannot accurately explain the expression patterns of some genes. These weakly explained
genes are then clustered, and are further examined for common sequence features in their regulatory sequences. Hidden regulators are suggested only when shared sequence features are found
for a set of target genes. Hence, hidden regulators are proposed based on not only expression data
but also genomic sequences in my approach. In other words, I propose a hidden regulator when its
target genes have similar binding sites in their regulatory regions.
Although these common binding sites provide additional biological evidence to support existence of certain hidden regulators, the motif finding subtask is not trivial since these binding-site
signals are sometimes weak and motif finding tools may suggest spurious DNA motifs. Thus, I
have developed motif post-processing methods for filtering and ranking candidate motifs suggested
by motif finders in order to propose hidden regulators with high precision.

1.2.3

Handling Unmeasured Events

Many of the network reconstruction methods attempt to learn regulatory connections by modeling dependencies between the mRNA levels of a transcription factor and its target genes. In doing
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this, however, they essentially ignore a whole set of regulation events, such as the translation of a
regulatory protein, activation of the protein, translocation of the protein, and binding of the protein to the promoter of a target gene. These processes are not measured in usual high-throughput
experiments, therefore their effects are essentially hidden from us.
It is well known that active regulators, not mRNA levels of the corresponding coding genes,
are what directly control the expression of target genes. Since most previous reconstruction methods do not consider the unmeasured events, they have to make some simplified assumptions. For
example, they use mRNA levels of genes as proxy for the activity levels of the corresponding proteins. This is problematic as there are numerous examples showing that an activation or inhibition
of a regulator is conducted by post-transcriptional protein modifications.
Some previous methods have handled these unmeasured events by using hidden variables to
represent the activities/states of regulators [Battogtokh et al., 2002; Hartemink et al., 2001; Li et al.,
2006a; Liao et al., 2003; Nachman et al., 2004; Noto and Craven, 2005]. My approach also uses
hidden variables to represent regulator activity in order to encompass unmeasured events that occur
before regulators bind to promoter sequences [Pan et al., 2007].

1.3

Dissertation Motivation
As stated before, a significant limitation of previous approaches for reconstructing gene regula-

tory networks is that they do not directly address, in a quantitative way, the physical regulator-gene
interactions, and the genomic features that are involved in such interactions. The underlying mechanisms of transcription regulation tell us that regulators regulate gene expression by recognizing
and binding to the promoter regions of target genes to help or disable transcription initiation, which
is crucial in determining gene expression levels. Therefore, it makes sense to consider binding interactions and the relevant regulatory sequences when inferring the parameters and structure of
regulatory-network models.

10
The machine-learning approaches in this dissertation consider genomic sequences, in addition
to gene expression data, in inferring the parameters of kinetics-based regulatory network models, and in refining the network structure given a prior network model structure. Such sequencebased approaches extend the state-of-the-art of parameter and structure learning in gene regulatorynetwork reconstruction. The primary motivations of my approaches are:
• provide a more mechanistic representation of the regulatory relationships being modeled;
• explain observed gene expression phenomena in terms of causality rather than correlation
(i.e., distinguish regulation from coexpression);
• predict likely effects of genetic perturbations on gene regulation;
• suggest potential hidden regulators that are supported not only by microarray data but also
sequence evidence to assist biologists in discovering new regulatory relationships.

1.4

Dissertation Statement
This thesis aims to answer several questions with regard to reconstructing gene regulatory

networks. Specifically, I focus on the following hypotheses:
i Models that represent and learn the key kinetic parameters as functions of features in the
genomic sequence offer more explanatory power and biological insight than models that do
not.
ii Models that include sequence-based kinetic parameters provide predictive accuracy that is
better than similar models without sequence-based parameters.
iii Models that consider both gene expression data and genomic sequences can propose hidden
regulators with high precision.
iv Post-processing candidate DNA motifs suggested by motif finders can help identify true
regulator binding sites more accurately than when post-processing is not performed.
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1.5

Dissertation Outline
This dissertation stands at the intersection of computer science, statistics and molecular biol-

ogy. However, it does not assume that readers have solid background in the above areas. The
remainder of this dissertation is organized as follows:
• Chapter 2 presents background information about the relevant biological concepts and techniques as well as computational models and methods.
• Chapter 3 discusses some of the previous work that is related to my approaches. It serves as
a brief literature review on four relevant research topics. It also compares and contrasts the
methods presented in Chapter 4 and Chapter 5 with previous state-of-the-art ones.
• Chapter 4 presents a method for connecting quantitative regulatory network models to the
genome. This genome sequence-based modeling approach can help biologists better understand observed gene regulation phenomena and make gene expression predictions.
• Chapter 5 proposes a novel framework for discovering hidden regulators in gene regulatory
networks. This framework’s pipeline takes as input high-throughput gene expression data
and genomic sequences, along with background knowledge of regulator-gene relationships,
and then automatically outputs biologically interpretable hypotheses regarding likely hidden
regulators in cellular processes being modeled.
• Chapter 6 describes my additional research in learning Bayesian network models for breast
cancer prediction, a task not directly related to inferring gene regulatory network models.
• Chapter 7 summarizes the key contributions of this dissertation, proposes future work in
reconstructing gene regulatory networks, and draws some concluding remarks.
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Chapter 2
Background
This chapter provides background information that is necessary to understand the remainder
of this dissertation. I begin with fundamental biological concepts in gene regulation and the techniques used to measure gene expression. I then describe the important computational concepts
necessary to understand my approach to studying gene regulatory networks.

2.1

Biological Concepts and Techniques
This section offers a brief overview of some basic biological concepts of molecular biology

relevant to gene regulation. Interested readers are referred to general molecular biology textbooks
for more information (e.g., Lodish et al. [2007]).

2.1.1

Gene Regulation

Cells are the fundamental working units of every living system. According to the Central
Dogma of molecular biology, shown in Figure 2.1, DNA, RNA and protein are the three important
entities in living cells, and genetic information flows from DNA through RNA to protein1 . DNA
is a nucleic acid that contains the genetic instructions specifying the biological development of all
cellular forms of life. Four nucleotides, denoted as A, C, G and T, make up the double-stranded
DNA molecules.
RNA, which usually is a single-stranded nucleic acid, is transcribed from a region on the DNA
molecule, called a gene, by enzymes called RNA polymerases (RNAPs) through a process known
1

There are some exceptions to this information flow, such as the reverse transcription in some viruses where genetic
information can flow from RNA to DNA.
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The Central Dogma of Molecular Biology
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(Andy Vierstraete 1999)

Figure 2.1: The central dogma of molecular biology. DNA replicates its information in a process
called replication. Genetic information flows from DNA to RNA by the transcription
process and from RNA to protein by the translation process. This figure is from
http://users.ugent.be/~avierstr/principles/centraldogma.html.
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as transcription. In some organisms such as bacteria, a single RNA molecule can be transcribed
from several contiguous genes. A set of genes transcribed into a single RNA molecule is known as
an operon. One type of RNA molecule, called messenger RNA2 (mRNA), serves as templates for
complexes called ribosomes to synthesize corresponding proteins, in a process termed translation.
The structure and activity of a protein can be changed by a post-translational modification process.
Proteins, chains of amino acids, are essential to the structure of all living cells and perform a wide
variety of biological functions.
The quantities of RNA and protein molecules and their activity states are both subject to regulation occurring at different stages of the above process. The differences in regulation of various
genes, and under different conditions, create the variety and dynamics of cells. Although any
step of gene regulation may be modulated (from the DNA → RNA transcription step to the posttranslational modification of a protein), transcription regulation generally plays a key role in this
process as it is the first and crucial step to regulate gene expression. Gene expression, in a broad
sense, is the whole process by which information from a gene is used in the synthesis of a functional
gene product (a protein or RNA). However, in a strict sense and this dissertation, gene expression
means the process of creating RNA molecules. Note that, for a given gene, the total amount of its
mRNA is regulated not only by the expression (creation) of mRNA, but also by the degradation
(decay) of mRNA.
Transcription regulation can be negative or positive. In negative regulation, a repressor protein
binds to the DNA sequence upstream of a gene called promoter and inhibits transcription. In positive regulation, an activator interacts with the RNAP in the promoter region to initiate transcription.
These repressor and activator proteins are commonly called transcription factors or TFs for short.
The exact TF binding sites in promoter sequences tend to be short DNA subsequences and are
termed transcription factor binding sites (TFBSs). Transcription factors often work together in
different combinations, to ensure the correct amount of each gene is transcribed.
Transcription factors are themselves proteins so they are subject to transcriptional regulation
as well. Many transcription factors are also heavily regulated by post-translational modifications
2

Other types of RNA include transfer RNA (tRNA), ribosomal RNA (rRNA) and microRNA (miRNA), etc.
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such as phosphorylation to dynamically induce or inhibit their protein activity (i.e., to regulate the
activated protein level). Figure 2.2 illustrates the relationships between the mRNA level, protein
level and protein activity of a transcription factor by showing a regulatory path between a transcription factor and a target gene; it also emphasizes some cellular quantities that can or cannot be
measured by expression profiling techniques (to be explained in Section 2.1.2).
In addition to regulatory proteins like transcription factors, RNA molecules such as microRNAs
(miRNAs) in plants and animals, and antisense RNAs in bacteria can also affect gene regulation
in cells. Thus, a regulator is not necessarily a protein; it can be a RNA molecule or other cellular
entity.
The interactions between various proteins, genes, and other cellular molecules form very complex “biological circuits” even in lower organisms such as bacteria. Gene regulatory networks3
(GRNs) are one type of such “circuits”. Broadly speaking, a typical GRN consists of input signaling pathways, regulatory proteins that integrate the input signals, target genes (or target operons in
bacteria), and the RNA and proteins produced from these target genes. In addition, these networks
may include dynamic feedback loops that can further regulate gene expression. Figure 2.3 shows
an example of a gene regulatory network and illustrates several basic properties of the network.
However, strictly speaking, the relay of signals from outside a cell to the genetic sequences of
a cell is the main functionality of another type of “biological circuit” called signaling networks.
These signaling networks describe interactions among various proteins and/or small molecules
that propagate extracellular signals inside the cell. Since cellular networks are linked together, the
boundaries between gene regulatory networks and signaling networks are often not clear. To be
precise, in this dissertation, I focus on the regulator-gene interactions that control the expression
of particular genes. That is, I study/explore which regulators control a gene and the regulatory
functions that gene expression depends on. Such a research task is often called gene regulatory
networks modeling/reconstruction/inference. These three alternative words are sometimes used
interchangeably for this task in literature and this dissertation.
3

Gene regulatory networks are also called gene networks, regulatory networks, genetic regulatory networks, regulatory pathways or transcriptional networks.
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Figure 2.2: Illustration of a regulatory path between a transcription factor T and a target gene G.
The mRNA encoding the transcription factor (mRNA T) is translated to protein T
(green oval). This protein is activated (pink oval) and induces the transcription of the
target gene G at a certain rate. The final accumulation of mRNA G levels is determined by the transcribed mRNA G and by the degradation of mRNA G. Each of
the ovals is associated with a relevant quantity (mRNA T level, protein T level, activated protein T level, target gene transcribed mRNA G level, degraded mRNA
G level and the remaining mRNA G level). A microarray experiment only measures
the first and last of these quantities (Observed), whereas the other quantities are not observed (Hidden). The blue arrow indicates the most relevant quantities on this path between
the transcription factor T and the target gene G.
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Figure 2.3: An example of a gene regulatory network. In this example, two different signals
impinge on a single target gene where the cis-regulatory elements provide for an integrated output in response to the two inputs (a cis-regulatory element is a region of
DNA or RNA that regulates the expression of genes located on that same strand). Signal A triggers the conversion of inactive transcription factor A into an active form
that binds directly to the target gene’s cis-regulatory sequence. The process for signal
B is more complex. Signal B triggers the separation of inactive transcription factor
B (brown oval) from an inhibitory factor (yellow rectangle). TF B is then free to form
an active complex that binds to the cis-regulatory sequence as well. The net output
is expression of the target gene at a level determined by the action of transcription
factors A and B. In this way, cis-regulatory DNA sequences, together with the transcription factors that assemble on them, integrate information from multiple signaling
inputs to produce an appropriately regulated gene-expression output, e.g., mRNA and
protein molecules. A more realistic network might contain multiple target genes regulated by signal A alone, others by signal B alone, and still others by the pair of
signal A and B. This figure is courtesy of U.S. Department of Energy Genomes to
Life Program, http://doegenomestolife.org.
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2.1.2

Experimental Techniques

In order to study the structures and mechanisms of gene regulation, we need experimental techniques to measure the components and products of regulatory paths at various steps. In particular,
we want to measure the quantities of mRNA and protein produced for genes of interest, i.e., the
“expression levels” of mRNA and protein for specific genes.
Traditionally, these measurements were performed at the level of a few individual genes at a
time by experimental biologists, which is a time-consuming and labor-intensive process. Genomic
technology breakthroughs introduced methods which can simultaneously measure mRNA expression levels for many hundreds and even thousands of genes. These high-throughput assays which
can probe cells at a genome-wide scale are based on the inventions of DNA microarrays [Schena
et al., 1995]. DNA microarray consists of thousands or more probes, either oligonucleotides or
complementary DNAs (cDNAs), that are affixed on a solid organized surface. These probes can
be used to detect RNA transcript amounts, therefore providing quantitative measurements of gene
transcription. As an example, Figure 2.4 shows how microarray technology is applied to detecting
gene differential expression in tumor cells.
Although the use of microarrays is currently the most common method to measure RNA concentrations in a high-throughput fashion, microarray measurements are subject to noise such as
nonspecific cross hybridization [Aris et al., 2004]. Other techniques such as RNA-seq [Wang
et al., 2009], SAGE [Velculescu et al., 1995] and SuperSAGE [Matsumura et al., 2003] are more
accurate since they sequence individual RNAs. These more accurate technologies will become
more common as their cost becomes lower.
Methods for measuring protein levels in high-throughput fashion have also been developed
[Haynes and Yates, 2000], but the availability of large scale data sets is much more limited; and I
do not have such protein-measurement data sets in my study.
These high-throughput techniques, along with other methods (e.g., DNA sequencing, ChIPchip) in biology have generated a large amount of data that can potentially provide genome-level
information regarding the underlying structure, dynamics and mechanisms of gene regulation.
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Figure 2.4: An example application of microarray technology. Microarray technology allows the
simultaneous examination of tens of thousands of genes through the use of slides
or chips. In this example, it involves extracting all messenger RNA from the tumor
cells, converting it to its complementary DNA (cDNA) through the RT/PCR process,
labeling it with a fluorescent dye, and applying it to a microarray. DNA molecules
bind/hybridize to their corresponding genes on the array. The same procedure is done
to a “normal” group of cells, but with a different color of fluorescent dye. A laser scans
the microarray and analyzes the intensity of the different colors to give expression
information on each gene. For example, a spot on the microarray turns red if the
corresponding gene is highly expressed in the tumor cells but not in the “normal”
cells; it turns green if the corresponding gene is highly expressed in the “normal”
cells but not in the tumor cells. This figure is from http://www.genome.gov.
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2.2

Computational Models and Methods
I now shift gears to review some main computational concepts that are important for under-

standing my work, including Bayesian networks, expression clustering and motif discovery.

2.2.1

Bayesian Networks

Bayesian networks provide a language for compactly representing joint probability distributions of random variables. Bayesian networks have been applied extensively to modeling complex
domains in many different fields [Heckerman et al., 1995]. One important ingredient for many
applications is the ability to induce such models from data. This is especially important when the
knowledge about the domain is partial, as is the case in the biological domains addressed in this
dissertation. I now give a brief overview of the formalism of Bayesian networks and the types
of learning tasks involved in inducing such models from data. Some parts of the material in this
section were also presented in Pe’er [2003].
Let us consider a finite set X = {X1 , . . . , XN } of random variables. Each variable Xi may
be discrete, in which it may have any value xi from the domain of all possible values of Xi , or it
may be continuous, in which case it may take a value from some real interval. I use capital letters
such as X, Y, Z for variable names and lowercase letters x, y, z for specific values taken by these
variables. Sets of variables are denoted by boldface capital letters X, Y, Z.
Before I describe Bayesian networks, I need to cover three probability concepts, namely joint
probability, conditional probability and the product rule, using an example of two variables (X = x
and Y = y) as follows. The joint probability of X = x and Y = y is denoted by
P (x, y) ≡ P (X = x ∧ Y = y),
and the conditional probability of X = x given Y = y is denoted by
P (x | y) ≡ P (X = x | Y = y),
and they are related as shown in the probability product rule:
P (x, y) = P (x | y)P (y) = P (y | x)P (x).
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The generalization of product rule is the chain rule of probabilities:
P (X1 , . . . , XN ) = P (X1 | X2 , . . . , XN )P (X2 | X3 , . . . , XN ) . . . P (XN −1 | XN )P (XN ).
An important concept in Bayesian networks is conditional independence: X is conditionally
independent of Y given Z if
P (X|Y, Z) = P (X|Z).
This independence statement is denoted by (X ⊥ Y | Z). Figure 2.5 illustrates such conditional
independence in a simple Bayesian network.
Formally, a Bayesian network (BN) [Pearl, 1988] is a representation of a joint probability distribution over a set of random variables. It consists of two components:
• A directed acyclic graph (DAG), G, whose vertices (i.e., nodes) correspond to the random
variables X = X1 , . . . , XN , and whose edges (i.e., links) indicate dependence relationships
over X (i.e., whose missing edges indicate conditional independencies between the variables).
• A set of conditional probability distributions (CPDs), θ, describing the distribution for each
variable Xi in X given its parents in the graph.
In other words, G gives a set of independence conditions between variables and θ gives a local
probability model for each variable given its parents in the network. Together, these two components, G and θ, specify a unique distribution over X = X1 , . . . , XN . As a direct consequence
of the chain rule of probabilities and properties of conditional independence, the joint probability
over X can be written as
P (X1 , . . . , XN ) =

n
Y

P (Xi | Ui ),

i=1

where Ui represents the parent nodes of the variable Xi in G. This product form describes why a
Bayesian network represents a compact joint probability distribution. For example, let us consider
again the five variables in Figure 2.5. Without using any independence assumptions, the joint
probability distribution can be written as:
P (A, B, C, D, E) = P (E|A, B, C, D)P (D|A, B, C)P (C|A, B)P (B|A)P (A).
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D
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Figure 2.5: Conditional independence in a simple Bayesian network. This network structure implies several conditional independence cases: (A ⊥ E), (B ⊥ D | A, E), (C ⊥
A, D, E | B), (D ⊥ B, C, E | A), and (E ⊥ A, D).

In contrast, using the independence assumptions implied by the network in Figure 2.5, the same
distribution can be expressed as:
P (A, B, C, D, E) = P (E)P (A)P (B|A, E)P (D|A)P (C|B).
If the variables are all binary in this network, the former form requires 31 parameters, while the
latter only needs 10 parameters. More generally, if G is defined over N binary variables and their
maximal number of parents is bound by M , then instead of using 2N −1 independent parameters to
represent the full joint probability distribution, a Bayesian network model can represent the same
joint distribution with at most 2M N parameters.
I have described the structure part of a Bayesian network, so next I discuss the parameterization
of the conditional probability distributions (CPDs), i.e., P (Xi | Ui ). A CPD can be thought as an
input-output “device” in a node that takes as input the values of parent nodes and outputs the
probability of seeing a particular value of this node. That is, a CPD is a function that outputs a
distribution of a variable using that variable’s parent values as the input. This function can be of any
general form. When both a variable Xi and its parents Ui are discrete, a common representation
for a CPD is a conditional probability table (CPT). Each row in the table corresponds to a specific
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joint assignment uXi to Ui , and specifies the probability distribution for Xi conditioned on uXi .
Therefore, if uXi consists of m binary variables, then the table will specify 2m distributions. For
example, assuming variables A, B, E in Figure 2.5 are all binary, the CPT for the variable B might
look like:
A

E

P (b = 0) P (b = 1)

0

0

0.9

0.1

0

1

0.7

0.3

1

0

0.5

0.5

1

1

0.2

0.8

Such a table representation is general enough to describe any discrete conditional distribution.
When a variable and some or all of it parents are real-valued (i.e., continuous variables), there
is no general form to represent all types of dependence. For cases where all the parents are continuous, the linear Gaussian function is one widely used probability distribution representation:

P (X | U) ∼ N (a0 +

X

aj U[j], σ 2 ).

j

Here, X is normally distributed around a mean that linearly depends on the values of its parents; aj
is the coefficient for parent j; U[j] is the value of parent j. The variance of this normal distribution
is not dependent on its parents’ values. So the total number of parameters is |U| + 2: |U| + 1
linear coefficients and one variance parameter. Note that, compared to the CPT representation
of multinomial distributions, the number of parameters is typically much smaller in continuous
variable CPDs. Besides the linear Gaussian function, non-linear function forms have been used
to model non-linear dependence, such as the sigmoid function [Bishop, 1995] and the MichaelisMenten saturation function [Nachman et al., 2004].
As has been stated, a major advantage of Bayesian network models is the ability to learn them
from observed data. That is, given a series of observed events described by a set of random variables, a Bayesian network model can be learned to characterize the relationships among these
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variables. This is important for the gene regulation domain addressed in this dissertation because
we often do not know the (complete) picture of the structure and parameters of a gene regulatory
network. The learning process may involve two subtasks: learning the structure of the BN—
recovering the directed graph, i.e., G; and learning the parameters of the BN—assigning values to
the parameters of the CPDs, i.e., θ. A more challenging subtask is to also simultaneously determine if the events can be better explained or modeled by latent variables (hidden variables). That
is, beyond finding the right connectivity among pre-existing nodes, this task entails discovering or
inventing additional relevant variables that are not in the input set of random variables. In practice,
a Bayesian network learning task may involve parameter learning only, parameter and structure
learning without hidden variables, or with hidden variables, etc.
When applying Bayesian networks to genetic regulatory systems, vertices can be used to represent expression levels of genes and activity levels of regulators; edges can indicate the existence
of interactions among genes and regulators. The conditional probability distributions characterize
these interactions as input-output pairs, e.g., the expression of a gene is dependent on the activity of
its regulators. Hidden variables might correspond to genes or regulators that are not included in the
current knowledge. This dissertation involves modeling gene regulatory networks using Bayesian
networks. The details of parameter learning and structure learning are described in Chapter 4 and
Chapter 5, respectively.

2.2.2

Gene Expression Clustering

The goal of clustering is to divide a set of items in such a way that similar items fall into the
same cluster, while dissimilar items group in distinct clusters. Many clustering methods have been
developed outside the biology field; here I describe their features and applications in the context
of gene expression analysis.
Gene expression clustering allows subdividing thousands or even more genes into a smaller
number of categories. It is often one of the first steps in gene expression analysis. The resulting
clusters can be used for downstream exploration of data. For example, a gene cluster of similar
expression patterns could be used to identify potential regulatory binding sites in the promoters of
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these genes; a gene cluster could also help infer the cellular roles of genes of unknown function in
the same cluster.
The first choice that must be made in gene expression clustering is to define the similarity
measure (alternatively, distance) between gene expression profiles. The expression profile of a gene
refers to the expression values for that gene across some experimental conditions, or across some
time points for a time-series measurement. There are many ways to compute the similarity between
two series of numbers (e.g., expression values). The most commonly used similarity measure is
probably the Pearson correlation. If you plot two series of numbers as two separated curves, then
the Pearson correlation basically tells you how similar the shapes of two curves are. The Pearson
correlation coefficient is always between −1 and 1, with 1 meaning the two series of numbers are
of increasing linear relationship, −1 meaning decreasing linear relationship, 0 meaning completely
uncorrelated. Pearson correlation is invariant under linear transformations of the data; therefore
two curves that have the identical shape, but different magnitude, have a correlation of 1. The
Pearson correlation has some variants. For example, uncentered correlation assumes the mean of
a series of numbers is 0. This uncentered correlation is equal to the cosine of the angle of two
n-dimensional vectors. Another variant is the Spearman rank correlation, which is essentially the
non-parametric version of the Pearson correlation. Spearman rank correlation replaces the data
values in a series of numbers with the ranks of these numbers in the series; therefore it is more
robust against outliers (at the cost of some information loss). These correlation-based similarity
measures are summarized in Table 2.1, along with two non-correlation-based measures. They are
also discussed in D’haeseleer [2005].
For some clustering methods, another choice must also be made regarding the intercluster
similarity (or distance), i.e., the linkage function. Some commonly used ones are complete linkage
(the distance between two clusters is the largest distance between any two members of the clusters),
average linkage (average distance between any two members), single linkage (shortest distance
between any two members), and centroid linkage (distance between the two cluster centroids).
Due to such a wide variety of similarity criteria and the methods to cluster genes (or subclusters
of genes), there are a lot of clustering algorithms available for gene expression clustering. Two
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Table 2.1: Gene expression similarity and distance measures. df g is the distance between expression patterns for genes f and g; rf g is the correlation between expression patterns for
genes f and g; egc is the expression level of gene g under condition c; ēg is the average
expression values of gene g across all conditions.

Measure

Formula

Manhattan distance

df g =

P

Euclidean distance

df g =

pP

c

|ef c − egc |
c (ef c

− egc )2

P
Uncentered correlation

rf g = qP

c ef c egc

2
c ef c

P

2
c egc

P
(ef c − ēf )(egc − ēg )
= pP c
P
2
2
c (ef c − ēf )
c (egc − ēg )

Pearson correlation

rf g

Spearman rank correlation

As Pearson correlation, but replace egc with
the rank of egc within the expression values
of gene g across all conditions c = 1 . . . C

common classes of gene expression clustering methods are hierarchical clustering and partitioning.
The basic idea of hierarchical clustering is to either iteratively divide a root cluster containing all
genes into smaller subclusters (top-down fashion) until single-gene clusters are generated, or start
with single-gene clusters and successively join the most similar clusters until all genes are joined
into one supercluster (bottom-up fashion). In both cases, a tree-shaped data structure is formed;
a horizontal cut is typically executed to induce a certain number of final clusters. Partitioning
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methods, in contrast, divide data into what is a usually pre-defined number of subsets without
constructing hierarchical relationships between these subsets. When the number of true clusters in
the data is not known, repeatedly running the algorithm with different numbers of clusters is often
conducted to search for the optimal number of clusters.
Figure 2.6 shows a gene-expression clustering example using hierarchical clustering, k-means
(a partitioning clustering method) and another popular method called self organizing map (SOM).
Besides these three methods, other clustering algorithms are also discussed in Chapter 3.
As shown in Figure 2.6, clustering results can be different depending on the applied clustering
methods. The quality of these clustering results can be evaluated based on internal or external criteria. Internal criteria are concerned with the statistical properties of the clusters; external criteria
are related to additional information that was not used in the clustering process.
It may seem easy to use internal criteria such as the compactness and separation of clusters;
however there is no single consensus of what “good” clustering should look like—a good clustering
might optimize the variance of clusters, minimize the radius of clusters, emphasize the stability of
clusters with respect to noise, etc.
The more reliable quality measure of a clustering method on a gene expression data set is to
assess its clustering performance based on the biological information that is not used during the
clustering process itself. For example, if the goal is to cluster genes with similar functions, then
one can use known functional annotations to judge a clustering algorithm. Unfortunately, such
prior knowledge may not be available (or adequate) for a particular gene expression clustering
task, especially for an open-ended exploration of a not well-studied organism.
Finally, note that gene expression clustering can be gene-based (clustering genes showing patterns across samples), sample-based (clustering samples showing patterns across genes), or both.
The work in this dissertation focuses exclusively on gene-based clustering.
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Figure 2.6: A simple clustering example with 40 genes measured under two different conditions.
(a) The data set contains four clusters of different sizes, shapes and numbers of genes.
Left: each dot represents a gene, plotted against its expression value under the two
experimental conditions. Euclidean distance, which corresponds to the straight-line
distance between points in this graph, was used for clustering. Right: the standard redgreen representation of the data and corresponding cluster identities. (b) Hierarchical
clustering finds an entire hierarchy of clusters. The tree was cut at the level indicated
to yield four clusters. Some of the superclusters and subclusters are illustrated on the
left. (c) k-means (with k = 4) partitions the space into four subspaces, depending on
which of the four cluster centroids (stars) is closest. (d) SOM finds clusters, which
are organized into a grid structure (in this case a simple 2 × 2 grid). This figure is
from D’haeseleer [2005].
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2.2.3

Motif Discovery

As stated in Section 2.1.1, gene expression starts with binding of regulatory factors, such as
transcription factors, to the regulatory sequences of genes, such as their promoters. These regulators control gene expression by either activating or repressing the transcriptional machinery.
Identifying the binding sites in DNA sequences for regulators is a key task in understanding gene
regulation mechanisms. Since the binding sites of a regulator often share some sequence regularity, the task boils down to finding an unknown pattern that occurs frequently in a given set of
sequences.
A DNA motif is defined as a nucleotide sequence pattern that has some biological role such as
acting as a binding site for a transcription factor. A particular binding site of a regulator is often
called an “occurrence” of the DNA motif. Since DNA binding sites of a given regulator are usually
not exactly the same from instance to instance, having varying degrees of affinity for the regulator,
they are typically represented by position specific probability matrices (PSPM). Position specific
probability matrices are also often graphically depicted using sequence logos. A PSPM represents
a motif as a fixed-length sequence of base (nucleotide) distributions; i.e., it provides information
on the probability of each base at each position of the corresponding motif. Such information
can be interpreted by information theory to generate corresponding graphical representation—the
sequence logo. Figure 2.7 shows an example of a PSPM and the corresponding sequence logo.
Furthermore, a PSPM can be transformed into a position weight matrix (PWM), which can be used
to score a sequence of the same length as the PWM to measure how close that sequence would
match the pattern described by the PWM [Hertz and Stormo, 1999].
Now that I have described the definition of a motif and its representations, the task of computational motif discovery (or motif finding) can be defined as follows: given a collection of sequences
that are believed to contain a regulator’s unknown binding sites, find this regulator’s binding sites
in these sequences de novo and induce a motif from these sites. In practice, the induced motif is
often represented by a PSPM or a sequence logo.
Motif discovery can be viewed as a “needle in a haystack” problem [Bailey et al., 2006]. That
is, a motif discovery algorithm looks for a set of similar short sequences (the needle) in a set of
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Position:

1

2

3

4
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6
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8

9

A

.1

.4

.1

.8

.0
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.0

.1

.0

C

.0

.0

.0

.2

.5

.0

.1

.7

.5

G

.0

.4

.7

.0

.0

.8

.0

.2

.0

T

.9

.2

.2

.0

.5

.0

.9

.0

.5

Figure 2.7: An example of a 9-base-wide position specific probability matrix (PSPM). The base
at each position, 1-9, is assumed to come from an independent distribution over
{A, C, G, T}. Shown below the matrix is the logo representation of the same distribution. The information content (in terms of bits) of each position is represented by
the height of the letters (information content is described in Chapter 5). The taller the
letter, the more likely it is at that position.

much longer sequences (the haystack). This problem is easier when the motif instances are long
and very similar to each other. But it gets much harder when the motif occurrences are short and/or
degenerate, or the input sequences are very long.
A large number of motif discovery algorithms have been developed. Many of them are grouped
and briefly discussed in Chapter 3. Here I describe some properties of two motif finding algorithms,
MEME and PhyloCon, since they are employed as the important plug-in methods in my work. The
reasons for choosing these two motif discovery methods are also explained in Chapter 3.
MEME (Multiple EM for Motif Elicitation) is one of the most widely used tools for discovering
motifs in a set of DNA or protein sequences [Bailey and Elkan, 1994]. MEME uses a process akin
to gapless, local, multiple sequence alignment to search for statistically significant motifs in the
input sequence set. Each input sequence is allowed to contain zero, one, or more motifs. Thus the
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algorithm is capable of discovering several different motifs with different number of occurrences
in a given data set. MEME chooses the width of each motif automatically in order to minimize the
E-value of the motif, i.e., the probability of finding an equally well-conserved pattern in random
sequences.
PhyloCon is a algorithm that takes into account both conservation among orthologous genes
and co-regulation of genes within a species to improve the ability to identify motifs [Wang and
Stormo, 2003]. Orthologous genes (orthologs) are genes in different species that are similar to each
other because they originated from a common ancestor. The benefit of considering orthologous
genes in motif discovery is based on the assumption that regulatory elements (e.g., transcription
factor binding sites) in non-coding regions are under a higher selective pressure during evolution
than non-functional regions. Therefore aligning orthologous regions from two or more organisms
should highlight the conserved parts which are expected to play a functional role, e.g., interact with
TFs [Tagle et al., 1988]. The PhyloCon algorithm first aligns conserved regions of orthologous
genes into multiple sequence alignments (i.e., profiles), then compares profiles representing nonorthologous sequences. Motifs emerge as common regions in these profiles. Figure 2.8 sketches
out how PhyloCon works with a simple example.

2.3

Summary
In this chapter I have reviewed the important background knowledge to understand this dis-

sertation from two disciplines: biology and computer science. First, I covered relevant biological
concepts and techniques, including the central dogma of molecular biology, various gene regulation mechanisms, properties of gene regulatory networks and microarray technologies. Second, I
explained some existing computational concepts and models involved in my approach to studying
gene regulatory networks. In particular, Bayesian networks represent a joint probability distribution over random variables and are suitable for modeling regulatory networks from gene expression
data; gene expression clustering aims to group functional related genes together; motif discovery
seeks to infer unknown regulatory elements from a collection of biological sequences. The basics
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Figure 2.8: How PhyloCon works. (A) A diagram of how PhyloCon organizes and processes
data. Sequences are grouped based on orthology. Many initial profiles are generated
for conserved regions. Comparison of profiles from different orthologous groups reveals common motifs. (B) Alignments of orthologous sequences of four yeast species
show high conservation in the 5’UTR of three genes. Asterisks indicate positions
where at least three out of four letters are identical. Conservation extends beyond the
true motifs (LEU3), making it difficult to identify the motif by simply examining the
phylogenetic relationship. However, the motif emerges after comparing profiles from
different orthologous groups. This figure is from Wang and Stormo [2003].
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of these computational models and methods have been covered in this chapter; related work will
be presented in the next chapter (Chapter 3).
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Chapter 3
Related Work
In this chapter I describe some of the previous work that relates to my approach to learning
kinetic parameters in regulatory network models detailed in Chapter 4, and my approach to discovering hidden regulators of genetic regulatory networks elaborated in Chapter 5.
These related methods fall into four research topics; therefore I discuss them in four independent sections. Specifically, regulatory network modeling methods discussed in Section 3.1
are related to my work in both Chapter 4 and Chapter 5; gene expression clustering methods in
Section 3.2, motif discovery methods in Section 3.3, and motif filtering and ranking methods in
Section 3.4 are related to the corresponding modules in my approach presented in Chapter 5. The
goal of this chapter is threefold:
• First, it largely serves as a compact literature review of the early and state-of-the-art methods
that are related to my approaches.
• Second, it briefly compares my network modeling method and motif filtering and ranking
methods with the state-of-the-art ones; it also concisely explains why I adapt particular clustering and motif-finding methods in my approaches.
• Third, it purposely helps reduce the length and burden of Chapter 4 and Chapter 5 by grouping the related work here; the breadth of the previous methods warrants this single chapter
as well.
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3.1

Regulatory Network Modeling Methods
Various methods have been reported to reconstruct genetic regulatory networks from high-

throughput experimental data, such as genomic sequences, expression profiles and transcription
factor binding-site assays. A wealth of biological information from the literature and on-line
databases has been used for such reconstructions as well. Recall from Chapter 2 that genes can be
regulated by regulatory proteins (such as transcription factors), RNAs, or even protein-metabolite
complexes, etc. Since most methods to date study gene-gene or TF-gene relationships in gene regulatory networks, the discussion in this section assumes that regulators are transcription factors
unless otherwise specified. A complete review of each method is out of the scope of this chapter, so I briefly present representative methods, then compare and contrast these methods from a
few different angles, and finally point out the key differences between my approach and previous
methods in brief.

3.1.1

Model Representation

A wide variety of model representations have been developed for modeling gene regulatory
networks.
• Boolean network models represent the state of a gene as a Boolean variable (on/off) and
interactions between genes as Boolean functions, which determine the state of a gene on the
basis of the states of some other genes [Akutsu et al., 1999, 2000; Ideker et al., 2001; Maki
et al., 2001; Tanay and Shamir, 2001]. Thus, Boolean network models make a simplistic assumption about the possible expression levels most genes have. As discussed in Lahdesmaki
et al. [2003], Boolean network models also often implicitly assume noise-free measurements
of gene expression, i.e., uncertainty is not modeled by them.
• Differential equation models encode a gene network as a system of differential equations
[Chen et al., 1999; de Hoon et al., 2003; Li et al., 2008]. The rate of change in concentration
of a particular transcript is given by an influence function of other RNA concentrations.
Unless they are restricted to simple function forms, differential equation models involve a
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large number of parameters—O(d2 ) parameters where d is the number of genes modeled
[Chan et al., 2007]. Moreover, differential equation models require time-series data to learn
the parameters.
• Weight matrix models represent regulatory relationships between genes as linear coefficients
in logistic functions, with the net influence on a gene’s expression being the summation of the
independent regulatory inputs [Weaver et al., 1999]. The main limitations of this approach
are that it assumes knowledge of maximal gene-expression levels, and is very sensitive to
noisy data.
• Relevance network models compute mutual information between RNA expression patterns
for each pair of genes, and then generate networks of gene-gene interactions [Butte and Kohane, 2000]. The assumption is that an association with high mutual information means that
one gene is non-randomly associated with another; therefore the two are related biologically.
Butte and Kohane discretized expression values in order to calculate the mutual information
between genes, which may cause information loss.
• Petri nets are directed bipartite graphs for modeling and reasoning about concurrent, distributed systems [Reisig, 1985]. Petri net models and their relatives have been used to investigate the structure and dynamic behavior of genetic regulatory networks [Chaouiya et al.,
2004; Comet et al., 2005; Matsuno et al., 2000; Steggles et al., 2007]. However, an important limitation of this modeling approach is that Petri net models are often developed by
a human-based trial and error approach that is time consuming and difficult; therefore this
modeling approach is likely to be infeasible as the complexity of the models increases.
• Bayesian network models are graphical representations of joint probability over random
variables [Pearl, 1988]. Bayesian networks can capture linear, non-linear, combinatorial,
stochastic and other types of relationships among variables. They are suitable for modeling
gene networks because of their ability to represent stochastic events, to describe locally interacting processes, to handle noisy or missing biological data in a principled statistical way,
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and to possibly make causal inferences from the derived models. The hidden variables in
Bayesian network models also provide a natural representation to account for the unobserved
levels of cellular components (e.g., activity levels of transcription factors) and the unmeasured biological processes (e.g., protein phosphorylation and degradation). Hence, Bayesian
networks, including their variants Dynamic Bayesian networks, Gaussian networks, Module
networks, mixture Bayesian networks and state-space models (SSMs), etc., have become
widely used tools for regulatory-network modeling [Armaanzas et al., 2008; Beal et al.,
2005; Chen et al., 2006; Djebbari and Quackenbush, 2008; Dojer et al., 2006; Friedman
et al., 2000; Grzegorczyk et al., 2008; Hartemink et al., 2001, 2002; Imoto et al., 2002,
2004; Kim et al., 2004; Ko et al., 2009; Li et al., 2006a,b; Murphy and Mian, 1999; Nachman et al., 2004; Nariai et al., 2005; Noto and Craven, 2005; Ong et al., 2002; Pe’er et al.,
2001; Perrin et al., 2003; Sachs et al., 2005; Segal et al., 2003a,b; Shen et al., 2008; Tamada
et al., 2003; Wang et al., 2007; Werhli and Husmeier, 2007; Yoo and Cooper, 2002; Yoo
et al., 2002; Zhu et al., 2006; Zou and Conzen, 2005].

3.1.2

Qualitative vs. Quantitative

Many methods are based on coarse-grained qualitative models so they discretize gene expression values as on/off or underexpressed/normal/overexpressed [Akutsu et al., 1999; Ong et al.,
2002; Pe’er et al., 2001; Segal et al., 2002; Simon et al., 2001; Spellman et al., 1998; Steggles et al.,
2007; Tavazoie et al., 1999]. Although they allow users to understand the basic functionalities of a
given network under different conditions or time courses, they cannot provide a finer-level realistic
view of regulatory systems because cellular functions depend on both qualitative and quantitative
aspects of regulatory networks [Guet et al., 2002]. In contrast, quantitative models can use continuous variables to represent biological entities in a cell as real-value quantities. [Bansal et al., 2006;
Chen et al., 2004a,b; Dasika et al., 2004; Friedman et al., 2000; Li et al., 2008; Nachman et al.,
2004; Pan et al., 2007; Segal et al., 2008; Tanay and Shamir, 2003; Weaver et al., 1999; Yeung
et al., 2002].
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However, quantitative approaches typically need given specific functional forms to capture
the relationships among variables (e.g., linear regression, nonlinear Michaelis-Menten formalism,
Gaussian function). Some qualitative methods, in contrast, can be more flexible on function types
since they do not have to define the exact relationships among variables ad hoc. In other words,
they are less biased in terms of the bias-variance trade-off. For example, those Bayesian network
models that use discrete conditional probability tables can approximate a variety of gate functions
including AND, OR, XOR, Noisy-OR, etc., without having to specify a particular one ahead of
time.

3.1.3

Static vs. Dynamic

Static models study gene regulation under various conditions (e.g., steady state gene expression
measurements in different growth media), while dynamic models usually focus on uncovering the
regulatory mechanisms through modeling time-series data in a given condition (e.g., time-point
gene expression measurements after a chemical treatment on cells). Assuming the time steps
are taken within intervals appropriate for capturing important regulatory activity, time-series gene
expression profiles provide a more complete and dynamic picture than static measurements. In
other words, a static measurement only shows a single snapshot of gene expression in a condition,
while dynamic time-series measurements may offer more or less a “video” of gene expression
in the same condition. However, data from static measurements are easier to obtain and can be
collected in a variety of experimental conditions. In contrast, time-series data can be harder to
acquire in some conditions for various technical reasons.
From a modeling point of view, dynamic modeling of gene regulation entails more constrained
search space because of parameter sharing or functional dependency across different time points
[Beal et al., 2005; Kim et al., 2004; Nachman et al., 2004; Ong et al., 2002; Redestig et al., 2007;
Zou and Conzen, 2005]. On one hand, this constraint could be important to guide the learner
to reconstruct the right network model; on the other hand, incorrect constraint is likely to have
harmful effects on network reconstruction.
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3.1.4

Expression vs. Activity

Many network reconstruction methods attempt to learn regulatory connections by modeling
dependencies between the expression (mRNA) levels of a transcription factor and its target genes.
This is partially because expression levels of genes can be measured by the high-throughput microarray technology, and such gene-expression data sets are widely available today. However, it is
not the expression level of a gene, but the activity level of the corresponding regulatory protein that
directly affects the transcription of target genes. In fact, sometimes a gene’s expression profile
does not correlate with the corresponding protein’s activity profile at all. Hence, this expressionbased modeling approach ignores the effects of a series of possible regulation events, including
the translation, biochemical modification, sub-cellular localization or degradation of regulatory
proteins.
In contrast, modeling methods that consider regulator activities provide a more direct, realistic
and mechanistic view of regulatory relationships between regulators and target genes. Consequently, they can provide more explanatory power than methods that do not consider regulator
activities. The challenge this activity-based modeling approach faces is that regulator activities are
not measured in typical high-throughput experiments today; thus regulator activity levels are usually hidden from us. Various models have handled these unobserved regulator activity levels (or
states) as hidden variables that indirectly encompass upstream regulatory events, without directly
modeling them [Battogtokh et al., 2002; Hartemink et al., 2001; Li et al., 2006b; Liao et al., 2003;
Nachman et al., 2004; Noto and Craven, 2005; Pan et al., 2007; Perrin et al., 2003].

3.1.5

Regulator Mapping vs. Regulator Discovery

An important part of the network reconstruction task is to infer regulator-gene relationships
when they are unknown in a species. If regulators are already included as input for a learning
algorithm (i.e., regulators are represented by existing variables in a model), then the task boils
down to a mapping problem—determine which regulators regulate each gene. However, when the
regulator list is incomplete (i.e., with missing regulators), discovering those new/missing regulators
(and mapping their target genes) becomes a more challenging problem.
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Most computational methods to date focus on the regulator mapping issue, and do not consider
the addition of currently unknown regulators. For example, the work of Friedman et al. [2000] uses
the Sparse Candidate algorithm [Friedman et al., 1999] to limit search space when discovering, in
the input gene list, interactions between genes (thus, the corresponding regulator-gene mapping).
The approach of Pe’er et al. [2002] explicitly assumes a set of candidate regulators as input in
order to find subset of active regulators and their target genes. Module network models developed
by Segal et al. [2003a] identify regulatory modules and their regulators from gene expression data
based on mRNA expression correlations. Another landmark work by Bar-Joseph et al. [2003]
utilizes both gene expression and genome-wide ChIP-chip data to map regulator-gene interactions.
All these representative regulator-mapping approaches assume the list of regulators and genes
is complete. However, current knowledge of regulators and their target genes in a species is usually
incomplete. Treating all the protein-coding genes as the complete list of regulators is not sufficient
either, since regulators can be proteins, RNAs, protein-metabolite complexes, etc. Therefore, methods capable of proposing new regulators are appealing in terms of knowledge discovery. Typically,
these methods propose/discover new regulators when the known regulators cannot account for
observed experimental data. New regulators are normally modeled as hidden variables because
their values/states are not provided as input or not currently observed1 . For example, Nachman
et al. [2004] developed a dynamic Bayesian network framework to systematically infer missing
regulators based on time-series data from yeast.

3.1.6

My Approach vs. Previous Approaches

My approach includes several key features of previous work, while also extending the state-ofthe-art methods. The details are presented in Chapter 4 and Chapter 5. Here I summarize the key
similarities and differences as follows.
Features in my approach that are similar to some existing methods include: (a) employing
probabilistic graphical models, in particular Bayesian network models with continuous variables;
1

In contrast, in the regulator mapping case, regulators can be modeled as observed variables (e.g., to represent
expression values) or hidden variables (e.g., to capture protein activities).
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(b) considering the finer-grained quantitative aspects of gene regulation by modeling the kinetic
interaction between active transcription factors and target genes, therefore addressing the underlying mechanisms in transcriptional regulation; (c) handling both static expression measurements
and time-series data.
Unlike related efforts, (a) my approach to network parameter learning involves representing
and learning the key kinetic parameters as functions of features in the genomic sequence; therefore
it offers more explanatory power and biological insight than the previous state of the art; (b) my
approach to hidden regulator discovery combines evidence from both gene expression behavior
and DNA sequence signals in a novel way to propose new regulator-gene relationships.

3.2

Gene Expression Clustering Methods
According to D’haeseleer [2005], there are more than one hundred published clustering algo-

rithms, more than a dozen of which have been applied to gene expression data. These algorithms
differ in their similarity criteria and the methods they use to cluster objects. In this section, I describe some representative and commonly-used clustering techniques that have been applied to the
analysis of gene expression data obtained from microarray experiments [Kerr et al., 2008]. Although these methods have been used for expression clustering, many of them can also be applied
to other types of gene profiles without losing generality (e.g., the error profiles of genes described
in Section 5.4.3). Note that gene expression data can be used to cluster genes or experiments or
both. I focus on clustering genes exclusively since genes are the objects to cluster in my approach.
That is, genes are treated as objects, while experiments are considered as their features. Next, I
describe some representative clustering methods, then discuss the clustering algorithm adapted in
my approach.

3.2.1

Representative Clustering Methods

Hierarchical clustering was first applied by Eisen et al. [1998] in their pioneering work on
clustering yeast gene expression data. As described in Section 2.2.2, this clustering method starts
with a set of single-gene clusters and successively joins the closest clusters until all genes are
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joined into a single cluster, resulting in a tree-shaped structure or dendrogram. This method has
some variants with respect to the choice of cluster merging (e.g., single, complete, average or
centroid linkage), among other choices. After the tree is built, the tree partitioning step typically
involves making a single horizontal cut through the tree, thereby partitioning it into subtrees and
assigning all genes in a subtree to the same cluster. Alternatively, clusters can be induced by cutting
selected edges at possibly different levels, guided by an objective function in order to match prior
knowledge, e.g., the Gene Ontology annotations of genes [Dotan-Cohen et al., 2007]. Beyond the
cluster induction, prior biological knowledge can also be integrated into the clustering procedure
itself to explicitly model the joint probability of gene expression and functional labels [Cheng
et al., 2004; Fang et al., 2006; Pan, 2006].
Partitioning clustering, on the other hand, subdivides the genes into a typically predetermined number of groups, without any implied hierarchical relationship between these clusters.
The K-means algorithm [MacQueen, 1966] is a widely used partition-based clustering method. It
attempts to minimize the sum of the squared distances of objects from their cluster centroids. However, the number of centroids is usually unknown, which means users have to run the algorithm
repeatedly with different values of the centroids and then compare the clustering results. Several
extension algorithms have been developed to address this drawback of K-means clustering [Herwig et al., 1999; Heyer et al., 1999; Smet et al., 2002]. Briefly, they use some global parameters
to control the quality of the resulting clusters so the number of clusters can be automatically determined based on the input data set.
Self-Organizing Map (SOM), developed by Kohonen [1989], also starts with a predetermined
number of cluster centroids, except that centroids are linked in a grid structure. It uses a single
layered neural network to map each object to the closest neuron. The neural network training
involves fitting reference vectors of neurons to the distribution of the input data. After the training,
clusters are identified by mapping objects to the output neurons. Although, SOM generates an
appealing map of a high-dimensional data set in 2D or 3D space, it also suffers from similar
shortcomings as K-means: the number of clusters and the grid structure of the neuron map need
to be specified a priori and are fixed through training process. Extensions of SOM include the
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Self-Organizing Tree Algorithm [Herrero et al., 2001], the Dynamically Growing Self-Organizing
Tree Algorithm [Luo et al., 2004], and the Growing Hierarchical Tree SOM [Forti and Foresti,
2006]. They are designed to combine the strengths of neural network and hierarchical clustering.
Graph-based clustering typically connects a pair of objects by an edge with a weight corresponding to the proximity value between the objects, and then converts data-clustering problems
into graph-theoretic problems, such as finding minimum cut or maximal cliques in the proximity
graphs. The CAST [Ben-Dor et al., 1999] algorithm models gene expression data as an undirected
graph, with vertices representing genes and edges representing similar expression patterns. It assumes that the input data set comes from the true cluster structure but is “contaminated” with random errors from the expression measurement. The true clusters are represented by a clique graph,
with each clique corresponding to a cluster. A similarity graph (i.e., the “corrupted” one) can then
be derived from the clique graph by flipping edges with certain probability. Thus, clustering genes
is equivalent to finding the true clique graph from its “corrupted” version with as few edge flips
as possible. CAST uses a heuristic search technique to identify high affinity genes for a cluster.
It does not require a user-specified number of clusters, but still relies on a predetermined affinity
threshold. The CLICK [Sharan and Shamir, 2000] algorithm extends the probabilistic model for
edge weighing by Hartuv et al. [2000]. It assumes the pair-wise similarity values between genes
are normally distributed. Given this assumption, the weight of an edge represents the probability
that two genes connected by this edge are in the same cluster. The graph that represents connections between genes is iteratively partitioned using a minimum-weight cut algorithm. Postpruning
of the partitioned sub-graphs is conducted to refine the resulting clusters. However, CLICK does
not prevent highly unbalanced partitions in some cases.
Model-based clustering assumes that the observed expression data come from a finite mixture
of underlying probability distributions, with each component corresponding to a different cluster [Fraley and Raftery, 1998; Ghosh and Chinnaiyan, 2002; McLachlan et al., 2002; Yeung et al.,
2001]. Briefly, these methods commonly use the EM algorithm to estimate the model parameters
and hidden variables (e.g., the number of mixture components) to maximize the likelihood of the
complete data. The advantage of model-based clustering is that it provides a “soft” membership
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estimate, in that genes can belong to multiple clusters with certain probabilities. The disadvantage is that particular distribution(s) need to be specified, which may or may not match the true
underlying expression distributions [Yeung et al., 2001].
Search-based clustering methods normally define some fitness function, then iteratively and
randomly select genes and move them to a new random cluster. This move is always accepted if
the fitness function is improved, or is accepted with certain probability if the fitness function is
not improved. Such a stochastic feature makes these methods less vulnerable to local optima when
searching the solution space. This iterative procedure ends when the global optimum is (hopefully)
achieved using methods like simulated annealing. However, to make the search tractable and
effective, users have to appropriately specify the parameters controlling the speed of the search,
the size of the search space, the convergence criteria, etc. Examples of search-based clustering
include the work of Lukashin and Fuchs [2001] and Bolshakova and Cunningham [2006], among
others.

3.2.2

The Adapted Clustering Method in My Approach

Despite this wealth of existing clustering methods, there is no one-size-fits-all solution to clustering, or even a consensus of what “good” clustering should look like. In fact, as stated in Jain
and Dubes [1988], there is no single best criterion for obtaining a partition because no precise and
workable definition of “cluster” exists. That is, clusters can be of any arbitrary shape and size
in a multidimensional pattern space. Each clustering criterion also imposes a certain structure on
the data, and if the data happen to conform to the requirements of a particular criterion, the true
clusters may be recovered. In other words, each algorithm imposes its own set of biases on the
clusters it constructs, possibly giving widely differing results on messy real-world gene expression
data. Therefore, it is difficult to do a fair evaluation of how well a clustering algorithm performs on
typical expression data sets, how it compares with other algorithms and under which circumstances
one algorithm should be preferred over another [D’haeseleer, 2005].
In my approach to hidden regulator discovery in Chapter 5, I adapt the hierarchical clustering
discussed in Section 3.2.1. More precisely, I choose the hierarchical clustering using complete
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linkage and Pearson correlation distance (both are described in Chapter 2) to build a tree structure;
I then partition the tree into subtrees in a non-standard way—cutting tree edges at various levels—
in order to induce clusters.
Compared to cutting all edges at some level, a cluster induction procedure suggested by Eisen
et al. [1998] and others, my adapted cluster induction method has the advantage of exploring more
candidate clusters. Compared to other methods of cutting edges at various levels, such as the
method developed by Dotan-Cohen et al. [2007], my method does not assume prior knowledge of
gene membership like Gene Ontology annotations of genes.

3.3

Motif Discovery Methods
In this section, I briefly review some previous, representative motif finding tools [Das and Dai,

2007]. There is a large corpus of work on finding DNA motifs in regulatory sequences such as
promoters. Based on the source of sequence input to the motif finding tools, the available methods
can be roughly classified into the following three major classes:
• One Species Multiple Genes scenario: those that use regulatory sequences of multiple
genes from a single genome.
• Multiple Species One Gene scenario: those that use orthologous regulatory sequences of
a single gene from multiple genomes (i.e., cross-species genome comparison).
• Multiple Species Multiple Genes scenario: those that use regulatory sequences of multiple
genes from multiple genomes.
I first describe these methods in the following three subsections; I then explain why I choose
PhyloCon and MEME as the motif finders for my approach described in Chapter 5.

3.3.1

Methods for One Species Multiple Genes Scenario

Many early pattern-finding methods have been applied to motif-finding. They can be applied
to search a set of promoter sequences of genes that are thought to share some regulatory binding
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sites, such as co-regulated genes from microarray expression data, for statistically over-represented
subsequences.
One camp of methods employs word-based algorithms. van Helden et al. [1998] used an
exhaustive search of simple patterns that include short motifs with a highly conserved core for
yeast motif detection. Later, van Helden et al. [2000] extended their method to include spaced
dyad 2 motifs by systematically varying the spacer length. The main limitation of these two algorithms is that no variations are allowed for any position in a motif. Tompa [1999] addressed this
shortcoming by allowing a small fixed number of substitute nucleotides and applied his method
to finding ribosome binding sites in fourteen sequenced prokaryotes. A similar approach is also
used in the algorithm YMF (Yeast Motif Finder) developed by Sinha and Tompa [2000]. Instead
of simple word matches, Brazma et al. [1998] used regular expression type matches to search for
occurrences of motifs in the upstream sequences of yeast genes. FIRE [Elemento et al., 2007]
also employs a word-based, degeneracy-allowed representation of motifs to search for sequence
patterns that capture maximal dependency (in terms of mutual information) with gene expression
data (or other data types). Due to its efficient implementation, using a suffix tree representation
for the word-based approach has been explored by quite a few researchers. Sagot [1998] utilized
suffix tree to represent a set of sequences, and Marsan and Sagot [2000] extended it to search for
motif modules. This suffix-tree idea and its variants are also employed by Weeder [Pavesi et al.,
2001] and MITRA [Eskin and Pevzner, 2002]. Finally, the word-based approach can be combined
with graphic-theoretic methods as well. Such examples include WINNOWER [Pevzner and Sze,
2000] and cWINNOWER [Liang, 2003].
Another camp of methods employ probabilistic algorithms. Hertz et al. [1990] was one of
the first to represent transcription factor binding-sites as a matrix, and use information content to
guide their greedy search. Their method is further improved to include a significance test based on
deviation statistics [Hertz and Stormo, 1999]. NestedMICA is a probabilistic approach based on
the component analysis framework to infer models for multiple motifs simultaneously [Down and
Hubbard, 2005]. Lawrence and Reilly [1990] introduced expectation-maximization (EM), another
2

A pair of short words separated by a fixed distance.
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greedy algorithm, for motif finding. This EM algorithm assumes at least one site in each input
sequence. The uncertainty part is the location of these sites and is handled by the “expectation”
step of the algorithm. The MEME algorithm developed by Bailey and Elkan [1995] extends this
EM algorithm by relaxing the “at least one site per sequence” assumption, such that each sequence
can contain zero, one, or more motifs. Gibbs sampling is another popular probabilistic method.
The original Gibbs sampler for motif finding was developed by Lawrence et al. [1993] and applied
to protein sequences. The algorithm starts by choosing random starting positions in each sequence,
and then iterating a predictive update step and a sampling step. The randomness in the sampling
makes it less vulnerable to the local optima. Some extensions to the Gibbs sampling method
include AlignACE [Roth et al., 1998], BioProspector [Liu et al., 2001], MotifSampler [Thijs et al.,
2002] and GibbsST [Shida, 2006]. .
Other types of approaches for motif finding include genetic algorithms [Liu et al., 2004], selforganizing neural networks [Liu et al., 2006] and mathematical programming [Kingsford et al.,
2006].
Tompa et al. [2005] conducted an assessment of 13 different motif discovery tools for de novo
prediction of regulatory elements for data sets from a collection of eukaryotes, and revealed that
the measures of accuracy of these programs are fairly low. Tompa et al. assumed that a correctly
predicted site must overlap a known site by at least one-quarter of the length of the known site.
They showed the fraction of known sites that are correctly predicted (i.e., site level sensitivity) is
at most 0.22, and the fraction of predicted sites that are correctly predicted (i.e., site level specificity) is at most 0.33. Hu et al. [2005] performed a complementary study on some benchmarked
prokaryotic data sets (E. coli in particular) using five modern motif finding algorithms. They also
revealed that the binding-site level predictive accuracy is very low for the five methods they tested.
In particular, Hu et al. assumed a correctly predicted site must overlap a known site by at least one
nucleotide and showed the site level sensitivity and specificity were between 0.25 and 0.35.
In order to improve the predictive accuracy of the individual motif finding methods, an ensemble algorithm is suggested and implemented by Hu et al. [2005]. They combined multiple
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predictions from five base component algorithms and observed better performance than the best
standalone component algorithm for E. coli motifs, in terms of predictive accuracy.

3.3.2

Methods for Multiple Species One Gene Scenario

The methods for the above One Species Multiple Genes scenario assume as input a set of
genes that are likely to be related (e.g., genes showing co-expression on microarray measurements).
When one is interested in genes without such prior “grouping” information, a cross-species comparison can be applicable. That is, motif discovery for individual genes can be accomplished by
considering their orthologous regulatory sequences, provided that the motifs under consideration
are sufficiently conserved across the chosen orthologs. Following are some representative methods
for such a Multiple Species One Gene scenario.
McCue et al. [2001] used an extended Gibbs sampling algorithm to identify motifs in proteobacteria by cross-species comparison. Blanchette and Tompa [2002] developed a dynamic
programming-based algorithm to incorporate the phylogenetic relationships in a tree structure in
order to find most parsimonious k-mer from each of the input sequences, where k is the motif length. Cliften et al. [2003] reported using the multiple sequence alignment tool CLUSTAL
W [Thompson et al., 1994] to search motifs among six yeast genomes. They showed that a simple
alignment of appropriate diverged orthologs is able to find many statistically significant conserved
DNA motifs. CONREAL [Berezikov et al., 2004], another phylogenetic footprinting-based tool,
represents candidate motifs as position weight matrices and builds short sequence anchors between
orthologs to improve promoter sequence alignment. Wang and Stormo [2005] developed an algorithm called PHYLONET and conducted genome-scale motif searches using several yeast-related
genomes. They analyzed all the available promoter sequences of yeast and successfully reconstructed a network of regulatory sites covering the majority of known TF binding sites of yeast.
Although primarily used for scanning sequences with a given known motif, the algorithm PhyloScan [Carmack et al., 2007] can identify novel transcription factor motifs in bacterial species as
it combines evidence from matching sites in orthologs from related species with evidence from
sites within an intergenic region.
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3.3.3

Methods for Multiple Species Multiple Genes Scenario

It is actually not a new idea to integrate both over-representation in multiple genes and conservation across multiple species for motif discovery. Gelfand et al. [2000] used promoters from
both co-regulated and orthologous genes to search for over-represented motifs in Archaea. In their
approach, all sequences, however, are treated independently despite the fact that orthologous sequences are directly related. This simple approach is also employed by McGuire et al. [2000]. In
contrast, OrthoMEME [Prakash et al., 2004] directly models the conservation across species by
enforcing the occurrences of predicted motifs in two species.
PhyloCon [Wang and Stormo, 2003], standing for Phylogenetic Consensus, considers both
co-regulation of genes in a species and conservation among orthologous genes. It first aligns conserved regions of orthologous genes into multiple sequence alignment profiles, and then compares
such profiles for non-orthologous genes in a greedy fashion. Significant motifs emerge as common
regions in these profiles. Wang and Stormo demonstrated that PhyloCon performs well on both
synthetic and biological data, including data from E. coli. The key idea of PhyloCon is that spurious random profiles are much less likely than spurious random motifs. Hence, PhyloCon has a low
false positive rate and is very tolerant of background sequence length.
EMnEm [Moses et al., 2004] employs both the EM algorithm and a phylogenetic model to infer
motifs from co-regulated genes and orthologous sequences. This method is suitable for species that
are relatively closely related since it requires completely aligned input sequences.
PhyME [Sinha et al., 2004] explicitly allows motifs to occur in conserved and non-conserved
regions of orthologous promoters, weighing these two scenarios differently when scoring motifs.
Thus it provides some flexibility in choosing related species because it does not require occurrences
of a motif in all orthologs.
PhyloGibbs [Siddharthan et al., 2005] combines phylogenetic footprinting and Gibbs sampling
into one integrated Bayesian framework. It requires as input a collection of multiple local sequence
alignments of orthologous sequences. It attempts to identify an arbitrary number of TF binding
sites in the multiple sequence alignments based on a Bayesian probabilistic model that explicitly
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takes into account the phylogenetic relationship between the species in the alignment. The authors
report better performance on five yeast species than MEME, EMnEM and PhyME.

3.3.4

Methods Employed in My Approach

Many motif finders need as input the width of the putative motif. However, the width of a true
motif is not known a priori in my hidden regulator discovery task; it is also biased to assume a few
possible values for the motif width parameter and conduct motif search using these pre-defined
values of the motif width. Therefore, it is preferred to employ a motif finder that can adaptively
estimate the best motif width in my approach.
Many motif finders perform significantly differently on data sets from different species [Tompa
et al., 2005]. This suggests that it is wise to use motif finders that prove to be effective in discovering motifs in E. coli since I use it as the model organism to evaluate my hidden regulator discovery
approach in Chapter 5.
Considering the two issues above, I choose two motif finding methods in my approach: MEME
and PhyloCon. MEME is used as a plug-in for the motif finding module because of the following
reasons:
• It does not require a particular motif width as input. That is, users can specify a wide range
of possible motif widths. MEME can automatically determine the optimal motif length.
• It is the most accurate method for discovering E. coli motifs among the five motif finders
evaluated by Hu et al. [2005].
• It is not sensitive to the choice of parameters [Hu et al., 2005; Tompa et al., 2005], such as
the order of the background Markov models.
• It is a widely used motif finding tool. The MEME software is publicly available as either a
downloadable standalone program or on-line web service.
PhyloCon is also employed as another plug-in program for the motif finding in my approach
due to the following considerations:
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• It does not need as input the length of a motif; in fact, PhyloCon does not even include the
width parameter as a user input. The PhyloCon algorithm derives the best motif width based
on the input sequences.
• It was shown to outperform four other motif finders in terms of the accuracy of motif finding
on both synthetic and biological sequences, including intergenic sequences from the E. coli
genome [Wang and Stormo, 2003].
• It considers both co-regulation of genes in a species and conservation among orthologous
genes. Integrating these two different axes of information in motif discovery has been proven
useful by Siddharthan et al. [2005] and Sinha et al. [2004], among others.
• It works well even with a small number of genes or a few species [Wang and Stormo, 2003].
Now I have described various motif discovery methods and explained why the two methods,
MEME and PhyloCon, are employed in my approach. The next section will discuss the related
work on the last module in my hidden regulator discovery pipeline.

3.4

Motif Filtering and Ranking Methods
In this section, I briefly review and compare some previous motif filtering and ranking (scoring)

methods with those developed in my approach. The details of my motif filtering and ranking
methods are presented in Sections 5.4.5.1 and 5.4.5.2, respectively.
Many motif discovery tools have “built-in” methods for scoring, ranking and filtering predicted
motifs. For example, MEME computes an E-value to approximate a motif’s significance of the log
likelihood ratio, and ranks candidate motifs by their E-values. The related work I describe below
is concerned with procedures that are basically general enough to post-process motifs produced by
many standalone motif finders. That is, they can usually function as independent wrapper methods
for various motif discovery tools.
Typically, motif finders first score and rank motifs by their built-in criteria, then perform the
filtering in the sense of only keeping or reporting the very top few motifs. The motif-processing
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methods I shall discuss, however, can be used independently: filtering is for discarding likely false
positives, while ranking is for ordering a list of motifs in the hope that the most correct or relevant
ones are pushed to the top.
Despite a large number of motif finding algorithms, there are only a few general purpose “wrapper” methods for post-processing candidate motifs. This is in part because some motif finders have
their own motif filtering/ranking methods, and many users only consider the top few motifs from
the output of a motif finder. However, general purpose motif filtering and ranking methods can be
very valuable because:
• Spurious motifs could score high by chance by a built-in scoring metric that resorts to some
statistical significance evaluation. The filtering procedure based on such a scoring scheme
would fail to discard these spurious motifs. Wrapper filtering methods that examine the
information content of a motif might remedy such a drawback.
• Most motif discovery methods score and rank motifs based on the statistical significance
of predicted binding sites. However, as investigated by Liu et al. [2002], the binding sites
with the highest statistical significance are not necessarily the best prediction of the target
motifs. Wrapper ranking methods that consider more than binding-site nucleotides might
help overcome this problem (e.g., also consider the behavior of the genes a motif occurs in).
• Wrapper methods are necessary when pooling the results of (a) different motif finders since
these finders are likely to use distinct motif scoring schemes; (b) the same finder on different
input data (e.g., for ensemble methods) since the scores of motifs might be related to the
characteristics of the input data, such as the number of input regulatory sequences.
I now discuss the related approaches and contrast them with my own motif post-processing
methods. Again, the details of my methods are presented in Chapter 5.
Nevill-Manning et al. conducted early work on ranking discrete motifs in 1997. They ranked
a protein motif by the probability computed as the product of probabilities of seeing the amino
acids at each position of the motif, assuming that sampling short amino acid sequences from a
large database is equivalent to drawing sequences of independent symbols from the distribution of
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amino acids in the database. This method was developed for protein motifs; nonetheless, it can be
applied to rank discrete DNA motifs as well.
Harbison et al. [2004] and Romer et al. [2007] compared the hypergeometric enrichment
score for a motif to the distribution of scores for motifs found in randomly selected promoters, in
order to evaluate motif significance. A user-specified p-value is then used as a cutoff to filter out
motifs of lower significance. However, ranking is not considered for the remaining motifs in the
downstream analysis. In contrast, my methods examine the characteristics of motifs themselves
to remove likely false positives. The remaining motifs are then ordered by one of my two ranking methods. Although my rank-by-significance method employs the similar idea of computing
statistical significance, it does not assume any probability distribution for scores coming out of a
given motif finder, whereas Harbison et al. and Romer et al. parameterized scores from random
runs by a normal distribution. Moreover, my p-value calculation does not assume a particular scoring scheme that a motif finder may use, e.g., it does not assume that hypergeometric enrichment is
the scoring metric.
Huber and Bulyk [2006] defined a “block” of contiguous nucleotides with high information
content3 at each position, and then removed motifs that did not contain such blocks of nucleotides.
They applied this block-filtering method to their mammalian motif searches. However, this filtering
method would not be able to discard some special DNA “blocks”, e.g., GC-rich segments in the
intergenic regions of E. coli. In contrast, the filtering step in my approach is conducted in light of
the species under study. That is, instead of considering blocks of nucleotides, my filters inspect
both the length of a motif and the distribution of the nucleotide information content of a motif,
then remove the motif if its length and information content distribution are dissimilar to those of
the known motifs of a given species. To my best knowledge, this is the first method that utilizes the
characteristics of known motifs to help filter predicted motifs in a species-specific and systematic
way.
Huber and Bulyk also provided users a few options of scoring motifs, including the specificity
score based on the hypergeometric distribution, the bit score quantifying the amount of information
3

Information content is described in Chapter 5 in detail.
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contained in a motif, and the maximum a posterior score calculated by AlignACE [Hughes et al.,
2000; Roth et al., 1998]. Overall, these scoring methods can score and rank motifs based on the
DNA sequence features contained in them. In contrast, the rank-by-correlation method developed
in my approach can take into account both the intrinsic nature of the base composition in motifs
and the external correlation with the behavior of the genes a motif occurs in (e.g., correlation with
the error profiles of genes with motif occurrences, detailed in Chapter 5).
To summarize this section, the motif filtering and ranking methods developed in my approach
are novel—my filtering methods examine the length and distribution of nucleotide information
content of a motif in a species-specific manner; my ranking methods consider either the nonparametric statistical significance of a motif or the behavior of the genes a motif occurs in. Their
effectiveness is evaluated in Chapter 5.

3.5

Summary
In this chapter I have presented previous work that is related to my methods. These previous

methods are organized in four major sections. In particular, I have reviewed and compared related
regulatory network modeling methods and motif filtering and ranking methods with those developed in my approaches. I have also reviewed and discussed various gene expression clustering
methods and motif discovery methods; and explained why I employ certain existing clustering and
motif-finding algorithms as plug-ins for my approaches. In the coming Chapter 4 and Chapter 5,
my approaches are described in more technical detail.
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Chapter 4
Connecting Quantitative Regulatory Network Models
to the Genome
This chapter details our novel methods to connect gene regulatory-network models to the
genome by representing and learning parameters in our models as functions of genomic features.
That is, this chapter assumes a fixed model structure from prior knowledge and focuses on learning biologically meaningful model parameters. Parts of the material covered in this chapter were
originally published in Pan et al. [2007].

4.1

Introduction and Motivation
A central challenge in computational biology is to develop detailed and accurate models of the

regulatory, signaling and metabolic networks for a wide variety of cell types. The state of the art for
this challenging task involves encoding known molecular entities and relationships in such models,
as well as inferring relationships from high-throughput data sources. The work presented here is
focused on inferring gene-regulatory networks from experimental data sources such as genomic
sequences and expression data from microarrays. In particular, we present a novel approach that
involves representing key parameters of regulatory relationships as functions of genomic sequence
features.
A wide variety of model representations have been used for the regulatory-network inference
task, including Boolean networks [Akutsu et al., 1999, 2000; Ideker et al., 2001; Maki et al., 2001;
Tanay and Shamir, 2001], differential equations [Chen et al., 1999; de Hoon et al., 2003; Li et al.,
2008], logistic functions [Weaver et al., 1999], relevance networks [Butte and Kohane, 2000], Petri
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nets [Chaouiya et al., 2004; Comet et al., 2005; Matsuno et al., 2000; Steggles et al., 2007], and
probabilistic models [Armaanzas et al., 2008; Beal et al., 2005; Chen et al., 2006; Djebbari and
Quackenbush, 2008; Dojer et al., 2006; Friedman et al., 2000; Grzegorczyk et al., 2008; Hartemink
et al., 2001, 2002; Imoto et al., 2002, 2004; Kim et al., 2004; Ko et al., 2009; Li et al., 2006a,b;
Murphy and Mian, 1999; Nachman et al., 2004; Nariai et al., 2005; Noto and Craven, 2005; Ong
et al., 2002; Pe’er et al., 2001; Perrin et al., 2003; Sachs et al., 2005; Segal et al., 2003a,b; Shen
et al., 2008; Tamada et al., 2003; Wang et al., 2007; Werhli and Husmeier, 2007; Yoo and Cooper,
2002; Yoo et al., 2002; Zhu et al., 2006; Zou and Conzen, 2005], among others. Probabilistic
models, such as Bayesian networks [Pearl, 1988] are appealing for this task because they can, in
part, account for the uncertainty inherent in available data, and the non-deterministic nature of
many of the interactions in a cell. A Bayesian network consists of two components: a qualitative
one (the structure) in the form of a directed acyclic graph whose nodes correspond to the random
variables, and a quantitative component consisting of a set of conditional probability distributions
(CPDs). The nodes in such a network represent the presence/absence or the numeric quantities of
certain gene products in a cell. The abundance of molecules of interest can be represented using
either continuous or discrete values. The CPDs can be represented using tables [Friedman et al.,
2000], tree structures [Noto and Craven, 2005; Segal et al., 2003a], or linear Gaussian models
[Friedman et al., 2000].
In contrast to these standard CPD representations, Nachman et al. [2004] devised an approach
that represents quantitative transcription rates, and simultaneously estimates both the kinetic parameters that govern these rates and the activity levels of unobserved regulators that control them.
This approach is appealing in that it provides a more detailed and realistic description of how a
gene’s regulators influence its level of expression than do the standard CPD representations.
We have developed an extension to this approach that involves representing and learning the
key kinetic parameters as functions of features in the genomic sequence. For example, instead of
estimating a set of free parameters representing the binding affinity of given transcription factor
to the promoter regions in which it binds, our method represents these parameters as a function
of the relevant DNA sequence in the promoter regions, and learns the coefficients in this function.
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The primary motivation for our approach is that it provides a more mechanistic representation of
the regulatory relationships being modeled. It also offers more explanatory power than the models
inferred by the approach of Nachman et al. in that it represents why a given kinetic parameter has
the value it does, and it enables one to predict how certain changes in the genomic sequence might
affect gene regulation.
Our approach also differs from that of Nachman et al. in that we explicitly represent RNA
polymerase as a regulator. This is important when modeling bacterial networks, because a primary mechanism for gene regulation in bacteria is the recruitment of RNA polymerase to specific promoters via its association with different sigma factors [Mooney et al., 2005], small RNAs
[Willkomm and Hartmann, 2005] and small molecules such as ppGpp [Magnusson et al., 2005].
We investigate and evaluate our approach in the context of trying to elucidate the networks that
are involved in controlling how E. coli regulates its growth and other activities in response to the
carbon source(s) available to it [Liu et al., 2005].

4.2

Approach
In this section, we first review the quantitative network model devised by Nachman et al. We

then discuss how we have extended this method to represent certain key parameters in terms of
sequence features, and other important aspects of our approach.

4.2.1

A Kinematic Model of Transcriptional Regulation

To model gene regulatory networks in a quantitative, realistic way, we extend a model for
regulator-regulatee dependencies introduced by Nachman et al. Their regulation model, as illustrated in Figure 4.1, is based on a regulation function that describes the transcription rate of a target
gene as a function of the concentration of active regulators. Since the data being modeled, geneexpression profiles, are typically measured on populations of cells, the transcription rates represent
average rates over a large cell population. Assuming that regulator binding and disassociation reactions are being modeled at steady-state, they use a non-linear Michaelis-Menten form to describe
transcription rates as a function of the concentration of active regulators. In the simplest case of a
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single activator, the regulation function is:
g(H : β, γ) = β

γH
1 + γH

where H denotes the concentration of active regulator protein, β is the maximum transcription rate
the gene can achieve and γ is kb /kd , the ratio of the association and disassociation constants for
the regulator. Figure 4.1 depicts this single activator case. For the case of a single repressor, the
regulation function is:
g(H : β, γ) = β

1
1 + γH

because the fraction of repressor-unbound promoters is
fraction

γH
1+γH

1
,
1+γH

and we assume the repressor-bound

cannot transcribe at all.

To illustrate the form of the g function in the general case of multiple regulators, consider a
gene that has two regulators, with activity levels H1 and H2 . Depending on whether no regulator,
H1 , H2 or both are bound to the promoter, we can distinguish four possible binding site fractions
(as shown in Figure 4.2), denoted S −,− , S H1 ,− , S −,H2 , and S H1 ,H2 . By solving the steady-state
equations, we can determine the distribution over the possible binding fractions:
S −,− = 1/Z
S −,H2 = γ2 H2 /Z
S H1 ,− = γ1 H1 /Z
S H1 ,H2 = γ1 H1 γ2 H2 /Z
where Z = (1 + γ1 H1 )(1 + γ2 H2 ) is a normalizing constant. Therefore, the regulation function in
this case is:
g(H1 , H2 : α
~ , β, γ1 , γ2 ) = β × (α−,− S −,− + α−,H2 S −,H2 + αH1 ,− S H1 ,− + αH1 ,H2 S H1 ,H2 )
where α
~ is a vector of parameters indicating the “productive” binding states that lead to transcription. For example, for two independent activators, Nachman et al. set α−,− , αH1 ,− , α−,H2 , αH1 ,H2
to 0, 1, 1, 1, respectively, reflecting that transcription occurs whenever at least one activator is
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Figure 4.1: A kinematic model of transcription regulation by a single activator. (a) An active
regulator protein, H, may bind to and disassociate from a target gene’s promoter,
with rate constants kb and kd , respectively. In a population of cells, fractions S − and
S H of cells have free and bound promoters, respectively and satisfy the steady-state
reaction equations. The bound gene is transcribed with rate g(H) = βS H , where β
is the maximum transcription rate the gene can achieve. (b) The regulation equation,
describing the transcription rate as a function of the active regulator concentration H,
is in the Michaelis-Menten form. The transcription rate is a non-linear function of the
activity level of H that depends on γ = kb /kd . (Figure reproduced with permission
from Nachman et al. [2004])

bound. For a more realistic model, where different promoter states may result in different rates
of transcription, they allow the α parameters to take real values.
In this kinematic model of regulation, RNA polymerase (RNAP) itself is not represented as a
factor. Moreover, neither the α nor γ parameters are related to the regulators’ binding-site sequence
features. We extend the approach of Nachman et al. by explicitly considering the role of RNA
polymerase in transcription regulation, and by linking the binding-strength (γ) and productivity
(α) parameters to features of the regulators’ binding sites.
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Figure 4.2: Possible promoter states and allowed transitions for a two-regulator promoter. In this
example, regulator 1 (orange oval) and regulator 2 (pink oval) may independently
bind to and disassociate from their binding sites (orange bar and pink bar respectively)
in a target gene’s promoter. Therefore, this promoter has four possible states: no
regulator bound, only regulator 1 bound, only regulator 2 bound, or both regulators
bound. These four different promoter states may lead to different gene transcription
rates. The allowed transitions among these states are indicated by arrows  and ↑↓.

4.2.2

Considering RNAP as Regulator

One important extension of the approach of Nachman et al. is that we explicitly take into
account the effects of RNA polymerase in addition to those of transcription factors (TFs). Most
computational approaches for modeling gene regulation do not represent the effects of RNAP in
gene regulation, instead assuming that changes in gene expression are primarily due to changes
in transcription factor activities. As discussed in Section 4.1, however, representing RNAP is a
crucial consideration in modeling bacterial systems like E. coli. First, in E. coli, RNAP is thought
to be limiting under most, if not all, conditions [Bremer and Dennis, 1996; Ishihama et al., 1976].
Second, experiments have shown that E. coli RNAP distribution is dynamic and dramatically influenced by cell growth conditions [Cabrera and Jin, 2003], strongly arguing that RNAP availability is
an important factor for the differential gene expression observed under different conditions. Third,
promoter studies [Aoyama et al., 1983; Harley and Reynolds, 1987; Hawley and McClure, 1983;
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Jacquet and Reiss, 1990] have demonstrated that RNAP has different binding affinities and initiation kinetics at different promoters, heavily depending on their primary sequence. Therefore, it is
imperative that RNAP also be considered to more accurately model gene regulation in organisms
like E. coli.
In our models, we treat RNA polymerase as an essential activator. The degree of activation,
for a particular gene, is determined by the available RNAP concentration, the binding affinity of
RNAP to the gene’s promoter and its productivity when it binds to the promoter, in addition to the
effects of other transcription factors. For example, a low expression level for a given gene could be
explained by a low available RNAP concentration, low binding affinity of RNAP to the promoter
or minimal productivity of the RNAP-only bound state, as well as an absence of activators. Hence,
our models can capture some regulation scenarios that others cannot.
To account for RNAP as an essential activator for every gene in our model, we modify the regulation function as follows. For the case in which the given gene is regulated by one transcription
factor in addition to RNAP the regulation function is:
g(H1 , H2 : α
~ , β, γ1 , γ2 ) = β × (αH1 ,− S H1 ,− + αH1 ,H2 S H1 ,H2 )
where H1 is the available RNAP concentration and H2 is the concentration of an active TF. If the
transcription factor is a repressor, we set αH1 ,H2 to 0. If it is an activator, we constrain αH1 ,H2 to
be larger than αH1 ,− . We use this equation to reflect that RNAP is required to bind in order for
any promoter state to have non-zero productivity. This approach is general and is easily extended
to handle more regulators and different fractions of RNAP (e.g., ppGpp-bound and unbound fractions).

4.2.3

Modeling Regulator Binding-Strength and Productivity
using Genomic-Sequence Features

The regulation functions of Nachman et al., described in Section 4.2.1, involve one γk,r parameter for each pair of regulator r and regulated gene k. Additionally, each gene has one α parameter
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for each binding state that leads to transcription. The primary contribution of our work is an approach that involves representing the γ’s and α’s not as independent parameters, but instead as
functions of the relevant sequences in promoter regions.
Figure 4.3 illustrates the basic idea of the approach. In the case of the γ parameters, we learn
one function for each regulator. This function takes as input the known or putative binding-site
sequence for the regulator in a given promoter region, and it outputs a predicted binding strength.
The rationale for such models comes from the assumption that binding-strength is largely dependent on how a regulator’s DNA-binding domain interacts with the nucleotides at the binding site. For most regulators, different binding-site sequence features lead to different binding
strengths, assuming other factors relevant to binding are the same.
Protein-DNA interaction analysis [Benos et al., 2002] shows that additivity is an appropriate
first approximation for protein-DNA interaction. Binding affinity can be roughly attributed to the
summation of contribution from each nucleotide at the binding site.
We represent our sequence-based binding models using linear functions. We encode the sequence composition of each binding site using a “1 of 4” representation for each position. For
example, a four-nucleotide sequence of “ACGT” would be encoded as a binary-feature vector of
[1000 0100 0010 0001]. Our models therefore link the sequence to a γk,r value as follows:
X
γk,r =
wr,i × fk,i + cr .
i

where γk,r is the binding strength of regulator r to the promoter of gene k, fk,i is the ith binaryfeature value in the feature vector for gene k, wr,i is the weight associated with this feature, and cr
is a constant, unique for each regulator.
For the case of representing the binding affinity of RNA polymerase to a given promoter sequence, we use a somewhat simpler linear model. In particular, we take advantage of the known
consensus sequence for σ 70 promoters in E. coli. The form of this linear model is:
γk,RN AP = w1 × sim(k, −35con) + w2 × sim(k, −10con).
where γk,RN AP represents the binding strength of RNAP to gene k, sim(k, −35con) is the similarity of the -35 region of gene k’s promoter to the -35 consensus sequence, sim(k, −10con) is
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Figure 4.3: Representing binding-strength parameters as a function of sequence features. (a) In
the approach of Nachman et al., the binding-strength of a regulator (TFx ) to the ith
target gene is represented by a parameter γi,x . The γi,x parameters for various target
genes are independent of one another and independent of the DNA composition of the
binding sites. (b) Our approach represents the γi,x parameters for a given regulator
using a regulator-specific function that maps the DNA sequence of a binding-site to
its binding strength. We use similar functions for the α productivity parameters.
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the similarity measure for -10 region to the -10 consensus sequence, and w1 and w2 are learnable
weights, indicating the importance of the two hexamer regions. We define the similarity function,
sim, as the number of nucleotides in the promoter region that match the corresponding consensus
sequence.
We use this simpler linear form for RNAP for two reasons. First, it allows us to take advantage of the experimental evidence that RNAP binding strength is closely related to the consensus
sequence [Kobayashi et al., 1990]. Second, it may help to simplify the learning process which is
trying to simultaneously induce two sequence-based models for RNA polymerase: the model for
γk,RN AP , and an α model for the productivity of RNAP when it is bound alone. By imposing this
bias on the γk,RN AP model, the α is better able to capture the sequence characteristics that are
important for the subsequent steps in transcription initiation, after binding.
RNA polymerase is a special regulator in our models. Its effect on transcription depends not
just on the binding strength of a given promoter, but also how the sequence influences the isomerization and elongation steps in transcription initiation. We represent the productivity, α, of the
promoter state when only RNAP is bound using a linear function similar to those we use for γ
parameters. The set of sequence features used for this RNAP productivity model includes the nucleotide composition at each position in the -35 and -10 regions, the length of the spacer between
-35 and -10 hexamers, the GC content of the spacer and the GC content of the region between the
-10 hexamer and the transcription start site (TSS).
Currently, we do not use these linear models to represent the productivity of promoter states
when transcription factors are bound. This situation is more complex since it involves not only
protein-DNA interactions but also protein-protein interactions. We use free α parameters, as in the
models of Nachman et al. for these states.
For genes that are in the same operon, we use one set of γk,r and α parameters to represent the
regulation function of all the genes in the operon.
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4.2.4

Accounting for Sequence Uncertainty

The sequence-based γ and α models described above assume that the relevant binding sites
are known. In some cases, however, there is uncertainty about the locations of these binding sites
because they have not been experimentally determined. This is especially the case for many RNA
polymerase binding sites.
In E. coli, σ 70 promoters are characterized by the well-known consensus sequence and structure: the -35 region (TTGACA consensus hexamer) and -10 region (TATAAT consensus hexamer),
and the spacer region between them. However, for most operons in E. coli, the transcription start
sites (TSSs) are unknown. Even for operons with known transcription start sites, the exact positions of -35 and -10 hexamers are still uncertain because the length of the spacer and the distance
between the -10 region and TSS vary from operon to operon.
In order to account for the uncertainty in binding-site location, we use the procedure illustrated
in Figure 4.4. The starting point for this procedure is a model that represents the known (experimentally determined) binding sites for the regulator. Using such a model, along with assumptions
about how many binding sites for the regulator might occur in a given promoter region, we can
calculate a distribution over possible starting positions of the regulator’s binding site. From this
starting-position distribution, we can then calculate a distribution over the base composition at
each binding site position. For example, suppose that our binding-site model for RNA polymerase
predicts that a given gene’s -10 region starts with nucleotide “A” at position p1 with probability
0.7 and starts with nucleotide “T” at position p2 with probability 0.3, then the base distribution for
the first nucleotide of -10 region is [0.7 0 0 0.3]. These distribution vectors are used in lieu of the
binary-feature vectors as input to the sequence-based γ and α models described in Section 4.2.3.
In the work reported here, we use this procedure to represent the predicted binding sites of
RNA polymerase. Our predictions are made using a hidden Markov model (HMM) we previously
developed that represents various sequence elements of E. coli inter-genic regions [Bockhorst et al.,
2003b]. Specifically, given a promoter sequence, we use this HMM to compute the joint probability
of the locations of the TSS and the -10 and -35 hexamers: Pr(C−35 , C−10 , CT SS |Xu ...Xd ). Here
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Figure 4.4: Representing a binding site when there is uncertainty about its position. In this example, the binding sequence consists of six nucleotides, and we have a trained model
(HMM) for predicting occurrences of the binding site. Step 1: The trained model is
used to scan a promoter sequence for occurrences of the binding-site motif. Step 2:
From the model predictions, we calculate the probability that a binding-site starts at
each coordinate in the promoter sequence. Step 3: Given these starting-point probabilities, we calculate a distribution over the DNA composition of each binding-site
prediction.
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C−35 , C−10 and CT SS represent the coordinates of the -35 and -10 hexamers, and the transcription
start site, respectively. Xu , ..., Xd represents the bases of the promoter sequence.
To calculate this joint probability, we employ a procedure based on posterior decoding [Durbin
et al., 1998], making the assumption that each promoter region contains exactly one RNAP binding
site. We do this calculation in two steps. The first step involves computing a distribution over what
can be thought of as the “boundaries” of the core promoter. This is defined by a distribution over the
locations of the -35 hexamer and the TSS given the upstream sequence: Pr(C−35 , CT SS |Xu ...Xd ).
The second step involves computing Pr(C−10 |C−35 , CT SS , X−35 ...XT SS ), a distribution over the
coordinates of the -10 hexamer given the “boundary” coordinates of the promoter and the sequence
of bases falling within these coordinates. Here X−35 represents the first position in the -35 hexamer,
and XT SS represents the coordinate of the transcription start site. Within the promoter submodel
of our intergenic HMM, the location of the -10 hexamer is the only hidden variable. Putting these
two calculations together, we have:
Pr(C−35 , C−10 , CT SS |Xu ...Xd ) =
Pr(C−35 , CT SS |Xu ...Xd ) × Pr(C−10 |C−35 , CT SS , X−35 ...XT SS ).
Given this distribution over promoter coordinates, we can then calculate the feature values to be
input to the linear γ and α models for a given promoter region.

4.2.5

Network Architecture

We represent our model structure as a graphical model with two layers of nodes. The nodes
in the top layer represent the concentrations of the active regulators (i.e., transcription factors and
RNAP), and the bottom layer represents the target genes regulated by these TFs and RNAP. Arcs
denote direct binding/regulating relationships between TFs/RNAP and their target genes. Genes
at the bottom layer are regulated by their regulators through the non-linear kinematic regulation
functions described in Section 4.2.1. Currently, we use a fixed regulation structure based on prior
knowledge.
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4.2.6

Parameter Learning

The parameter-learning task involves estimating the model parameters given a set of expression
measurements for the genes represented in the model. In the case of our sequence-based models,
the parameter-learning step also takes as input the genomic sequence for the promoter regions of
the genes represented. The parameters in the standard approach of Nachman et al. include βk for
each gene k, γk,r for each gene-regulator pair, and an α parameter for each binding state that leads
to transcription. In our sequence-based models, in contrast, the parameters to be learned include
βk for each gene, the weights in the γr model for each regulator, the weights in the α model for the
RNAP-only binding states, and the α parameters for other binding states. In both types of models,
genes in the same operon share their parameters. To estimate these parameters, the learner must
simultaneously infer the hidden active regulator concentrations (H variables) for each condition.
The model parameters, as well as the H values are all continuous.
The known quantities in the learning process are gene transcription rates in various experimental conditions. These transcription rates are recovered from mRNA abundance levels, which are
measured by microarrays. Under an assumption of steady-state conditions, mRNA levels are assumed to be stable. In this state, a gene’s transcription rate equals its mRNA decay rate, which is the
product of the gene’s mRNA decay constant and mRNA abundance. Assuming the gene-specific
mRNA decay constant remains the same in the set of experiments we consider, the transcription
rates are directly proportional to mRNA abundances. Therefore, given gene expression profiles
measured by microarrays at steady-state in various experimental conditions, we can recover each
gene’s transcription rates up to a gene-specific scaling factor.
Given the recovered set t of transcription rates of K genes in J conditions, we try to infer the
most likely assignment of the parameters and variables such that we minimize the discrepancies
between recovered transcription rates t and predicted transcription rates p, where the predicted
rates are calculated from the regulation function described in Section 4.2.1. We minimize such
discrepancies using the objective function of average relative error (ARE):
ARE =

K
J
1 1 X X |tj,k − pj,k |
.
J K j=1 k=1
tj,k
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We constrain all parameters and variables to be non-negative. Additionally, α parameters are constrained to be in [0, 1]. We use the modeling system GAMS (http://www.gams.com) with the
optimization solver CONOPT (http://www.conopt.com) to optimize the parameters and values of the hidden variables. The algorithm used in GAMS/CONOPT is based on the GRG algorithm [Abadie and Carpentier, 1969]. The CONOPT implementation has modifications to make it
efficient for large models and for models written in the GAMS language [Drud, 1985, 1992].

4.3

Empirical Evaluation
In this section, we empirically evaluate our approach by learning models for two E. coli data

sets. We are interested in answering two questions. First, can we learn more accurate generegulation models by linking regulator binding strength and RNAP productivity levels to genomic
sequence features? Second, do these models seem to learn reasonable weightings over the sequence
features, and do they lend insight into how the promoter sequence relates to RNAP productivity?

4.3.1

Data Sets

We consider two data sets in our modeling experiments. The first data set includes a series of
expression profiles determined from E. coli cultures growing in six different carbon sources [Liu
et al., 2005]. Briefly, independent cultures of the wild type strain, MG1655 [Blattner et al., 1997],
were grown under identical conditions (aerobically at 37◦ C in MOPS minimal media) except that
different carbon sources were used: glucose, glycerol, succinate, alanine, acetate or proline. These
compounds result in dramatically different growth rates in the order: glucose > glycerol and succinate > alanine > acetate > proline. At an OD600 of 0.2, total RNA from each culture was
processed and hybridized to Affymetrix E. coli Antisense GeneChips. Expression profiles from
the five alternative carbon sources were then compared to the glucose controls to identify differentially expressed genes in each culture.
There are several interesting features that make this data set a prime candidate for modeling.
First, there are far more up-regulated than down-regulated genes and the number of affected genes
increases inversely with the growth rate. More importantly, there is a group of 154 up-regulated
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genes, representing 117 known and predicted operons [Bockhorst et al., 2003a], that are induced
in a nested-subset manner across the alternative carbon sources. These genes can be grouped into
three nested subsets [Liu et al., 2005] as shown in Figure 4.5. These results suggest that common
regulatory mechanisms are being employed across carbon sources, at least some of which respond
to the growth rate. One candidate mechanism involves regulation of RNAP itself by ppGpp (“magic
spot”). ppGpp levels rise in response to many stimuli which decrease the growth rate, including
carbon downshifts. ppGpp elicits a transcriptional switch whereby growth-promoting genes (e.g.,
stable RNAs) are down-regulated and auxiliary pathways for adapting to new environments are upregulated. Therefore, a quantitative understanding of how this and other general mechanisms are
integrated as carbon source quality varies would shed light on the crucial issue of how cells coordinate transcription with growth rate. As we explicitly represent the available RNAP as a regulator
in the network, our model can potentially capture regulation mechanisms like the redistribution of
RNAP due to the change in ppGpp levels.
Our model for this data set represents these 154 up-regulated genes, the concentrations of
available RNAP and seven transcription factors, and the regulatory relationships that exist among
the TFs and the regulated genes. The transcription factors in the model are selected such that each
one regulates at least three genes in the network. The binding-site locations for the transcription
factors are collected from the EcoCyc [Keseler et al., 2005] and RegulonDB [Salgado et al., 2006]
databases. In cases where the operon structure is not known for a gene, predictions made by our
previously developed models are used [Bockhorst et al., 2003b]. The binding-site locations for
RNAP are predicted as described in Section 4.2.4.
The second data set we use includes a set of 302 CRP-regulated genes and their expression
measurements from 50 Affymetrix microarray experiments (T. Durfee and F.R. Blattner, unpublished results). From the original 50 experiments, we average the measurements under identical
experimental conditions (i.e., replicates) to get an expression profile consisting of 23 values for
each gene. The number of transcription factors represented in this network is 14. As with the
carbon-shift data set, we incorporate known transcription factors that regulate at least three genes
in the network.

71

Figure 4.5: Overlap in induced genes across carbon sources. The Venn diagram approximating
the overlap among the up-regulated genes shows that the genes up-regulated at higher
growth rates are largely a subset of those up-regulated in slower growth. The area of
each circle is proportional to number of up-regulated genes in the indicated carbon
source relative to glucose. This figure is from Liu et al. [2005].

4.3.2

Evaluating Model Accuracy

Our data sets consist of “gene-condition” data points describing the expression levels of each
gene in each experimental condition. Thus we have K × J samples in a data set, where K is
the number of genes and J is the number of conditions. To assess the extent to which a model
captures the underlying regulatory mechanisms, we use a standard 10-fold cross-validation method
to evaluate a model’s predictive ability on held-out test data. We randomly partition a data set into
training and test sets, such that the test set consists of the expression measurements of a subset of
genes in a subset of conditions, and the training set includes the rest of the expression values. We
learn a model from a training set and test its ability to generalize to the held-aside test set; that is,
its ability to predict the expression levels for the gene-condition pairs in the test set.
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Table 4.1: Average relative error of various models on both data sets.
model
sequence-based γ and α
sequence-based γ, free α
sequence-based α, free γ
free γ and α
average predictor baseline

carbon-shift

CRP-regulon

0.309
0.354
0.368
0.535
1.306

0.507
0.621
0.535
0.851
2.386

To evaluate the real-valued expression-level predictions we use relative error

|t−p|
,
t

where t

is the observed expression level and p is the predicted expression level for each test case. Note
that expression levels are directly proportional to transcription rates in our system as described in
Section 4.2.6.
In addition to learning our models with sequence-based parameters, we consider models that
are the same as ours except that the γ and α parameters are free and unlinked to the genomic sequence. This baseline is effectively the approach of Nachman et al. Another baseline we consider
is a simple method that simply predicts that a gene’s expression level for some held-aside test case
is its average expression level in the training set. Table 4.1 shows the average relative error for all
three methods and both data sets. The top two panels in Figure 4.6 show the cumulative error distributions for the three methods for both data sets. Each point in a cumulative error curve represents
the percentage of test cases that have relative error less than or equal to the associated x-coordinate.
From these results we can see that the regulatory-network models have predictive accuracy that is
superior to the baseline. This outcome indicates that the models are capturing some of the real
properties of the regulator kinetics and inferring the unmeasured regulator concentrations with
reasonable accuracy. Moreover, the results indicate that the sequence-based models provide better
predictive accuracy than the models with the free γ and α parameters. We test the significance
of these differences in cumulative error using the Kolmogorov-Smirnov test. The differences in
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Figure 4.6: Cumulative error distributions of various models. Panels on the left and right show
10-fold cross validation results on carbon-shift data set and CRP-regulon data set,
respectively. The top panels show error distributions for the sequence-based models,
free-γ and α models, and baseline. The bottom panels show error distributions for the
lesion experiments, with the sequence-based models shown for reference purposes.
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cumulative error between the sequence-based and free-γ/α models are significant at p = 0.019 for
the carbon-shift data set and p = 0.001 for the CRP-regulon data.
In order to test whether the predictive gain of the sequence-based models is coming from the
sequence-based γ functions alone or the sequence-based α functions alone, we conduct two “lesion” tests. Each lesion test involves running our approach with either the sequence-based binding
(γ) or productivity (α) functions replaced with free parameters (i.e., γ parameters are sequencebased but α parameters are not, and vice versa). Table 4.1 and the bottom two panels in Figure 4.6
show that running our model with both parameter types represented as sequence-based functions
results in more accurate predictions than with only one parameter type represented in this way.

4.3.3

Evaluating Model Explanatory Power

In addition to making accurate predictions (which a “black-box” model may do well) we also
wish to gain insight into the underlying regulation properties represented by our learned models.
We argue that models with more explanatory power can better help biologists understand observed
regulation phenomena and potentially aid in predicting the outcomes of biological manipulations,
such as promoter-sequence mutations.
Toward this end, we first evaluate the learned RNAP concentration profile from the carbon-shift
data set, for which we have some prior biological knowledge. Figure 4.7 shows the relative concentration inferred from the model with sequence-based γ and α parameters, and from the model
with free γ and α parameters. Although both models infer somewhat similar RNAP profiles for
glycerol, succinate and alanine relative to glucose, they are dramatically different for the relative
levels of acetate and proline. Previous studies [Ishihama, 1981; Ishihama et al., 1976] show that the
available RNAP levels are highly similar in growth culture with acetate and proline as the carbon
source. The almost 10-fold concentration increase inferred by the model with free γ and α parameters therefore is not in agreement with current knowledge. The RNAP concentration profiles
inferred by our sequence-based models are more accurate in this respect.
We also assess the biological significance of the weights learned from our RNAP productivity
model. Since we do not have ground truth to directly consult, we compare our learned weights

Available RNAP concentration
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Figure 4.7: Inferred available RNAP concentrations in carbon shift experiments. Values are
scaled such that maximum concentration is one unit.

to the weights learned by a regression model trained on a whole-genome in vitro transcription
data set produced by the Burgess lab at University of Wisconsin-Madison. In these assays, RNA
products from transcription reactions using MG1655 genomic DNA and purified E. coli RNAP
were hybridized to Affymetrix E. coli GeneChips. The resulting signal intensity for any given
operon is a reflection of the intrinsic strength of the corresponding promoter as no transcription
factors were present to influence RNAP-promoter interactions. The experiment was done in two
biological replicates. Normalized signal intensity values for each gene were averaged and genes
with intensities greater than 9 (log2 scale) were chosen for further analysis. This cutoff was used
to ensure that the selected genes were unambiguously transcribed in the experiment. Next, to
limit subsequent analysis to only those genes with experimentally defined promoter sequences, the
gene subset was compared against data culled from the EcoCyc database [Keseler et al., 2005] to
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identify those with known transcription start sites. In cases where an operon contains more than
one gene, only the first gene in that operon was chosen for the analysis. This procedure resulted in
82 promoter sequences.
From this data set we induce various regression models, using the WEKA library [Witten and
Frank, 2005], that map the promoter sequences to their associated in vitro expression levels. We
represent the promoter sequences using features extracted by the HMM described in Section 4.2.4.
The features used to represent these promoters are the same as the ones used in the RNAP productivity model. Among the best regression models induced in this study is one based on a linear
regression method that minimizes mean squared error. Figure 4.8 shows a scatter plot of expression values predicted by this model versus the measured expression values. Although the accuracy
of the model is not exceptional, it does have some predictive power. The correlation coefficient
between the predicted and measured values is 0.65.
We compare the weights from this in vitro model against the weights learned in the RNAP
α model when it is trained on the carbon-shift data set. The key distinction between these two
models is that whereas the former is given a direct training signal (in vitro expression levels),
the latter must infer its weights in the context of a more sophisticated model that is (i) taking
into account the role of transcription factors, (ii) inferring activity levels of these regulators, and
(iii) modeling expression in a range of in vivo conditions. Gene expression levels in E. coli are
determined primarily by the rate of transcription initiation which involves multiple kinetic steps,
including RNAP binding, open complex formation and promoter clearance. Weights learned from
the in vitro data should in principle capture the composite impact of a base at a position on the
whole process. Weights in the RNAP α function in our network model, on the other hand, are
expected to represent the same composite effect minus the effect on binding, which is modeled
by the γ parameter. By comparing the RNAP α model to the in vitro model, we believe that we
can garner some evidence indicating whether or not our RNAP α model is learning meaningful
weights.
The most contributing base (the one with highest weight) at each position is shown for both
models in Figure 4.9. We observe the high similarity of the most contributing bases in -35 region
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Figure 4.8: Agreement between predicted and measured expression values on in vitro transcription profiling data set. The predicted values are from a linear regression model.

(5 out of 6) and some level of similarity in -10 region (2 out of 6). These results demonstrate that
the weights inferred for the RNAP α function in our network model have a reasonably high correspondence to the in vitro weights, and therefore are likely to have some biological significance.
Figure 4.9 also shows the standard consensus sequence for σ 70 promoters. Interestingly, neither
our RNAP α model nor the in vitro model learns weights in correspondence with the consensus.
Furthermore, we have evaluated “similarity with the consensus” as an approach to predicting the
in vitro expression values and found that it does not predict nearly as well as the linear regression
model considered here. One possible explanation for these results is that the consensus sequence
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Figure 4.9: The most contributing base at each position of the E. coli promoter -35 and -10 regions
vs. promoter consensus. The row labeled In vitro model represents the bases with
the largest weights at each position in the linear regression model trained on the in
vitro transcription data. The row labeled Network alpha model represents the bases
with the largest weights at each position in the RNAP productivity function, which
is learned in the regulatory-network model. The row labeled Consensus shows the
standard E. coli σ 70 consensus sequence.

characterizes the sequence properties that are more important for sequence binding than for the
other steps involved in transcription initiation.

4.4

Summary
We have presented our extension to a state-of-the-art approach for inferring quantitative gene-

regulatory network models. Our method represents and learns the key kinetic parameters of transcription regulation as functions of features in the genomic sequence. The primary motivation
for our approach is to offer more explanatory power than models without these sequence-based
functions. Our experiments on two E. coli expression data sets indicate several key results. First,
models with sequence-based kinetic parameters are more accurate than models without. Second,
the models learned with sequence-based kinetic parameters produced more biologically-sound activity profiles for active RNAP. Third, the sequence-based α function learned for RNAP captured
some aspects of the binding site that are in agreement with a model trained directly on controlled
in vitro data.
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Chapter 5
Discovering Hidden Regulators of Gene Regulatory Networks
5.1

Introduction
In Chapter 4, I elaborate my approach to learning the values of kinetic parameters and activity

levels of regulators. The learning task there assumes a predefined and fixed regulatory-network
structure (i.e., which regulators regulate each gene), and aims to infer accurate and biologically
relevant numerical values of kinetic parameters and regulator activities. Such a predefined network structure could come from background knowledge such as the biological literature. However, background knowledge regarding the relevant regulators in an organism or in a particular
cellular process is often incomplete. This means some genes in regulatory network models may be
missing important regulators when the regulators in these network models are determined based
on background knowledge. Such a predefined network structure could also come from the output
of an independent learning procedure that determines which regulators control each gene for a
collection of its input genes and regulators, without any prior knowledge of regulator-gene relationships. However, we may not have, as input for this procedure, all the relevant regulators for
the genes of interest. Therefore the output of this independent learning procedure will not give us
the complete network structure either, because there are missing regulators in its input. In short,
a network-model structure may have missing regulators when such a model structure is either
built from background knowledge or determined by another independent procedure that learns the
network-model structure ab initio.
So why do we have missing regulators for genes of interest in the first place? Let us consider
the following two scenarios. In Scenario 1, a missing regulator might be one whose identity is
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not known at all in an organism, i.e., it is a novel regulator not previously discovered yet, such
as an unreported transcription factor. In Scenario 2, a missing regulator may correspond to one
whose identity is known in an organism, but whose role in the cellular process being studied is not
recognized. That is, prior knowledge does not indicate that this regulator is relevant to the process
being studied. For example, we may know that a particular transcription factor exists in E. coli
(and even know it is involved in an E. coli heat-shock response, etc.), but we do not know that it
also participates in an E. coli oxygen-shift response we study. Therefore, this transcription factor is
a missing regulator for certain genes involved in this oxygen-shift response. I refer to the missing
regulators in the above two scenarios as hidden regulators from now on.
Note that a regulator here could be a protein (e.g., transcription factor), a RNA (e.g., antisense
RNA), a protein-protein complex, or a protein-metabolite complex, among others. In the work
here we simply assume the regulator has binding sites in regulatory regions of its target genes.
Also note that hidden regulators can be represented by hidden variables in models like Bayesian
networks, but the meaning of “hidden” is different. “Hidden” in hidden regulators emphasizes
that the regulators and corresponding variables themselves are missing; while “hidden” in hidden
variables means those variables are present in models but their values/states are unmeasured or
unknown—hidden variables can represent hidden regulators, known regulators, or other entities.
The goal of regulator discovery in this chapter is to use computational tools to find, for given
cellular processes, which genes may have hidden regulators and the binding sites of these hidden
regulators in regulatory regions of target genes. The focus here is on which genes are regulated by
each of these hidden regulators, not the identities of these hidden regulators themselves. That is, the
discovered/proposed hidden regulators may be anonymous. The identity of a hidden regulator can
be further examined by experimental biologists using biochemical techniques, or by computational
biologists using database searching tools.
In this chapter, I describe an approach to discovering these hidden regulators and their binding
sites in target genes using gene expression and genomic sequence data. The rest of this chapter is
organized as follows. Section 5.2 describes the primary motivation for my computational approach
to discovering hidden regulators. Section 5.3 compares and contrasts my approach with previous
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computational methods, and discusses how my new framework extends the previous state of the
art. Section 5.4 describes the technical details of my algorithm. Section 5.5 presents experiments to
evaluate my approach to regulator discovery using E. coli as a model organism. Section 5.6 shows
a case study of hidden regulator discovery. Finally, Section 5.7 offers a summary of contributions.

5.2

Motivation
The task of hidden regulator discovery is important in that the discovered hidden regulators

could be critical for the cellular processes being studied; therefore such knowledge discovery can
potentially advance our understanding of gene regulation of cellular phenomena that are essential
to an organism’s survival, adaptation and evolution, etc.
Traditionally, biologists have discovered regulators through biochemical, molecular or physiological methods that usually require large-scale human efforts. The scale of such biological study
is usually small since such experiments are typically conducted at a particular pathway level; the
time and cost involved are fairly high due to the nature of many bench experiments. Over the last
decade, the high-throughput technique ChIP-chip [Aparicio et al., 2004] has been developed to
investigate interactions between proteins and DNA in vivo. Although the ChIP-chip technique enables the identification of binding sites of DNA-binding proteins on a genome scale, it is expensive
and requires highly specific antibodies that recognize proteins of interest. Furthermore, ChIP-chip
technique will not help when the identities of hidden regulatory proteins are unknown ahead of
time (therefore we do not know the corresponding antibodies), or when the hidden regulators are
not protein molecules.
Compared to the above experimental approaches, the work in this chapter is focused on developing computational tools to automatically propose/discover hidden regulators based on available
biological data, without human intervention. The approach I present is capable of handling the
task of regulator discovery at the genome scale. That is, models in my computational approach can
include all the genes in an organism like E. coli. More importantly, the identities of hidden regulators are not assumed to be known in my computational approach; and these hidden regulators are
not assumed to be proteins—they could be other DNA-binding factors.
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However, the primary motivation of this work is not to largely replace human bench experiments. Instead, the primary motivation is to suggest potential hidden regulators with biologically
interpretable evidence to assist biologists in discovering hidden regulators and their binding sites
in the regulatory regions of target genes. Ultimately, these suggested hidden regulators need to
be experimentally tested and verified by experimental biologists. In other words, my approach
would hopefully reduce the search effort and experimental cost when biologists attempt to identify
promising hidden regulators and their target genes.

5.3

Previous Methods vs. My Method
Previous computational approaches to discovering hidden regulators can be roughly divided

into two groups: expression clustering-based and expression modeling-based approaches.
Expression clustering-based approaches first identify groups of genes with similar expression
patterns over a set of experiments or a series of time points. The genes in each group are assumed
to have similar regulatory mechanisms, therefore sharing some hidden regulators. A sequencemotif finding procedure is then applied to the regulatory regions of the genes in each cluster in
order to find binding sites of the putative hidden regulators. An example of expression clusteringbased approaches is presented in Zhang [1999]. Figure 5.1 illustrates this approach. The approach
is procedurally straightforward as it does not need to construct complicated statistical models to
explain the expression data. However, the approach has following disadvantages:
• It cannot take advantage of prior knowledge of the regulators in the experiments or cellular
processes being studied. It does not consider existing regulators at all when searching for
hidden regulators.
• Genes sharing common regulators may or may not have similar expression profiles due to
combinatorial regulation from multiple regulators [Li et al., 2007] (see Section 5.4.3 for
details). Therefore, this approach would sometimes assign genes sharing a hidden regulator
into distinct clusters.
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Motif-finding for individual clusters

Figure 5.1: Illustration of the expression clustering-based approach to regulator discovery. The
colored image represents clustered expression levels of certain genes in various conditions. Each gene is represented by a single column of colored boxes; each experimental condition is represented by a single row. Gene names are above and below
the colored image. The dendrogram (tree structure shape) on the top represents the
corresponding hierarchical clustering tree with distance-measure scale on its left side.
In this example, the approach first clusters gene expression profiles across conditions
using a hierarchical clustering method, then identifies two clusters of genes with similar expression patterns (indicated by black bars): one cluster has four genes and the
other has six genes. Next, for each cluster, the regulatory regions of the genes in that
cluster are examined by a motif-finding tool in order to search for putative binding
sites of potential hidden regulators.
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• Although this approach considers sequence evidence (i.e., DNA motifs) when proposing
hidden regulators, it relies on plug-in motif finders to rank candidate motifs and thus corresponding candidate hidden regulators. An employed plug-in motif finder may or may not
determine the most relevant sequence motifs correctly.
Expression modeling-based approaches attempt to infer gene regulatory-network models to explain the observed gene expression data. For example, Noto and Craven [2005] and Nachman et al.
[2004] encode regulators, genes, and their relationships in Bayesian network models and optimize
certain likelihood functions that take into account the gene expression data and the activity levels
of regulators. Roughly speaking, they model the likelihood of seeing the expression data given a
set of regulator-gene relationships. New regulators are proposed when they can improve the likelihood, i.e., better explain the expression data. The advantages of such modeling-based approaches
include incorporating prior regulator-gene relationships, handling noise in data in principled ways,
and accounting for the processes that generate the expression data.
However, one disadvantage of such approaches is that they consider only one type of highthroughput data, gene expression measurements, when proposing hidden regulators. Although
these approaches attempt to handle noise, still spurious regulators might be added into network
models to “explain” the noise in the expression data.
Compared to these previous computational approaches to discovering hidden regulators, my
approach incorporates several innovations and integrates them into a new framework as follows:
• First, a biochemical kinetics-based and genome sequence-connected network model utilizes
prior knowledge about regulator-gene relationships to explain observed gene expression profiles. This quantitative model takes advantage of knowledge about known regulators, and can
easily accommodate new regulators when the knowledge of regulators is updated.
• Second, weakly explained genes are identified and then clustered based on their error profiles
(to be explained in Section 5.4.3) rather than expression profiles, in order to capture the
effects of hidden regulators. A list of weakly explained genes narrows the search space
down to genes that are more likely to have important hidden regulators.
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• Third, DNA motifs corresponding to hidden regulators are proposed based on the putative
binding sites in the upstream sequences of genes. Compared to approaches that propose
hidden regulators based on gene expression data alone, my approach considers both gene
expression and genomic sequence data. Hence, it can provide extra evidence (i.e., physical regulator binding sites) to support why a hidden regulator might regulate certain genes.
Furthermore, hidden regulators proposed by my approach could be proteins, RNAs, or other
biological entities as long as they have binding sites in regulatory sequences.
• Fourth, binding-site motifs of candidate hidden regulators are post-processed by novel motif
filtering and ranking methods. This step is aimed at selecting accurate and relevant motifs
that correspond to the most promising hidden regulators.

5.4

Approach
In this section, I present my approach to discovering hidden regulators as a flow of data input,

model building and hypothesis generation. I also further discuss the innovations in my approach.
This approach does not assume a particular organism, although I empirically evaluate the approach
using data from E. coli K-12.
Formally, the task I address in this chapter is to infer hidden regulators in gene regulatory
networks from biological data, as follows.
Given:
• measurements of gene expression levels,
• regulatory sequences of genes,
• known regulator-gene relationships,
• coding sequences of genes (optional, for cross-species comparison).
Do:
• propose or discover hidden regulators and their binding sites in the regulatory
sequences of target genes,
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• rank candidate hidden regulators based on their binding-site motifs.
My approach starts with a Bayesian network model that uses background or user-specified
regulator-gene relationships to explain observed gene expression data. If important regulators are
missing in the current network model (i.e., there are hidden regulators), the expression of some
genes will not be explained well by the current model. Those weakly explained genes are singled
out, and then are clustered based on their error profiles. A gene’s error profile describes the discrepancies between that gene’s actual transcription rates and model-predicted transcription rates,
therefore reflecting the effects of putative hidden regulators. We hypothesize that genes with similar error profiles are likely to share the same hidden regulators in the cellular processes being
modeled. Next, a motif finder is employed to search the regulatory sequences of genes in each
cluster, and the resulting motifs from each cluster are pooled. Finally, novel motif filtering and
ranking methods are developed to post-process the pooled motifs, in hope of removing spurious
ones and identifying the most promising ones. Hidden regulators are proposed based on the remaining ranked motifs. Whether these proposed hidden regulators are activators or repressors can
be further examined; and then the discovered hidden regulators can be added into the current model
to refine the model structure. Figure 5.2 illustrates the flow of this approach. I now describe the
steps of this approach in detail.

5.4.1

Initializing the Network Structure

To initialize the network structure, i.e., to connect regulators to their target genes in a network
model, one can acquire regulatory information of a species from the biological literature or online
databases. In the case of E. coli, such known TF-gene regulatory relationships can be downloaded
from RegulonDB [Gama-Castro et al., 2008] or EcoCyc [Keseler et al., 2009]. Since regulators
influence gene expression in specific cellular conditions, we can optionally filter out those known
regulators that are believed not to function in the set of experiments being studied.
When such background knowledge is not available, the network structure can be initialized
based on user-specified regulator-gene relationships. These user-specified regulatory relationships
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Figure 5.2: Flow of the hidden regulator discovery approach. The inputs for this pipeline are
gene expression and genomic sequence data. In particular, gene mRNA levels across
experiments (or time series), upstream regulatory sequences of genes, and bindingsite sequences of known regulators in their target genes (these inputs are not shown in
the figure). Caption continues on next page.
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Figure 5.2: (See previous page. Caption continues from previous page.)
(a) The parameters are learned in a biochemically based quantitative regulatorynetwork model. In this model, pink nodes denote regulators and their unmeasured activity levels; brown nodes denote genes and their recovered transcription rates which
are derived from their mRNA levels. A green edge indicates a gene is activated by a
regulator; while a red edge indicates a gene is repressed by a regulator. The initial
network structure is derived from background knowledge.
(b) Given learned parameters, we compute a relative error between each gene’s recovered transcription rate and the gene’s predicted transcription rate for each experiment. Subsequently, we know the maximal relative error (denoted as Max Error in
the panel) of each gene across experiments. In this example, eight genes and their
maximal relative errors are plotted.
(c) Given a threshold on the maximal relative error, we identify a subset of genes
whose errors are larger than this threshold. These genes are weakly explained genes
(see Section 5.4.2). Five out of eight genes are weakly explained in this example.
(d) The weakly explained genes are then clustered based on their error profiles, i.e.,
their relative errors across experiments. In this example, five weakly explained genes
form two clusters based on their error profiles across two experiments.
(e) For each cluster of genes, a motif finder is applied to search for DNA motifs in the
regulatory sequences of genes in the cluster. The motifs suggested by the motif finder
for each cluster are pooled. In this example, a total of six motifs are pooled from the
previous two clusters.
(f) The pooled motifs are post-processed by motif filtering and ranking methods, in
hope of removing spurious motifs as well as identifying the most promising motifs
(see Section 5.4.5). Each non-redundant motif corresponds to a putative hidden regulator.
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may come from a previous independent learning procedure that infers such relationships from
biological data.
If no regulator-gene relationships are supplied in the model’s input, my approach then performs
a de novo regulator discovery, i.e., starting with a network structure without any regulators.

5.4.2

Identifying Weakly Explained Genes

Once an initial network structure is determined, I apply the same modeling approach described
in Chapter 4 to infer the most likely assignment of the kinetic parameters and activity values for
regulator variables. This assignment of the parameters and variables minimizes the discrepancies
between recovered transcription rates and predicted transcription rates of genes. The details of this
optimization have been described in Section 4.2.6 of Chapter 4.
When the initial network model lacks important regulators, i.e., key hidden regulators in the
conditions (or time series) considered, one would expect that expression patterns of some genes
will not be well explained. That is, there would be relatively large discrepancies between recovered transcription rates and predicted transcription rates, for certain genes that have essential
regulator(s) missing from the current model. I refer to such genes as weakly explained genes.
Formally, gene j is weakly explained if:

∃k ∈ K :

|tj,k − pj,k |
> d.
tj,k

(5.1)

Here K is the set of experimental conditions (or time points in a time series), tj,k is recovered transcription rate for gene j in condition k, pj,k is predicted transcription rate for gene j in condition
k, and d is a user-defined, non-negative error threshold. As this error threshold decreases, more
genes will be considered as weakly explained genes. Formula 5.1 essentially determines whether
a gene is weakly explained based on its maximal relative error. Alternatively, we can require that
certain fraction of conditions have errors above the threshold when the number of conditions is
large, in order to be more robust to outliers. Since a given transcription rate is proportional to
its corresponding expression value under the steady state assumption, transcription rates can be
substituted with their corresponding expression values in Formula 5.1.
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5.4.3

Clustering Genes Based on Error Profiles

One of the innovations of my approach is that I cluster genes based on their error profiles
instead of the often used expression profiles. The error profile of gene j is a vector
vj = hvj,1 , vj,2 , . . . , vj,K i, where each vj,k is

tj,k − pj,k
.
tj,k

Note that the error profile takes into account the sign of each error, reflecting that an error may
come from over- or under-estimates of recovered transcription rates.
I do not cluster expression data directly because genes sharing common regulators may not
have similar expression profiles [Li et al., 2007]. I illustrate this concept with a simple example
shown in Figure 5.3. Assuming A1 is a hidden regulator and activates transcription of all four genes
in this example, it is desirable to include those four genes in one cluster to facilitate finding their
common hidden regulator A1. However, expression-based clustering approach is likely to separate
them into three different clusters. In contrast, error-based clustering is able to group together genes
that share a hidden regulator but which display distinct expression patterns due to combinatorial
regulation.
My approach applies error-based clustering to weakly explained genes, not to all genes in a
given data set. That is, the clustering step happens after identifying weakly explained genes. The
rationale for performing clustering for this subset of genes is that these weakly explained genes
with similar error profiles are more likely to share certain common hidden regulators, whereas
well-explained genes are much less likely to have missed key regulators.
The actual clustering algorithm employed in my approach is complete-linkage hierarchical
clustering with Pearson correlation being the similarity measure. A traditional way to induce
clusters is to partition the hierarchical tree into subtrees by cutting all edges at some level. In my
approach, I pool all the possible subtrees together as the set of clusters to consider, i.e., there are
N − 1 clusters to consider for N input genes.
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Figure 5.3: The limitation of clustering gene expression profiles illustrated by a simple example
that includes four genes and three regulators. The left column shows the activity
profiles of three regulators in three experimental conditions: E1, E2 and E3. Two
of the three regulators are activators, denoted as A1 and A2; the other regulator is a
repressor denoted as R1. The middle column describes the regulator-gene relationship
in this example: transcription of all four genes (G1, G2, G3 and G4) is activated when
activator A1 is bound at their promoters; transcription of gene G3 is also activated
when activator A2 is also bound at its promoter; transcription of gene G4 is largely
repressed when repressor R1 is associated with its promoter at the same time. The
right column shows observed expression profiles of the four genes across the three
experimental conditions. Although all these four genes share a common activator A1,
clustering them based on their expression profiles would be likely to assign G3 and
G4 to different clusters than G1 or G2.
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5.4.4

Motif Finding for Clustered Genes

For each of the clusters generated from error profiles, I use existing motif-finding tools to
search for DNA motifs in the regulatory sequences of the genes in a given cluster. Such a motif
can be used as the evidence that some or all the genes in that cluster have “signals” (binding sites)
that might be recognized by a hidden regulator (e.g., a transcription factor) not represented in the
current network model.
Although any motif-finding tool can be applied in this step, I choose MEME [Bailey and Elkan,
1994] and PhyloCon [Wang and Stormo, 2003] for my experiments. MEME is one of the most
widely used tools for searching for novel “signals” in sets of biological sequences. PhyloCon is one
of the motif finders that utilize cross-species comparison to improve the ability to identify motifs.
Unlike many other motif finders that rely on a user-specified motif-length as an input parameter,
these two tools can automatically determine the best length for a putative motif, which makes them
suitable for the task of regulator discovery because the length of a motif (corresponding to a hidden
regulator) is not known a priori. Besides this advantage, MEME was shown to be the best motif
finder for discovering E. coli motifs among the five motif finders evaluated by Hu et al. [2005]; and
it is relatively unsensitive to the choice of parameters [Hu et al., 2005; Tompa et al., 2005], such
as the order of the background Markov models. PhyloCon outperformed four other motif finders
in terms of the accuracy of motif finding on both synthetic and biological sequences, including
intergenic sequences from the E. coli genome [Wang and Stormo, 2003]. PhyloCon considers both
similarities in a given set of sequences and conservation among orthologous sequences. Integrating
these two different axes of information in motif finding has been proven useful by Siddharthan et al.
[2005] and Sinha et al. [2004], among others.
Note that both MEME and PhyloCon are able to search for motifs for some subset of input
DNA sequences. This is important since it is possible that only a subset of sequences in a cluster
contain a shared motif(s).
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5.4.5

Filtering and Ranking Candidate Motifs

Motif finding remains a complex challenging task despite considerable effort to date [Tompa
et al., 2005]. Finding motifs is difficult because they could be relatively short signals in a set of
much longer sequences, and there is sequence variability among the binding sites of regulators
such as transcription factors.
Typically, a motif finder examines the input set of sequences and uses statistical criteria to score
and rank putative motifs. The top few motifs in the ranked list are suggested as the most likely
motifs. However, spurious motifs might score high by chance, and the binding sites with highest
statistical significance are not necessarily the best predictions of the true motifs [Liu et al., 2002].
Furthermore, when pooling motifs suggested by different motif finders with different scoring metrics, or motifs suggested by the same motif finder but from different data sets, it could be beneficial
to have wrapper methods for post-processing these motifs.
One of the novel contributions of my approach is the development of post-processing procedures (i.e., wrapper methods) that have (a) the ability to identify likely spurious motifs and filter
them given the outputs of standalone motif finders, and (b) the power to rank motifs from standalone motif finders, such that the most promising or relevant ones are pushed to the top of a list
of candidate motifs.
Section 3.4 in Chapter 3 reviews some previous wrapper methods for motif filtering and ranking, and compares and contrasts them with those developed in my approach. It also describes the
motivation of my wrapper methods in detail. In this section, I focus on describing the technical
details of my motif filtering and ranking methods as follows.

5.4.5.1

Filtering Methods

The purpose of filtering methods is to remove likely spurious motifs from a set of candidate
motifs. The first filtering method I consider simply checks the sequence length (in nucleotide, nt
for short) of a motif to see if the length falls in some reasonable range. Such range can be learned
from some training examples. For example, the motifs of known transcription factors in E. coli can
tell us the min and max length of known E. coli motifs. If one believes that this range of lengths
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Figure 5.4: A histogram illustrating the motif length distribution of known E. coli transcription
factors from RegulonDB excluding the nine transcription factors in the model evaluated in Section 5.5.

covers most of the actual motifs in E. coli, then it can be used to filter putative E. coli motifs with
lengths outside this range. In other words, we can build species-dependent, length-based motif
filters to remove likely spurious motifs.
Figure 5.4 shows the motif length distribution of known E. coli transcription factors from the
RegulonDB database. Nine motifs, corresponding to the nine transcription factors in the model
evaluated in Section 5.5, are excluded from this distribution. This is because the motifs to be
tested (in this case the nine motifs) should not be used as “training examples” to construct the
motif length distribution. Figure 5.4 indicates that the number of long (> 40 nt) or short (< 10 nt)
motifs is small in E. coli. This figure also indicates the most common motif length is 19 nt long
among the known E. coli motifs from RegulonDB, and 12 known motifs are of this length.
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The second filtering method I consider involves removing motifs whose nucleotide information
content does not appear to be like those of known motifs. Given a DNA motif induced from the
alignment of n binding sites of the corresponding regulator (such as the motif shown in Figure 2.7
in Chapter 2), the information content of position i in this DNA motif (as described in [Schneider
and Stephens, 1990]) is given by:
Ri = 2 − (Hi + en ),
where Hi is the entropy of position i and is calculated as:
Hi = −

X

(fa,i × log2 fa,i ).

a

Here, a ∈ {A, C, G, T }, fa,i is the frequency of nucleotide a at position i, and en is a small-sample
correction for the alignment of n binding sites. For nucleotides, the small-sample correction, en ,
is given by:
en =

1.5
.
ln2 × n

Thus, the information content of nucleotide a at position i is given by:
Ba,i = Ri × fa,i .
We can sum the information content of nucleotide a across all positions in this DNA motif, normalized by the total information content of the motif, to derive the fraction of information content
of nucleotide a in this motif. Formally, the fraction of information content of nucleotide a in a
motif of length L, Fa , is given by:
PL

Fa = Pi=1
L

Ba,i

i=1 Ri

.

Thus, for a given motif induced from a collection of regulator binding sites, I calculate the
fraction of information content for each of the four nucleotides (i.e., A, C, G, T) in that motif.
Furthermore, I perform such calculation for each of the motifs in a library of known motifs in a
species. Then, for each nucleotide, a “range” can be determined to cover that nucleotide’s fractions
of information content across known motifs. Once we have such a range for each of the four
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Figure 5.5: Histograms illustrating the distribution of the fraction of information content of the
four nucleotides in known E. coli motifs from RegulonDB excluding the nine transcription factors in the model evaluated in Section 5.5.

nucleotides, we can filter out a putative motif if the fraction of information content of any of its
four nucleotides does not fall in the corresponding range.
Figure 5.5 illustrates, for each of the four nucleotides, the distribution of its fraction of information content across known E. coli motifs from RegulonDB. Again, the aforementioned nine
motifs are excluded when constructing the four histograms in this figure for the same reason mentioned before. For each of the four nucleotides, its fractions of information content, calculated
from known motifs, are assigned into 10 bins with an equal interval. That is, the range of the
first bin is [0, 0.1), and the range of the second bin is [0.1, 0.2), and so on. Figure 5.5 shows that
nucleotides A (red) and T (purple) are more common in E. coli motifs than nucleotides C (green)
and G (blue).
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5.4.5.2

Ranking Methods

The purpose of ranking methods is to order a set of putative motifs in the hope that the correct
or most relevant motifs rank at the top of a list, while false or spurious motifs fall at the bottom.
I design two ranking methods in my approach. The first one is based on using a permutation
test to assess the statistical significance of motifs. Given a motif proposed by some motif finder,
labeled with a score quantifying the importance of this motif (e.g., log likelihood ratio), I compute
the probability of seeing a score equal to or better than the observed score when the same number
of randomly selected regulatory sequences from the same species is used as the input for the same
motif finder. Motifs are then ranked by these probabilities. In this permutation test, the null
distribution of the motif scores is obtained by calculating all possible values of the motif score
when randomly choosing the same number of sequences from the genome of the same species. I
refer to this ranking method as rank-by-significance.
Note that many motif finders have “built-in” scoring methods for determining the statistical
significance of putative motifs. However, they often assume particular score distributions. In
contrast, my rank-by-significance method is based on the concept of a non-parametric distribution
(i.e., a specific distribution is not assumed for the motif scores), and thus is easy to understand and
general enough to be applicable to many existing motif finders. The probability calculated by
rank-by-significance corresponds to the widely used p-value, making a threshold choice fairly
comprehensible. Moreover, when ranking the motifs suggested by different motif finders, the
built-in scoring metrics might be different across motif finders. Therefore, scores might not be
comparable across different motif finders. In contrast, rank-by-significance can post-process
motif scores from different motif finders, and make them comparable.
The second ranking method not only takes into account the characteristic of the motifs themselves, but also considers how the presence of a motif in regulatory sequences of genes relates
to the prediction errors that are made on those genes by a network model. Given a motif can be
represented as a position weight matrix (described in Chapter 2) which is built on the basis of the
set of estimated binding sites, I use such a position weight matrix to scan the regulatory sequences
(e.g., promoters) of genes in the model. For a given gene, I find the most likely place such a
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motif might reside in that gene’s regulatory region. This likelihood is calculated as a log-ratio
of two probabilities for a piece of regulatory sequence segment S with the same length L as the
motif: The probability of observing S given the motif model (the matrix), and the probability of
observing S given the background model (the genomic context). After scoring all the possible
sequence segments of length L in the regulatory sequence of gene j, the highest likelihood score,
denoted as scorej is saved for gene j. Recall that each gene also has an error profile described
in Section 5.4.3. I denote the largest absolute value in the error profile (i.e., vector) of gene j as
errorj . Thus, for each motif, I compute the Pearson correlation coefficient between the following
two vectors:
score = hscore1 , score2 , . . . , scoreJ i
error = herror1 , error2 , . . . , errorJ i
where J corresponds to the total number of genes in the network model, not just the weakly explained genes. Note that, the error vectors are the same in the calculation for each motif, but
the score vectors vary for different motifs. Subsequently, candidate motifs can be ranked by their
Pearson correlation coefficients. I refer to this ranking method as rank-by-correlation.
The primary motivation for designing this rank-by-correlation is that binding sites of a hidden regulator are likely to be more enriched in the regulatory sequences of genes that have high
prediction errors.

5.4.5.3

Combining Both Methods

The individual filtering and ranking methods in my approach can be combined in the following
way to post-process a set of putative motifs: First, redundant motifs (binding sites offset to each
other by one or two nucleotides) are removed to avoid considering essentially the same motifs;
second, both filtering methods are applied to remove those motifs that are unlikely to be actual
binding sites; third, one of the ranking methods is applied to rank the remaining motifs.
Note that, after filtering, the list of motifs might be empty, indicating none of the motifs that
are in the output of a motif finder represents a plausible biological motif. The ranking provides
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biologists with confidence with respect to the likelihood of finding a true motif as well as a “knob”
for controlling sensitivity and specificity of regulator discovery.

5.4.6

Proposing Hidden Regulators

Based on the above ranked list of candidate motifs, we can propose putative hidden regulators
and their corresponding target genes. In particular, biologists can decide how far they want to go
down the ranked motif list to select top motifs (and thus their corresponding hidden regulators). For
each of the selected and ranked motifs, the estimated occurrences of that motif (i.e., the predicted
binding sites of the corresponding regulator) in certain genes indicate that these genes might share
the same hidden regulator.
As stated in Section 5.1, the goal of regulatory discovery in this chapter is to find, for given
cellular processes, which genes may have hidden regulators and the binding sites of these hidden
regulators. The focus is not the identities of these hidden regulators. However, my approach does
include a step that attempts to identify what these hidden regulators are. In particular, a proposed
motif is checked against known motifs in a species by comparing the estimated binding sites of this
motif with the binding sites of known motifs. If the estimated sites overlap known sites by certain
length, then the proposed motif matches a known motif. Therefore, the corresponding hidden
regulator is identified, and this hidden regulator corresponds to a regulator discussed in Scenario
2 in Section 5.1. That is, this proposed motif is highly likely to correspond to a regulator whose
identity is known but whose role in the cellular processes we study is unknown yet. Of course,
the overlapping length is a user-defined parameter that controls the stringency of the binding-site
comparison.
If the binding sites of a proposed regulator do not overlap any known sites sufficiently, then we
still do not know the identity of this regulator yet. Nevertheless, my approach suggests the binding
sites of this potential hidden regulator, and biologists can use such binding-site information to
help examine if this regulator is a new regulator (such regulators are described in Scenario 1
in Section 5.1). In this case, my approach offers hypotheses that are supported by both gene
expression and genomic sequence data.
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5.5

Empirical Evaluation
In this section, I present experiments designed to evaluate my approach for hidden regulator

discovery. I hypothesize that the innovations in this approach will lead to hidden regulator discovery with high precision. I evaluate my approach using Escherichia coli K-12 (E. coli for short) as
the model organism.

5.5.1

Experimental Data

Gene-expression data, TF-gene relationship data and genomic sequence data from E. coli are
used in evaluating my approach.
The temporal microarray gene-expression data comes from a time course experiment for the
aerobic to anaerobic switch response in E. coli in steady-state culture conditions. The experiment
was previously published by Ernst et al. [2008] and the original data is available at Gene Expression
Omnibus (GEO accession GSE8323).
The microarray data used by Ernst et al. [2008] has 11 samples in total measuring the geneexpression response at different time points after the change from aerobic to anaerobic conditions.
There is also a control sample based on completely aerobic conditions before shutting off oxygen.
These samples correspond to 0min, 2min, 5min, 15min, 25min, 35min, 45min, and 55min after
shutting off oxygen. Technical replicates were taken for the 5min, 25min, and 55min time points.
Ernst et al. normalized these microarray data as described in Tong et al. [2004].
Ernst et al. also provide known TF-gene relationship data for the above experiments, i.e.,
information about the key transcription regulators in E. coli in response to the lack of oxygen
in the growth conditions. Specifically, two transcription factors, FNR (fumarate-nitrate reductase
regulator) and ArcA (aerobic respiratory control), are known to be the master regulators of this response. FNR is a key regulator of respiration and it controls the transcription of many genes whose
functions facilitate adaptation to growth under O2 -limiting conditions [Kang et al., 2005; Partridge
et al., 2006, 2007; Salmon et al., 2003, 2005]. Under microaerobic conditions, ArcA induces expression of several gene products of the central carbon metabolism, which are sensitive to lower
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levels of oxygen, and it represses many genes of aerobic respiration [Alexeeva et al., 2003; Compan and Touati, 1994; Shalel-Levanon et al., 2005]. NarL and NarP are two other TFs known to be
involved in the aerobic-anaerobic shift response, and both of them regulate expression of several
operons in response to nitrates and nitrites during anaerobic respiration and fermentation [Constantinidou et al., 2006; Overton et al., 2006; Ravcheev et al., 2007]. Although the roles of the
above TFs have been well characterized in aerobic-anaerobic response, the identities and roles of
some other TFs are less clear, which makes this data set an interesting candidate for evaluating my
regulator discovery approach.
I average the replicates at the 5min, 25min, and 55min time points so that there are eight expression values for individual genes instead of the original 11 ones. I then convert these expression
values to a log base ten ratio relative to the 0 min time point. I selected only genes without missing
time points and with at least a two fold expression fluctuation at some time point in the anaerobic
condition. When more than one gene from the same operon are present, the gene being transcribed
first is used to represent the operon, based on known and predicted E. coli operons [Bockhorst
et al., 2003a]. Finally, genes with at least one curated transcription factor, supported by “direct
evidence” from EcoCyc 11.5, are kept in the data set, while the rest are filtered out. I refer to this
resulting gene expression data set (a total of 75 genes with expression measurements across eight
time points) as the oxygen-shift data set. The “direct evidence” includes annotations of “Site Mutations”, “Binding of Cellular Extracts”, or “Binding of Purified Proteins”. Hence, only TF-gene
interactions supported by strong evidence are included to initialize the topology of the network
for the oxygen-shift data set. Such direct evidence is also used by Ernst et al. to construct their
models.
Note that my approach to discovering hidden regulators does not require that genes in the
network models have strongly evidence-supported transcription factors or even have any known
TFs at all. It is for the purpose of evaluating my approach that every gene in this oxygen-shift data
set has at least one experimentally-verified transcription factor. Figure 5.6 shows the evidencesupported interactions between TFs and genes in this oxygen-shift data set.
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Figure 5.6: Strongly evidence-supported transcription factor-gene regulatory interactions in the
oxygen-shift data set. In this two-level network structure, the top layer includes nine
TFs that are known to be involved in the aerobic-anaerobic shift response; the bottom
layer shows 75 genes regulated by these nine TFs. Arcs connecting a TF and its
target genes denote the regulatory relationships: green being activation and red being
repression.

The sequence data for genes in the oxygen-shift response experiment consists of both noncoding sequences used for searching for putative TF binding sites, and gene-coding sequences
used for identifying orthologous genes in other species. Both types of sequences are retrieved by
the RSAT tool (http://rsat.ulb.ac.be/rsat).
Non-coding sequences are the upstream DNA sequences relative to the transcription start site
of genes in E. coli. For a gene whose transcription start site is unknown, its start codon site is then
considered as the origin (position 0).
I set a gene’s default upstream sequence length to be of 400bp unless another gene is located
within this range. In such a case, the upstream sequence is truncated to prevent overlap with
the neighboring gene. The motivation for searching upstream sequences for motifs is that most
regulatory elements, e.g., TF binding sites, are located in the non-coding regions in E. coli.
Gene-coding sequences, i.e., DNA sequences from start codon to stop codon, are converted into
protein sequences and then used for searching the bidirectional best hit (BBH) [Overbeek et al.,
1999] of each protein. I select Salmonella typhi Ty2, Yersinia pestis Antiqua, Vibrio cholerae,
and Haemophilus influenzae as the reference species for E. coli. These species have been shown
to be effective in aiding the identification of transcription factor binding sites by cross-species
comparison [McCue et al., 2002].
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It is well known that the sole criterion of BBH is not sufficient to infer orthology between two
genes. So I add a constraint on the percentage of protein identity (min 30%), and on the protein
alignment length (min 50 amino acids) as described in Janky and van Helden [2007].

5.5.2

Evaluation Methodology

To evaluate the effectiveness of my approach to finding hidden regulators, I perform “lesion”
tests on the oxygen-shift data set using the evidence-supported TF-gene regulatory relationships
described above. A lesion test, in this context, follows these steps: (1) leaving out one of the nine
known regulators when initializing the structure of the network model, (2) employing the algorithm
described in Section 5.4 to propose candidate hidden regulators, and then (3) asking the question:
does a proposed regulator match the TF that is left out when the model structure is initialized or
does it seem to match another E. coli TF that may or may not be one of the nine TFs involved in
the aerobic-anaerobic switch response?
Matching the left-out TF is certainly a direct confirmation that this approach is capable of
discovering “hidden” regulators. Matching a TF that is not the left-out one could also mean a
success. This is because the proposed regulator in such a case may correspond to an E. coli TF that
is actually important in the aerobic-anaerobic switch response, but whose role was not represented
in the initial network. I refer to the comparison against the left-out TF as reference-lesion, and the
comparison against any E. coli TF as reference-any.
Whether a proposed regulator matches a certain TF is determined by whether its predicted
binding sites overlap the known binding sites of that particular TF. I use the same criteria for
calling site-overlap as used by Tompa et al. [2005]. That is, a predicted site overlaps a known site
if they overlap by at least one-quarter the length of the known site.
For a list of putative motifs (corresponding to the proposed regulators), I evaluate the accuracy
by determining the number of true positives and false positives when the list is not sorted, and
computing precision-TP curves when the list is ranked. In particular, filtering methods produce
unordered candidate motifs, while ranking methods provide ordered ones. Of course, combining
both filtering and ranking procedures also provides a ranked motif list.
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I hypothesize that using prior network structure knowledge and motif filtering and ranking
methods can help identify hidden regulators with high precision. I use lesion tests to evaluate the
value of motif filtering and ranking methods, as well as the effects of motif finders. Since the
transcription factors TdcA and TdcR only regulate one target gene in the oxygen-shift data set,
their lesion test results are not shown in evaluation because motif finders usually assume more
than one input regulatory sequence.

5.5.3

The Value of Filtering Methods

In order to test the value of including filtering methods to process candidate motifs, I compare
four different filters to post-process the motifs produced by motif finder PhyloCon on the set of
clusters generated by hierarchical clustering. These four filters are:
• none which does not filter out any motifs and simply serves as the baseline.
• length which uses a length threshold to filter out likely spurious motifs. In this experiment,
motifs with length shorter than 10 nucleotides (nt) are removed. This cutoff is based on
the length distribution of 77 known E. coli motifs from RegulonDB except the nine TFs in
the oxygen-shift data set to avoid overfitting. Figure 5.4 in Section 5.4.5.1 has shown the
frequency of each known motif length. The 10nt threshold is chosen to include 95% of the
known E. coli motifs.
• complexity which removes motifs whose fractions of information content for the four nucleotides do not appear to be within the corresponding ranges of those for known E. coli
motifs (see Section 5.4.5.1). The distributions of the fraction of information content for each
of the four nucleotides (A, C, G, T) are shown in Figure 5.5. Again, the distributions are
built without the nine TFs in the oxygen-shift data set to avoid overfitting.
• length+complexity which combines both filter length and complexity, i.e., this approach
employs the length filter followed by the complexity filter.
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I run PhyloCon version 3 with the following settings: DNA reverse complement sequences are
included; the maximal allowed number of motifs is eight; the minimal number of genes (not sites)
covered is two for any motif; the rest parameters are set to the default. Note that not every gene in
a species has corresponding orthologs in the other reference species. The approach PhyloCon uses
is described in Chapter 2 as well.
Table 5.1 shows the effectiveness of filtering methods by comparing the remaining motifs after
passing through a particular filter, against the motif of the left-out TF. The first column lists the
TFs left out in the lesion tests. Each table entry lists the number of true positives (TP) and false
positives (FP) using the format TP/FP. A row in the table demonstrates how the TP/FP changes
when different filtering methods are applied. The row with GlpR as the left-out TF shows that: (a)
only four out of 39 total motifs are true positives when filter none (i.e., no filtering ) is applied,
(b) two out of seven are TP when filter length+complexity is employed; and (c) filters length and
complexity also help increase the ratio of TP/FP. This table also shows that PhyloCon does not
find any TP motifs for the other lesion tests. In such cases, filtering methods help to reduce the
size of the putative motif sets to consider.
Table 5.2 shows the same kind of comparison as Table 5.1, except that proposed motifs are
compared against any known E. coli motifs. This means when a proposed motif matches any
known E. coli motif, it is counted as a true positive. The rationale for this evaluation is that a
proposed regulator in such a case might correspond to one whose role has not been discovered
or annotated for the aerobic-anaerobic switch response (thus it is not among the nine known TFs).
PhyloCon finds true positive motifs for all such lesion tests. Again, filtering methods almost always
help increase TP/FP ratio compared to no filtering. Overall, filter length+complexity is shown to
be the best in these seven lesion tests, in terms of removing spurious motifs while keeping TP/FP
ratio high at the same time. Although filter complexity sometimes offers slightly higher TP/FP
ratio than filter length+complexity, it always keeps more motifs for users to further verify than
filter length+complexity. For experimental verification of proposed hidden regulators, the more
candidate motifs usually means the higher cost and more efforts from biologists. The filter length
is inferior to these two filters but is still better than filter none which does no filtering.
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Table 5.1: Accuracy (TP/FP) of four filters on seven lesion tests using the left-out TFs as reference. Results are for the motifs produced by PhyloCon on the set of clusters generated
by hierarchical clustering.

lesion-TF
ArcA
Fis
FNR
GlpR
IHF
NarL
NarP

none

length

complexity

length+complexity

0/56
0/32
0/42
4/35
0/39
0/46
0/41

0/17
0/12
0/13
4/8
0/10
0/14
0/13

0/17
0/6
0/5
2/6
0/12
0/13
0/10

0/11
0/3
0/4
2/5
0/5
0/4
0/9

Table 5.2: Accuracy (TP/FP) of four filters in seven lesion tests using known E. coli TFs as reference. Results are for the motifs produced by PhyloCon on the set of clusters generated
by hierarchical clustering.

lesion-TF

none

length

complexity

length+complexity

ArcA
Fis
FNR
GlpR
IHF
NarL
NarP

4/52
4/28
4/38
16/23
1/38
11/35
7/34

1/16
2/10
4/9
8/4
1/9
2/12
6/7

2/15
2/4
2/3
7/1
1/11
8/5
7/3

1/10
1/2
2/2
6/1
1/4
1/3
6/3

To compare filter none and filter length+complexity at various threshold levels, their processed motifs are sorted by two motif ranking methods described in Section 5.4.5.2, namely, the
rank-by-significance and rank-by-correlation. In fact, such a comparison can also reveal the
value of including both filtering and ranking methods to post-process candidate motifs. I compare
four different ways to post-process the motifs produced by the motif finder PhyloCon on the set of
clusters generated by hierarchical clustering:
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• pvalue which does not filter out any motifs (i.e., using filter none) and applies the aforementioned rank-by-significance to all motifs produced by PhyloCon. More precisely, rank-bysignificance calculates p-values to represent statistical significance (thus the name pvalue).
• correlation which does not filter out any motifs but which ranks motifs using the aforementioned rank-by-correlation.
• length+complexity+pvalue which first employs the filter length+complexity to all motifs
produced by PhyloCon, then applies the rank-by-significance to the remaining ones.
• length+complexity+correlation which applies rank-by-correlation to the motifs that have
passed through filter length+complexity.
Figures 5.7, 5.8, and 5.9 show the precision-TP curves of three representative lesion tests, with
GlpR, Fis and IHF being the left-out transcription factors, respectively. These figures demonstrate
that the procedures using both filtering and ranking methods outperform the procedures using only
ranking methods in the precision-TP spaces when either left-out TFs or known E. coli TFs are used
as the “ground truth” TFs for motif comparison.
More precisely, in order to get the same number of true positives, procedures combining both
filtering and ranking methods produce a shorter list of ranked motifs (due to higher precision)
than procedures with ranking methods alone. Even for the case in which no true positives are
detected (in the Fis and IHF reference-lesion tests), a shorter list is desirable because it means less
experimental cost and effort to experimentally verify the proposed hidden regulators.

5.5.4

The Value of Ranking Methods

In this section, I further evaluate the value of the two ranking methods. In particular, I compare
the rank-by-significance and rank-by-correlation with the built-in ranking method of PhyloCon.
PhyloCon ranks candidate motifs based on their total log likelihood ratios (TLLRs) [Wang and
Stormo, 2003], and I refer to this ranking method as PhyloConRanking.
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Figure 5.7: Precision-TP curves for the GlpR lesion test using hierarchical clustering and
PhyloCon. The top plot shows the accuracy with respect to GlpR; the bottom plot
shows the accuracy with respect to any known TF in E. coli.
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Figure 5.8: Precision-TP curves for the Fis lesion test using hierarchical clustering and PhyloCon.
The top plot shows the accuracy with respect to Fis; the bottom plot shows the accuracy with respect to any known TF in E. coli. Note that all four motif processing
methods have the same single data point at the origin on the top plot.
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Figure 5.9: Precision-TP curves for the IHF lesion test using hierarchical clustering and PhyloCon. The top plot shows the accuracy with respect to IHF; the bottom plot shows the
accuracy with respect to any known TF in E. coli. Note that all four motif processing
methods have the same single data point at the origin on the top plot.
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I consider the task of ranking candidate motifs under two scenarios. First, candidate motifs are produced by PhyloCon, and are not filtered by the filter length+complexity (i.e., unfiltered candidate motifs); second, candidate motifs produced by PhyloCon are filtered by the filter
length+complexity (i.e., filtered candidate motifs). In other words, the first case evaluates the
value of a ranking method for post-processing all the motifs produced from all gene clusters; the
second case evaluates the effects of a ranking method on the subset of motifs that have already
been selected by the best filter among the four I evaluated in Section 5.5.3.
Results are presented in two groups of figures. Figures 5.10, 5.11, and 5.12 show the comparison using unfiltered candidate motifs in three lesion tests: GlpR, Fis and IHF lesion tests
respectively. Figures 5.13, 5.14, and 5.15 show the comparison using filtered candidate motifs in
the same three lesion tests. As in the previous section, each figure contains two plots: the top plot
is reference-lesion using left-out TFs for motif comparison, while the bottom plot is reference-any
using known E. coli TFs for motif comparison.
These results show that PhyloConRanking is inferior to the two ranking methods developed
in this chapter for all the cases compared in these figures, in terms of motif matching accuracy.
Thus its corresponding proposed regulators are less accurate than those proposed by the other two
ranking methods. Among those two ranking methods, rank-by-correlation has better accuracy
than rank-by-significance in the majority of test cases.

5.5.5

The Effect of Motif Finders

In this section, I wish to test the effects of motif-finder selection on the hidden regulator discovery approach. I employ the same approach as described in Section 5.4 except the default motif
finder PhyloCon is replaced with MEME. The reasons for using these two motif finders are presented in Section 5.4.4, and are also discussed in more detail in Section 3.3 of Chapter 3.
I run MEME version 3.5.7 with the following settings: DNA reverse complement sequences
are included; the model mode is ZOOPS (Zero or One Occurrence Per Sequence); the maximal
allowed number of motifs is eight; the minimal number of sites (i.e., occurrences) is two for any
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Figure 5.10: Comparison of three ranking methods on unfiltered candidate motifs for the GlpR
lesion test. The top plot shows the accuracy with respect to GlpR; the bottom plot
shows the accuracy with respect to any known TF in E. coli.
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Figure 5.11: Comparison of three ranking methods on unfiltered candidate motifs for the Fis lesion test. The top plot shows the accuracy with respect to GlpR; the bottom plot
shows the accuracy with respect to any known TF in E. coli.
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Figure 5.12: Comparison of three ranking methods on unfiltered candidate motifs for the IHF
lesion test. The top plot shows the accuracy with respect to GlpR; the bottom plot
shows the accuracy with respect to any known TF in E. coli.
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Figure 5.13: Comparison of three ranking methods on filtered candidate motifs for the GlpR lesion test. The top plot shows the accuracy with respect to GlpR; the bottom plot
shows the accuracy with respect to any known TF in E. coli.
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Figure 5.14: Comparison of three ranking methods on filtered candidate motifs for the Fis lesion
test. The top plot shows the accuracy with respect to GlpR; the bottom plot shows
the accuracy with respect to any known TF in E. coli.
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Figure 5.15: Comparison of three ranking methods on filtered candidate motifs for the IHF lesion
test. The top plot shows the accuracy with respect to GlpR; the bottom plot shows
the accuracy with respect to any known TF in E. coli.
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Table 5.3: Accuracy (TP/FP) of four filters on seven lesion tests using the left-out TFs as reference. Results are for the motifs produced by MEME on the set of clusters generated
by hierarchical clustering.

lesion-TF

none

length

complexity

length+complexity

ArcA
Fis
FNR
GlpR
IHF
NarL
NarP

0/121
0/100
0/134
0/120
0/105
0/116
0/114

0/27
0/23
0/34
0/30
0/29
0/25
0/25

0/12
0/22
0/20
0/23
0/14
0/13
0/12

0/7
0/9
0/14
0/18
0/9
0/9
0/8

Table 5.4: Accuracy (TP/FP) of four filters in seven lesion tests using known E. coli TFs as reference. Results are for the motifs produced by MEME on the set of clusters generated
by hierarchical clustering.

lesion-TF

none

length

complexity

length+complexity

ArcA
Fis
FNR
GlpR
IHF
NarL
NarP

0/121
0/100
2/132
6/114
0/105
0/116
4/110

0/27
0/23
1/33
3/27
0/29
0/25
2/23

0/12
0/22
1/19
3/20
0/14
0/13
1/11

0/7
0/9
1/13
3/15
0/9
0/9
1/7

motif; the rest parameters are set to the default. The approach MEME uses is described in Chapter 2.
The results are displayed in Table 5.3 and 5.4. Again, filtering methods are helpful in removing
spurious motifs and the filter length+complexity is the most effective one, in terms of removing
spurious motifs and keeping true ones.
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Comparison of Tables 5.3 and 5.4 with Tables 5.1 and 5.2 shows that MEME is inferior to
PhyloCon for this data set in terms of finding true positive motifs. This could be due to the fact
that PhyloCon makes its predictions by considering conservation between species so it has more
power to distinguish true motif signals from E. coli genome background. This is in accordance
with some recent evidence [Berezikov et al., 2004; Blanchette and Tompa, 2002; McCue et al.,
2001] that phylogenetic comparison can help identify regulatory elements.

5.6

A Case Study of Hidden Regulator Discovery
In Section 5.5, lesion tests are performed to evaluate the effectiveness of my approach to dis-

covering hidden regulators. A lesion test in this case involves leaving out one of the known TFs
in the model and testing if that left-out TF is “re-discovered” by my approach. In this section, I
examine my approach in a more “real-world” situation: I use all the TFs which are known to be
involved in a given cellular process to initialize the network structure, and examine whether proposed hidden regulators (and the corresponding discovered regulatory relationships) improve the
network model, in terms of its predictive ability.
In particular, I use the same oxygen-shift data set described in Section 5.5.1, and the same
approach described in Section 5.4 to propose hidden regulators, except all nine known TFs for
the oxygen-shift data set are used to initialize the network structure. After training the network
parameters and running the regulator discovery process, I compared the binding sites of each proposed regulator against the known TF binding sites from RegulonDB. The predicted binding sites
of the top three motifs overlap the known binding sites of CRP in E. coli, and these three motifs
are induced from the binding sites in the regulatory sequences of nine genes in three different gene
clusters. I determine the functional roles of CRP for these nine target genes based on the annotations from RegulonDB. That is, I determine whether CRP functions as an activator or repressor for
each of the nine genes based on prior binding-site annotations.
Next, the CRP regulator and the corresponding regulator-gene relationships are added into the
current network model. Thus, the updated (refined) network model includes both nine known TFs
and CRP as regulators. Then I use the same procedure described in Section 4.3.2 of Chapter 4 to
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Figure 5.16: Cumulative error distributions of two network models. One model has the initial
nine regulators only, and the other model has both initial nine regulators and the
additional hidden regulator CRP. Results are 10-fold cross-validation on the oxygenshift data set.

evaluate predictive ability of this updated model (containing 10 regulators, including CRP) and the
initial model (containing nine regulators, not including CRP).
The primary motivation of this comparison is that we want to test if the discovered regulatory
relationships are biologically meaningful in terms of improving initial model’s predictive ability.
Again, the methodology of this accuracy evaluation is described in Section 4.3.2. Here, I discuss
the results as follows. Figure 5.16 shows the cumulative error distributions for the updated and
initial models for the oxygen-shift data set. Each point in a cumulative error curve represents the
percentage of test cases that have relative error less than or equal to the associated x-coordinate.
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The average relative error is 0.387 for the updated model, and 0.454 for the initial model. From
these results, we can see that the updated model provides better predictive accuracy than the initial
model. I test the significance of the difference in cumulative error using the Kolmogorov-Smirnov
test. The difference is statistically significant at p < 0.001.
Ernst et al. [2008] have performed an independent study in which their regulatory-network
modeling methods also propose that CRP is an important regulator in this oxygen-shift response
for E. coli. Their suggestion is based on the better explanation of gene expression in oxygen-shift
response when CRP is added into their models. This is in agreement with the results presented in
this section.
Again, my approach of hidden regulator discovery is not fully automatic because human intervention is needed to determine the roles of proposed hidden regulators. That is, the approach does
not automatically infer whether a hidden regulator is an activator or repressor for a given target
gene in a cellular process. In this case study, the role of CRP for each target gene is based on the
annotations from RegulonDB.

5.7

Summary
I have presented a novel approach to addressing the task of discovering hidden regulators in

gene regulatory network models. This approach is able to take into account existing knowledge of a
cellular process, focus on genes that are more likely to have hidden regulators, and distinguish true
motifs (thus true regulators) from spurious motifs with novel motif filtering and ranking methods.
I have empirically evaluated my approach using gene-expression, genomic-sequence, and TF-gene
relationship data for E. coli K-12. My experiments show my approach results in discovering hidden
regulators with high level of precision. I summarize my contributions as follows:
• I have developed a new framework, with the inclusion of the approach in Chapter 4, for aiding
hidden regulator discovery. It has practical usage for biologists because it takes as input
expression, sequence and optional TF-gene relationship data, and outputs putative regulators
and their estimated binding sites in target genes without human intervention in between.
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• I have taken into account existing knowledge about a cellular response to guide the hidden
regulator search. Unlike some gene clustering-based approaches that require users to specify
certain clusters of genes to search for putative hidden regulators, my approach can automatically identify subsets of genes that might be missing important hidden regulators based on
biochemical kinetics-based, genome-linked quantitative network models.
• I have developed a new way to cluster genes in the context of regulator discovery: clustering
genes based on error profiles instead of expression profiles. This error-profile-based clustering is able to group together genes that share hidden regulators but which display distinct
expression profiles.
• I use shared occurrences of motifs as the indicator that certain genes share hidden regulators, which provides a more mechanistic explanation of how genes are modulated by their
regulators.
• I have designed novel filtering and ranking methods to help distinguish true motifs from spurious ones. My filtering methods examine the intrinsic characteristics of a motif: its DNA
length and its nucleotide composition in a species-dependent manner. My ranking method
rank-by-significance calculates a motif’s non-parametric p-value based on a scoring-metricindependent permutation test. My ranking method rank-by-correlation considers the correlation between a motif’s binding-site scores in genes and the expression behavior of the
genes in which the motif occurs.
• I have evaluated the combined value of my motif filtering and ranking methods. My experiments show combining both types of methods gives the best accuracy on proposed hidden regulators and corresponding binding sites. These post-processing methods are general
enough to be applicable to many standalone motif finders.
• I have compared the utility of two motif finders, PhyloCon and MEME, in the hidden regulator discovery approach. My experiments show PhyloCon is better than MEME for the
oxygen-shift data set used in this study, in terms of finding true positive motifs.
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Chapter 6
Additional Work in Learning Bayesian Network Models
for Breast Cancer Prediction
This chapter discusses another body of published original research that I conducted during
my graduate studies. While this work does not include gene regulatory network reconstruction, it
does involve learning Bayesian network models from data. In particular, this chapter studies how
the characteristics of mammography data sets affect learning Bayesian network models to predict
breast cancer. The findings can help radiologists to determine the optimal conditions for training
such an expert system. The material covered in this chapter was originally published in Pan and
Burnside [2004].

6.1

Introduction
Early diagnosis of breast cancer through screening mammography is the most effective means

of decreasing the death rate from this disease [Andersson and Janzon, 1997; Tabar et al., 2003].
It has been confirmed in the literature that the mammographic appearance as described by the
radiologists can predict the histology of breast cancer [Thurfjell et al., 2002]. However, there is
significant variability in this predictive ability. Expert-level mammographers perform significantly
better than community radiologists. Hence, an expert system may hold great promise in standardizing mammographic decision-making to the level of expert knowledge.
A Bayesian network (BN) is a compact and natural graphical representation for probability
distributions. It has become a popular tool for encoding uncertainty and performing inference for
many expert systems. Using this tool, we have previously created an expert system in the domain of
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mammography [Bumside et al., 2000]. In optimizing the performance of this system, we believe
training on real world data will be important for several reasons. First, our model was created
using probabilities from the literature. Training on data will help to refine probabilities that are not
well studied. Second, training on data will enable the system to perform optimally under varying
conditions. For example, training on data in a given practice may overcome differences in patient
characteristics or disease prevalence.
Unfortunately, collecting large and complete medical and imaging data sets is difficult and
costly. Therefore, in this work, we use synthetic mammography data to study the optimal conditions to adequately train a probabilistic expert system for mammography. Specifically, we study
how the number of patient records, the completeness of patient records, and the overfitting of training data affect the performance of trained Bayesian network models in this domain. We aim to help
radiologists to determine the best conditions for training such an expert system. Note that, we use
“Bayesian network model” and “Bayesian network” interchangeably in this chapter.

6.2

Materials and Methods

6.2.1

Model Structure

We elicit the structure of the Bayesian network model from mammography experts. The Breast
Imaging Reporting and Data System (BI-RADS) lexicon is the foundation for the observable features in our Bayesian network. The descriptors used in this study are shown in Figure 6.1. From
the literature, we identified 25 diseases of the breast, as shown in Table 6.1, that represent the most
likely diagnosis to be made on mammography. Eleven of these diseases are malignant and fourteen
are benign.
We assume that there is a single discrete variable, “Disease”, which can take any value corresponding to one of the 25 diseases or “Normal”. We populate the model with probabilities from
the literature. The output of the Bayesian network is a differential diagnosis of breast diseases
given findings on a mammogram. In order to calculate the outcome of interest, i.e., the probability
of malignancy, we sum the predicted probabilities of all 11 malignant diseases. The remaining
diseases and “Normal” can be combined to represent the probability of benign changes or normal.
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Figure 6.1: The structure of the Bayesian network model for breast cancer prediction.
P/A/O = present, absent, or obscured;
Ca++ = calcifications;
FH = family history;
H/O = history of;
Op = operation.
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Table 6.1: Diagnosis of breast diseases represented in the Bayesian network model.
Malignant

Benign

Ductal carcinoma (DC)
Ductal carcinoma in situ (DCIS)
DC/DCIS
Lobular carcinoma (LC)
LC/LCIS
Tubular carcinoma
Papillary carcinoma
Medullary carcinoma
Colloid carcinoma
Phyllodes tumor
Metastasis

Cyst
Fibroadenoma
Papilloma
Fibrocystic change
Hamartoma
Lymph node
Focal fibrosis
Fat necrosis
Secretory disease
Post-operative change
Skin lesion
Radial scar
Atypical ductal hyperplasia
Lobular Carcinoma in situ (LCIS)

We consider this “literature-based” model as our target model, and use this target model as the
“gold standard” when evaluating network models trained from data.

6.2.2

Software and Data

We use the “Netica Application” modeling environment, developed by the Norsys System Inc.,
to construct Bayesian networks and perform model training and inference. The “junction tree”
algorithm is employed for probability inference of breast diseases.
All the synthetic patient records in this study are generated by random sampling according to
the joint probability distribution of the target model. We construct three types of data sets from the
pool of randomly generated patient records: training set, tuning set and test set. The training set is
used to infer the parameters of the Bayesian network model. The tuning set is used to determine
when to stop the training process. The test set is used to evaluate the accuracy of the trained
Bayesian network model. Both tuning and test sets contain 400 synthetic patient records, half
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malignant and half benign/normal. Since we want to study how the characteristics of training data
affect the trained model, we generate a variety of training sets with different characteristics. The
number of patient records in each training set ranges from 100 to 16,000; the percentage of missing
values in each training set ranges from 5% to 60%. To produce “missing” values in a training set,
we uniformly randomly remove certain percentage of values in the synthetic patient records.

6.2.3

Training and Evaluation

All of our training experiments start with the structure of the target model but with uniform
probability distributions for each node (i.e., variable) in the network. This technique mimics the
scenario in which prior knowledge about the probability distributions is not known. We use the
Expectation-Maximization (EM) algorithm to learn the conditional probability tables. This training process usually takes under 3 minutes on a standard PC. Since the EM algorithm iteratively
runs until convergence and the converged solution might overfit the training set, we collect all the
intermediate trained models and select the one with best predictive accuracy on the tuning set as
our trained model.
To evaluate the performance of a trained model on the test set, we create the receiver operating
characteristic (ROC) curve for that model and use the area under the curve (AUC) as a measure
of performance [Metz et al., 1998]. The performance of each trained network is compared against
both the performance of the gold standard and the performance of other network models trained
using different training sets. A p-value less than 0.05 is considered statistically significant.

6.3

Results

6.3.1

The Effect of the Tuning Set

Our first experiment shows that overfitting is more likely to happen when the number of training
examples is small and the percentage of missing values is high. Models trained with data sets
of less than 2,000 patient records or data sets with more than 50% missing values are likely to
overfit. Fortunately, the tuning set can be used effectively to identify when overfitting occurs and
subsequently stop the training process. Models trained with more than 4,000 cases are less likely
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to overfit; nonetheless, the tuning set is still useful in such cases because it can tell when the model
is sufficiently trained.

6.3.2

The Effect of Missing Values

Our second experiment shows that the mammography model training is quite tolerant to up to
20% missing values in a training set. For example, the performance of the network trained with
a data set of 4,000 cases and 20% missing values is not statistically significantly different from
the performance of the gold standard. In contrast, training sets of 4,000 cases and more than 40%
missing values cause significant accuracy degradation. Figure 6.2 shows that the impact of missing
values on trained models decreases as the number of training examples increases.

6.3.3

The Effect of the Training Set Size

Figure 6.2 also shows that, given a fixed percentage of missing values, the number of patient
records greatly influences the predictive power of a trained Bayesian network model. We can
identify the minimal number of records that are required to achieve a certain predictive accuracy
in terms of AUC, given a particular percentage of missing values in a training set. For example,
given the current model structure and 20% missing values in a training set, a minimum of 4,000
records is sufficient to achieve the best AUC which is not significantly different from the AUC of
the target model.

6.4

Summary
We have analyzed how certain characteristics of mammography data sets and the use of tun-

ing sets affect training Bayesian network models for mammography. Our experiments show that
overfitting can be minimized by the appropriate use of a tuning set. A training set of up to 20%
of missing values does not pose a significant challenge for learning accurate Bayesian network
models, if the number of training examples is large. The findings in this work allow us to estimate
the minimal amount of data needed to improve the performance of our existing probabilistic expert
system. This is important because the collection of a large, high quality data set is difficult in this
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Figure 6.2: Effects of the size and completeness of a training set on the performance of the trained
Bayesian network model. Y-axis is the ratio of trained network’s AUC to the gold
standard’s AUC. AUC of gold standard is 0.982.

domain. In the future, we plan to collect real-world patient data and verify the findings in this
chapter. Ultimately, we hope our model, improved by training on data, will aid decision-making
in mammography.
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Chapter 7
Conclusions
This chapter concludes the dissertation by summarizing my contributions and proposing some
future work. It also re-visits the issues discussed in the opening Chapter 1, and offers final remarks.

7.1

Summary of Contributions
There are several contributions this dissertation has made to improve the state of the art in infer-

ring gene regulatory network models from high-throughput biological data such as gene expression
measurements and genomic sequences. I have shown that our approaches can infer mechanismbased, genome-connected regulatory network models that (a) represent the regulatory elements
(such as promoters) that biologists can directly manipulate; (b) propose hidden regulators with
high precision to refine known network structure. Therefore, models in this dissertation would
potentially (a) help biologists explain observed gene expression phenomena, and predict likely
outcomes of gene regulation upon biological manipulation, such as site-directed mutagenesis in
promoters; (b) suggest likely hidden regulators in cellular processes in order to reduce the cost and
effort of experimental biologists in discovering novel regulators or regulatory relationships. The
particular contributions are listed as follows.
• Connecting quantitative regulatory network models to the genome
Most previous approaches to network reconstruction use simplified regulation functions,
thus they do not have mechanistic representation of regulator-gene interactions. In contrast, Nachman et al. [2004] developed a biochemical kinetics-based regulation function to
capture the regulation mechanism. However, the approach of Nachman et al. does not
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represent the genomic sequences with which regulators directly interact. My approach is
mechanism-based, and extends the previous state of the art by representing and learning key
kinetic parameters as functions of features in the genomic sequence. The experiments in
Chapter 4 indicate my models offer more explanatory power and better predictive accuracy
than alternative models.
• Representing RNA polymerase as a regulator
Most previous approaches do not explicitly consider RNA polymerase when modeling bacterial regulatory networks. However, some gene regulation processes in bacteria are related to
the available amount of RNA polymerase in cells. My approach considers the effect of RNA
polymerase and uses a hidden Markov model to predict the binding sites of RNA polymerase
when such binding sites are unknown in the promoters of certain genes. The experiments in
Chapter 4 show my models infer biologically-sound activity profiles for RNA polymerase,
which contribute to these models’ explanatory power and predictive accuracy.
• Discovering regulators based on both expression and sequence data
Most previous approaches propose/discover hidden regulators exclusively using gene expression data such as microarray measurements. The approach presented in Chapter 5 considers
the underlying mechanism of regulator-gene interactions, and proposes hidden regulators
when both observed expression patterns and sequence evidence (such as binding sites in
promoters) support the existence of hidden regulators. This extra source of evidence from
genomic sequence can make my approach less prone to fitting the noise in expression data
than approaches which rely on only expression data. The experiments in Chapter 5 show my
approach can discover hidden regulators with high precision.
• Identifying likely target genes of hidden regulators using network models
Most previous approaches identify sets of genes which might share hidden regulators using
expression clustering-based techniques. These approaches typically involve human intervention to select clusters of genes for searching putative hidden regulators. In contrast, the
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framework I have developed in Chapter 5 can automatically identify genes which are likely
to have hidden regulators in cellular processes being studied—such genes are identified by
kinetics-based and genome-connected network models.
• Clustering genes based on their error profiles
Most gene clustering procedures consider gene expression profiles to subdivide genes. I have
developed a new way to cluster genes in Chapter 5—clustering genes based on their error
profiles. The error profile of a given gene is calculated from its model-predicted transcription
rates and actual (derived) transcription rates. Error profiles can capture the effects of hidden
regulators which expression profiles may not be able to do.
• Post-processing candidate motifs by novel filtering and ranking methods
Binding sites in regulatory sequences of genes and thus their corresponding motifs are often used to propose hidden regulators. However, the motif finding task is not trivial since
binding-site signals are sometimes weak, and motif finders may suggest spurious motifs.
The built-in scoring metrics of motif finders may not accurately identify true motifs. Additionally, different scoring metrics of different motif finders make pooling candidate motifs
difficult. I have designed a set of new motif filtering and ranking methods to distinguish true
motifs from spurious ones. These methods examine the intrinsic characteristics of motifs
and the behavior of the genes whose regulatory sequences contain such motifs. These methods can be used as general-purpose wrapper procedures for many standalone motif finders.
The evaluation in Chapter 5 shows their ability to identify true motifs with high precision.

7.2

Future Directions
There are several open problems that I think need further investigation.
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• Considering nonlinear functions and more sequence features in sequence-based binding modeling
I represent sequence-based binding models using linear functions in Chapter 4. Each nucleotide in a binding site is assumed to be independent from the rest nucleotides in the
same site, and contributes to the binding interactions additively. Obviously, this is a simplified assumption for some RNAP and transcription factor binding sites. Future work may
consider nonlinear functions to capture the synergistic effects of protein-DNA interactions.
The sequence features considered in Chapter 4 represent only the nucleotide composition.
Future work may include features that represent the three-dimensional properties of DNA
molecules, such as twist angles of DNA helices.
• Representing different fractions of RNAPs
For some cellular processes in bacteria, RNAP molecules have different fractions and each
fraction may bind to different effectors such as small molecules. So a modeling approach
would benefit from including different fractions of RNAPs in the model structure. Of course,
one needs to properly control the trade-off between the expressiveness of a model and the
learnability of the model.
• Assigning identities to proposed hidden regulators
The proposed hidden regulators in Chapter 5 are anonymous. Future work may look for
the correlation between activity profiles of hidden regulators and those of known regulatory
proteins, metabolites, etc. to help identify the identities of discovered hidden regulators.
• Predicting the functional roles of hidden regulators
Functional roles of proposed hidden regulators in Chapter 5 are not currently determined by
my approach. In future work, such roles might be predicted using extra data such as the
known transcription start sites (TSS). For example, in E. coli, most activators bind upstream
of TSSs and most repressors bind downstream of TSSs. Such roles may also be inferred
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based on the targeted genes’ expression patterns. For example, if a gene’s estimated expression values tend to be lower than the observed expression values, then a hidden regulator for
this gene is likely to be an activator. However, noise in the expression data could make such
predictions wrong. An approach that combines various data and evidence might make such
role predictions more robust.
• Automating refinement of network model structure
The structure refinement procedure presented in Chapter 5 is not fully automatic since the
model does not infer the roles of hidden regulators as mentioned before. Once a roledetermining procedure is included, the approach would be able to iteratively propose hidden
regulators and refine the structure of models. Of course, the stopping criteria for structure
refinement also need to be investigated.
• Finding motifs with a set of motif finders
As discussed in Chapter 3, the accuracy of motif finding is fairly low. However, an ensemble
methods that employ multiple motif finders might improve the accuracy. Thus, future work
could consider the motifs suggested by different motif finders on the same set of gene clusters. In fact, the motif filtering and ranking methods developed in Chapter 5 provide natural
ways to combine the output of different motif finders since they do not rely on the particular
scoring metrics that various motif finders may use.

7.3

Final Remarks
In this dissertation, I have addressed the task of gene regulatory network reconstruction using

mechanism-based models and data of gene expression and genomic sequences. In particular, my
approaches infer the parameters and structure of mechanism-base, genome-connected gene regulatory network models.
I have answered four questions related to the issues described in Chapter 1:
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• Are mechanism-based, genome-connected regulatory network models more accurate than
alternative models?
• Do mechanism-based, genome-connected regulatory network models provide more explanatory power than alternative models?
• Do binding-site-based (i.e., mechanism-based) approaches have high precision in hidden
regulator discovery?
• Should post-process candidate motifs suggested by standalone motif finders?
The answers to these questions are all “yes”. It is my hope that the findings in this dissertation
will help biologists to decipher gene regulatory networks and better understand gene regulation in
cells.
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